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Sauppé, Margaret Pearce, Chien-Ming Huang, Irene Rae, Raj Setaluri, Zhi Tan,
Eric Alexander, Nathan Mitchell, Liu Haixiang, Mike Doescher, Deidre Stuffer,
Erin Winter, and others. You guys are the reason I will think back to this time
with fondness and nostalgia. Last but not the least, I thank my family for all their
love and support—especially my loving Mom. I know it was hard when your
only son moved halfway across the world, but I hope I have made you proud with
everything I achieved here.

iv

contents
Contents iv
List of Tables vi
List of Figures vii
Abstract xii
1 Introduction 1
1.1 Methodology 7
1.2 Contributions 9
1.3 Summary 14
2 Related Work 16
2.1 Gaze in Human Communication 16
2.2 Gaze Modeling in Neurophysiology 19
2.3 Gaze Motion Synthesis 21
2.4 Animating Stylized Characters 27
2.5 Summary 30
3 Gaze Shift Synthesis 31
3.1 Introduction 31
3.2 Gaze Shift Model 32
3.3 Evaluation: Eye-Head Shifts 49
3.4 Evaluation: Upper-Body Shifts 57
3.5 Discussion 62
4 Gaze and Conversational Footing 64
4.1 Introduction 64
4.2 Footing Behavior Models 65

v
4.3
4.4

Evaluation 73
Discussion 86

5 Stylized and Performative Gaze 88
5.1 Introduction 88
5.2 Artifacts on Stylized Characters 90
5.3 Gaze Adaptation 93
5.4 Performative Gaze100
5.5 Evaluation: Artifact Reduction103
5.6 Evaluation: Communicative Accuracy105
5.7 Discussion110
6 Gaze Animation Authoring111
6.1 Introduction111
6.2 Gaze Inference112
6.3 Gaze Synthesis125
6.4 Gaze Editing128
6.5 Evaluation133
6.6 Discussion143
7 Discussion146
7.1 Applications148
7.2 Limitations and Future Directions149
References157

vi

list of tables
2.1

Comparison of low-level gaze models. . . . . . . . . . . . . . . . . . . .

24

Spatial probability distribution of the speaker’s gaze, given as the
probability of looking toward a target in the given configuration of
conversational roles. NA is the number of addressees, while NB is the
number of bystanders. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2 Agent’s gaze fixation lengths (in seconds), expressed as gamma distributions specifying the length of a fixation of a target in the given
configuration of conversational roles. . . . . . . . . . . . . . . . . . . .

70

4.1

71

5.1

Artifact reduction evaluation results. Each cell contains the aggregate
score for a particular metric on a particular character with the original
motion or motion adapted using our methods. . . . . . . . . . . . . . . 104

6.1
6.2

Results of gaze instance inference evaluation . . . . . . . . . . . . . . . 124
Gaze editing effort: traditional vs. our approach. . . . . . . . . . . . . 134

7.1

Research contributions from this dissertation. . . . . . . . . . . . . . . 147

vii

list of figures
1.1

3.1

3.2

3.3

3.4
3.5

This dissertation in pictures: (1) We introduce a model for synthesis of
a wide range of directed gaze movements (Chapter 3). (2) We use it to
synthesize conversational footing cues of a virtual agent engaging in
multiparty interaction (Chapter 4). (3) We introduce methods for adapting gaze movements to a wide range of character designs (Chapter 5).
(4) We introduce an approach for authoring directed gaze animation in
non-interactive scenarios (Chapter 6). . . . . . . . . . . . . . . . . . . .
Examples of gaze shifts synthesized using our model. All gaze shifts
are toward the same target (the red sphere). (1) Initially the agent
maintains eye contact with the observer. (2) Gaze shift to the target
with a low value of the head alignment parameter. (3) Gaze shift in the
same direction, but with a high head alignment value. (4) Gaze shift in
the same direction with a high torso alignment value. (5) Gaze shift in
the same direction with a high whole-body alignment value. . . . . . .
Phases of an eye saccade. Dashed arrows indicate eye gaze directions,
while the curved arrow indicates the direction of the rotational movement. Saccade proceeds as follows: (A) Eyes begin to rotate toward the
target. (B) First eye has reached the target. (C) Both eyes have reached
the target. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Velocity profiles for the motion of different body parts. Left: Eye
velocity. Right: Head and torso velocities. Mathematical expressions
for the profiles are given in equations 3.12 and 3.13. . . . . . . . . . . .
Movement phases of the eyes and head in a gaze shift. . . . . . . . . .
Movement phases of the eyes, head, and torso in a gaze shift. Dashed
area indicates that the torso may stop moving before or after the head.

6

32

37

37
38
42

viii
3.6

3.7
3.8

3.9
3.10
3.11
3.12

4.1
4.2

Computing the target direction v T,k for a body part k. Left: Procedure
for the eyes. vfull,k is the direction that would fully align the eye with
the gaze target. However, since the target lies beyond the eye’s OMR,
vfull,k is clamped to the OMR, giving us the target direction v T,k . Right:
Procedure for the torso. vmin,k is the minimal target direction the torso
must achieve, while vfull,k is the direction that would fully align the
torso with the gaze target; it is parallel with the vector e pointing from
the eye centroid to the target. Target direction v T,k is computed by
interpolating between the minimal and fully aligned directions using
the alignment parameter α T . . . . . . . . . . . . . . . . . . . . . . . . . .
Experimental conditions in the study of gaze shift accuracy and naturalness. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Results of Study 1, aggregated across participant and character gender.
The baseline model refers to the head propensity model we used for
comparison. From left to right: communicative accuracy, perceived
naturalness aggregated across gaze shifts with different head alignments/propensity values, and perceived naturalness for the subset of
gaze shifts with 100% head alignment/propensity. . . . . . . . . . . . .
Communicative accuracy and perceived naturalness across characters
with male and female features. . . . . . . . . . . . . . . . . . . . . . . .
Experimental conditions in Study 3. . . . . . . . . . . . . . . . . . . . .
Experimental task in Study 3. Left: Task interface. Right: An experimenter demonstrating the task. . . . . . . . . . . . . . . . . . . . . . . .
Results for perceived interest ratings for each type of gaze shift. Results
for gaze shifts with upper body movement are shown in red. . . . . .

45
51

54
55
58
59
61

Computing the torso alignment parameter α T needed for the agent to
reconfigure the F-formation when a new user has joined the interaction. 67
Conditions of the agent behavior independent variable. Upper row:
conversational formation. Bottom row: participant’s view of the scene. 76

ix
4.3

Left: the participant’s view of the scene at the start of the task. Right:
physical task setup. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.4 Results from behavioral measures. Left: number of speaking turns
(top) and total speaking time (bottom) by agent behavior (exclusive vs.
inclusive). Right: same measures by agent behavior and task setting
(2D display vs. VR). (∗) denotes a significant effect, while (†) denotes a
marginal effect. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.5 Results from two subjective measures (likeability and groupness) by
agent behavior (exclusive vs. inclusive) and participant gender. (∗)
denotes a significant effect, while (†) denotes a marginal effect. . . . .
5.1

5.2

5.3
5.4
5.5
5.6

5.7

Examples of stylized characters. Characters 1 and 2 have large eyes
and high inter-eye distance. Characters 2 and 3 have asymmetric eye
motor range (OMR). Character 3 has narrow OMR and low inter-eye
distance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Eye retraction example. The right eye has aligned with the target and is
retracting as the left eye moves forward. Notation: Solid line indicates
inter-eye distance. Arrows → and ← indicate eye movement directions.
Stuck eye example. The right eye is moving ahead, while the left eye is
blocked by the OMR. Notation: Dot ◦ indicates that the eye is stationary.
Cross-eyedness and its reduction. Left: Cross-eyed character. Right:
Cross-eyedness reduced by our method. . . . . . . . . . . . . . . . . . .
Our approach for reducing cross-eyedness in the target gaze pose. . .
Example of eye divergence handling. Top: The VOR begins to move
the left eye immediately on alignment. Bottom: Our model ensures
that VOR begins eye movement only after the right eye has aligned. .
Gaze shifts with different gaze kinematics. Top: Original motion.
The gaze shift contains the artifacts stuck eye, OMR-block, and eye
retraction. Bottom: Our method. The artifacts of the original motion
are reduced. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

78

82

84

88

91
92
94
95

96

97

x
5.8
5.9

5.10
5.11

5.12
5.13

6.1

A gaze-evoked eye blink during the VOR phase. The blink conceals
the retraction in the left eye. . . . . . . . . . . . . . . . . . . . . . . . . .
A performative gaze shift. Top: The character fully aligns its gaze with
the red sphere. Bottom: The character partially aligns its gaze with
the target (α E = 0.7) but still appears to be gazing at it, because it has
achieved screen-space alignment. . . . . . . . . . . . . . . . . . . . . . .
The calculation of the effective gaze target position in a performative
gaze shift. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
The characters used in our evaluation. From left to right: RealisticFemale1, RealisticFemale2, SemiStylizedFemale, StylizedFemale, StylizedMale, EmotiGuy, Jack, Donkey, Fish, and NastyMonster. . . . . . . . .
Stills from videos in our study. Left: Realistically-proportioned character. Right: Stylized character. . . . . . . . . . . . . . . . . . . . . . . . .
Results for communicative accuracy, lifelikeness, appeal, and naturalness of eye movements. Data on gaze shifts adapted using the stylized
and performative gaze methods are shown in red. . . . . . . . . . . . .

100

101
101

103
106

108

Gaze shift detection through analysis of acceleration and velocity signals of the head and torso. We first aggregate the normalized joint
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abstract
Gaze is a fundamental component of communicatively effective character animation. In animated film and other non-interactive media, a character’s gaze
can capture the viewer’s attention and convey the character’s personality and
intent, while interactive virtual characters can use gaze cues to enhance their
social interactions with users. In all these contexts, the character’s nonverbal attending behavior can be realized as a sequence of directed gaze shifts—coordinated
movements of the eyes, head, torso, and the whole body toward targets in the
scene. This dissertation introduces new methods for synthesis of directed gaze
shifts for animated characters. The methods can synthesize a wide range of gaze
movements—from subtle saccades and glances, to whole-body turns. Experiments are presented showing how virtual agents can use these movements as
effective social signals in interactions with humans. Furthermore, an approach
is introduced for gaze animation authoring for non-interactive scenarios, which
uses directed gaze shifts as authoring primitives. It is empirically demonstrated
that the new approach reduces the cost of animation authoring and improves its
scalability.

1

1

introduction

Character animation—the process of bringing drawn, sculpted, or computergenerated characters to life—is the foundation of some of the most popular
contemporary forms of art and entertainment. Animated characters in films, video
games, and on television have captivated and entertained generations of viewers.
Character animation is also finding utility beyond storytelling media; the last
two decades have also witnessed a growing research and commercial interest in
embodied conversational agents (Cassell et al., 2000), animated characters that can
converse with users in real time and serve in educational, marketing, and assistive
roles. However, the criteria for good character animation are fairly uniform across
different media and application domains. One criterion is that animation must be
communicatively effective—it must clearly convey the character’s intents, emotions,
and personality through their movements. The effectiveness of animation very
much depends on the quality of the movements crafted by the animator. While
the art of animation allows for much stylistic variation in how the character
moves, mainstream film and game animation displays a strong propensity toward
physically and biologically plausible movements, that closely resemble those of
living creatures.
A key component of plausible, communicatively effective character animation
is directed gaze—the behavior of looking toward people and objects in the environment. The significance of gaze cues in human communication is well-documented.
By observing the gaze of others, people infer the focus of their attention and
understand high-level meaning behind their actions. Human attending behaviors
play vital roles in many aspects of communication, from grounding references to
objects by looking at them (Hanna and Brennan, 2007; Preissler and Carey, 2005),
to supporting conversational processes such as turn-taking (Wiemann and Knapp,
1975).
Importantly, attending behaviors consist of more than just eye movements.
When we attend to an object or another person, we do not just look at them
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with our eyes—we may also turn our heads and even our entire bodies toward
them (Langton et al., 2000). Variations in head and body attitude relative to
the eyes produce different communicative effects—e.g., we are less involved
with someone if we are glancing at them out of the corner of the eye than if
we are facing them head-on (Kendon, 1990; Schegloff, 1998). Shifts in human
attention from one target to another are then accomplished not just through
eye movements, but through coordinated redirection of the eyes, head, and
body. Intentional, coordinated movements of the eyes, head, and body toward
a target are known as directed gaze shifts. In particular, coordinated eye gaze and
body orientation shifts play important roles in spatial and social organization
of multiparty interactions, where they serve as nonverbal signals of participants’
conversational roles or footing (Goffman, 1979). For example, when a newcomer
wants to join the interaction, the current participants may reorient their bodies
to involve them on equal footing, or they may continue facing each other and
relegate the newcomer to a bystander role (Kendon, 1990).
It is well-known to professional animators that animated characters with appropriately crafted gaze behaviors can achieve communicative effects comparable
to real humans. In the pioneering years of animation, an oft-repeated rule of
thumb at Walt Disney Animation Studios was: “If you’re short of time, spend it
on the eyes. The eyes are what people watch.” (Williams, 2009) Animators expend
much effort on animating believable gaze movements that capture the audience’s
attention and direct it toward the most important thing on the screen. However,
in the context of computer animation research and virtual agent interaction, gaze
is understudied and undersupported. There is a lack of specialized methods for
animating humanlike attending behaviors in all their communicative variety.
Gaze synthesis for characters in interactive scenarios (game characters, avatars,
and virtual agents) is performed by computational gaze models, which automatically synthesize the character’s gaze behavior given the current scenario state.
These models are necessarily context-specific. People display different gaze patterns when engaging in face-to-face conversation (conversational gaze), visually
scanning their environment (idle gaze), engaging in visually-guided tasks (e.g.,

3
locomotion, physical object manipulation), etc. Therefore, specialized gaze models
must be built for specific roles. However, irrespective of context, the character’s
gaze patterns are built from the same primitive—the directed gaze shift.
Communicative effectiveness of gaze behaviors stems from the kinematic
variability of directed gaze shifts that comprise them. Gaze shifts can be saccades
(which only engage the eyes), sideward glances (which involve minimal head
movement), head-on gaze shifts, upper-body shifts (which engage the torso),
and whole-body orientation shifts. Different types of gaze shifts communicate
different things to observers (Langton et al., 2000). In general, a directed gaze
shift signals an attentional shift toward a target, while the amount of head and
body reorientation signals how the character’s attention is distributed among
the previous target and the new one. However, existing gaze synthesis models
cannot synthesize the full range of directed gaze shifts. Most models support only
saccades and coordinated eye-head movements, but human attending behaviors
can also involve changes in body orientation. Moreover, such movements are an
integral part of certain communicative behaviors; as a result, these behaviors and
their effects on interaction with avatars and virtual agents have received little or
no study. Finally, existing models only focus on simulating human gaze, which
cannot be applied directly to characters with stylized and non-human designs.
There are currently no methods for adapting humanlike gaze kinematics to
characters with non-human morphology and proportions, which greatly reduces
the range of characters that can be animated by existing gaze models.
In non-interactive contexts (e.g., television and film animation, game cutscenes),
gaze behaviors are also typically comprised of directed gaze shifts, with other
types of gaze movements being far less common. However, animation quality
requirements are typically higher than in interactive scenarios, so gaze is handauthored by experts using general methods such as inverse kinematics (IK) and
keyframing. Gaze IK methods constrain the eyes to point in a specific direction
even as the body moves, while keyframing specifies how the gaze direction
changes over time. Body posture—integral to directed gaze behaviors—needs to
be edited separately using keyframing and layering. All of these methods operate
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on a fairly low level of abstraction, which makes the authoring process difficult
and labor-intensive. Animators must manually specify every detail of the timing
and spatial relationships of all the eye, head, and body joints. A lot of this effort
seems avoidable—the gaze movements of eye, head, and body joints are tightly
correlated and their details could be synthesized automatically given a model of
their kinematics.
Another problem with manual authoring is its poor scalability with respect to
scenario complexity and scene changes. I define an authoring method as scalable
if an acceptable-quality animation can be created reasonably quickly regardless
of scenario complexity (the number of characters and scenario length). However,
hand-authoring time can generally be expected to increase at least linearly with
the amount of content in the scenario. Furthermore, hand-authored gaze is valid
only for the current scene layout. If we edit the scene (thus altering gaze target
locations), we must hand-edit the gaze animation or recreate it from scratch.
Therefore, hand-authoring also scales poorly with respect to scene changes.
To summarize, the current models for automatic gaze synthesis have several
shortcomings. (1) They do not support many human attending behaviors, because
they lack the ability to synthesize the kinematically varied gaze movements that
comprise those behaviors. (2) As a consequence, the communicative effects of
those behaviors on humans interacting with the virtual character are insufficiently
studied and understood. (3) Existing gaze synthesis models also support a limited
range of character designs, as they lack the ability to adapt the kinematics of
humanlike gaze shifts to stylized and non-human characters. Furthermore, the
process of producing gaze animation in non-interactive, authoring scenarios is also
problematic: (1) it is labor-intensive and too difficult for novices, because it relies
on overly general, low-level authoring operations, (2) it scales poorly with scenario
complexity, and (3) it scales poorly with changes to the scene, requiring the gaze
motion to be hand-edited or recreated from scratch when such changes occur. I
believe there is a common solution to these seemingly disparate problems—using
directed gaze shifts as motion synthesis and authoring primitives and representing
the character’s entire attending behavior using these primitives.

5
The thesis of this dissertation is that directed gaze shifts can serve as primitives for synthesis and low-cost authoring of effective attending behaviors on
animated characters. A directed gaze shift is a movement which reorients the
eyes, and possibly also head, torso, and lower body, from one attention target
toward another. Many gaze movements, from saccades to whole-body turns, can
be classed as directed gaze shifts, and much of the visible attending behavior in
humans can be described as a sequence of such gaze shifts. To prove the above
thesis, we introduce new methods for synthesis of directed gaze shifts, as well as
their adaptation to varied character designs. We use the gaze shifts as building
blocks of new kinds of gaze behaviors on virtual characters. We demonstrate in
empirical studies how virtual characters using these behaviors can communicate
with humans in ways that were impossible with previous gaze models. Furthermore, we introduce a gaze authoring approach, which uses directed gaze shifts
synthesized by our model as motion primitives. We empirically demonstrate how
this approach reduces authoring effort and allows even novices to quickly create
and conveniently edit complex gaze behaviors in animated scenarios.
This dissertation involves four main threads of research. First, we use the
studies of primate gaze in neurophysiology to build a computational model for
synthesis of biologically plausible directed gaze shifts (Chapter 3). The model
supports remarkable kinematic variation—a subtle glance toward a target can
be synthesized as easily as a whole-body turn (Figure 1.1, 1). Second, we use
this model as a building block of new kinds of attending behaviors on animated
characters, and we demonstrate in empirical studies how these behaviors enable
virtual characters to communicate more effectively with humans. Specifically, we
show how the broader kinematic range (1) augments an agent’s ability to signal
its attentional focus and initiate joint attention with a human (Sections 3.3 and 3.4)
and (2) enables an agent to configure the conversational formation and establish
footing using its gaze and spatial orientation cues (Chapter 4; Figure 1.1, 2).
Third, to expand the range of characters that can be animated by models of
directed gaze, we introduce principled motion adaptation methods (Chapter 5),
which enable the application of humanlike gaze shifts to morphologically and
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Figure 1.1: This dissertation in pictures: (1) We introduce a model for synthesis of
a wide range of directed gaze movements (Chapter 3). (2) We use it to synthesize
conversational footing cues of a virtual agent engaging in multiparty interaction
(Chapter 4). (3) We introduce methods for adapting gaze movements to a wide
range of character designs (Chapter 5). (4) We introduce an approach for authoring
directed gaze animation in non-interactive scenarios (Chapter 6).

stylistically varied characters (Figure 1.1, 3). These methods allow even stylized
and non-human characters to engage in effective, humanlike attending behaviors.
Fourth, this dissertation also introduces a low-cost animation authoring approach (Chapter 6), which uses directed gaze shifts as authoring primitives. The
authoring process (Figure 1.1, 4) begins with a body motion, created using either motion capture or keyframing. We analyze the body motion and infer a
high-level representation of the matching gaze motion as a sequence of directed
gaze shifts. From this sequence, we can automatically synthesize the character’s
eye animation. The effort of adding eye gaze to an animated scenario is thus
potentially constant with respect to scenario complexity, rather than linear as is
the case with traditional authoring tools. The inferred gaze sequence also lends
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itself to convenient animation editing, because it is more abstract than a traditional
keyframe representation. It describes the gaze behavior in terms of targets to be
looked at, while the details of eye, head, and body movements are synthesized
automatically by our gaze shift model. Thus even novices can edit the gaze motion
content with simple operations such as adding and removing gaze shifts and
setting their targets. Automatic inference and convenient editing features together
significantly reduce the cost of animation authoring. Moreover, the high level
of abstraction afforded by the directed gaze representation makes our approach
more scalable with respect to scene changes. The gaze shifts are defined in terms
of gaze targets, which are anchored in the virtual scene. As scene objects (and
thus gaze targets) move, our methods automatically synthesize the updated gaze
motion, without requiring the animator to directly edit the gaze behavior content.

1.1

Methodology

The research presented in this dissertation was conducted using two main methods: model development and empirical evaluation.
This dissertation introduces computational models of gaze motion, which
include a gaze shift synthesis model, methods for adapting gaze shift motion to
stylized and non-human character designs, methods for gaze behavior inference
from motion capture data, methods for layering gaze motion onto a captured body
motion, and a nonverbal behavior model for signalling conversational footing.
Model development was largely guided by existing literature on human gaze in
neurophysiology and social sciences, as well as artistic animation principles
and traditions. The findings from literature were integrated into computational
models as kinematic equations, heuristic decision-making rules, and probabilistic
models built from human behavior data. The constructed models are typically
parametric—they afford a set of parameters, which animators or implementers
can manipulate to control the properties of the resulting gaze motion.
Empirical evaluations predominantly took the form of studies with human
participants, although computational simulations and comparisons with ground-
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truth, hand-annotated human behavior data were also utilized when appropriate.
The studies had a two-fold purpose of demonstrating that our constructed models
of gaze motion possessed desired perceptual and communicative properties, as
well as garnering more general insights about the effects animated gaze behaviors
had on people viewing and interacting with the character. The studies were
designed to test one or more hypotheses about the effects of synthesized gaze
behaviors on human participants viewing or interacting with the virtual character.
They were conducted either in-person in a controlled laboratory setting, or online
using the Amazon Mechanical Turk crowdsourcing service. They involved a variety of measures: objective (e.g., participants’ accuracy in predicting the character’s
gaze direction), behavioral (e.g., how much participants spoke with the character), and subjective (e.g., how positively participants rated the character.) The
collected data were analyzed using appropriate statistical tests, such as ANOVA
and chi-square.
Both the models and evaluations were implemented in a custom character
animation and behavior toolkit built using the Unity game engine1 . All animation,
behavior, and task logic was implemented as Unity C# scripts. These included our
gaze shift model, an eyeblink controller, several high-level gaze behavior models
(such as our model for signalling footing), task logic for all the human subjects’
experiments, etc. All the preprocessing on character models and animations, as
well as all the animation editing tools and operations were implemented as Unity
Editor scripts. Character models were exported from 3D modeling applications
such as Autodesk 3ds Max2 and DAZ Studio3 as FBX assets, upon which they were
imported into Unity and preprocessed in preparation for animation using our
toolkit. When utilized, recorded motion data was either obtained from publicly
available datasets such as the CMU database4 or captured at a local motion capture
studio. The captured data was processed using Autodesk MotionBuilder5 and
1 http://unity3d.com/
2 http://www.autodesk.com/3dsMax
3 http://www.daz3d.com/
4 http://mocap.cs.cmu.edu/
5 http://www.autodesk.com/motionbuilder
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then exported into Unity. Some studies featured virtual agent speech, which was
either prerecorded (Chapters 3 and 4) or synthesized using Microsoft Speech SDK
(Chapter 4). One exception to the above is an early version of the gaze shift model
utilized in Section 3.3, which was implemented in C++ using the OGRE engine6
and subsequently ported to Unity.

1.2

Contributions

Contributions from the current research can be split into three categories: technical
contributions, new interaction designs, and empirical contributions.

Technical Contributions
This dissertation contributes several new methods for analysis, synthesis, adaptation, and editing of gaze animation. These methods constitute the technical
contributions of the current work:
1. Gaze shift synthesis (Chapter 3). A new model is introduced for synthesis
of directed gaze shifts. The model can synthesize a coordinated movement
of the eyes, head, torso, pelvis, and feet toward a target in the environment.
The model is fully procedural and does not rely on motion capture data.
Instead, it synthesizes biologically plausible gaze movements using a set of
kinematic laws derived from neurophysiological studies of gaze.
2. Stylized gaze (Chapter 5). Stylized and non-human characters, such as
cartoon characters with large or asymmetric eyes, cannot be animated using
human gaze kinematics due to anatomic differences. We introduce a set of
methods for automatic adaptation of gaze movements to characters with
varied eye and head designs, thereby enhancing the scalability of gaze
synthesis methods with respect to character design. We collectively refer to
these methods as stylized gaze.
6 http://www.ogre3d.org/
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3. Performative gaze (Chapter 5). When stage actors and animated characters
in film and television use directed gaze, they often do not fully align their
line of sight with the target and instead maintain partial facing toward
the viewer. The viewer is thus able to better see what the character is
attending to, as well as feel more engaged by the character. We refer to such
partial gaze shifts as performative gaze. To extend the communicative range
of gaze shift models, we introduce a motion adaptation method that can
automatically adapt the target direction of a gaze shift relative to the camera
such that partial alignment with the viewer is maintained.
4. Gaze inference from body motion (Chapter 6). Our approach for gaze
animation authoring incorporates methods for automated inference of a
high-level representation of the character’s gaze motion from their body
motion and scene layout. Our approach can then automatically synthesize
the eye animation that matches the body motion and scene layout from the
inferred representation, or allow the animator to conveniently edit the gaze
animation by modifying the representation.
5. Gaze motion layering (Chapter 6). Another component of the gaze authoring approach are methods for layering the movements synthesized by our
gaze shift model (Chapter 3) onto the character’s body motion. The methods
ensure that the resulting gaze motion has plausible kinematics and does not
override the expressive content of the original body motion.

Design Contributions
This dissertation also introduces several design contributions. These designs
include gaze behavior models for virtual agent systems. Designers can implement
these models on virtual agents to enable the latter to interact more naturally with
users. The models include:
1. Parametric gaze shift model (Chapter 3). Our gaze shift synthesis model
provides a parametrization of gaze movements based on a set of alignment
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parameters. These parameters specify how much different body parts (head,
torso, lower body) partake in the gaze shift, allowing the synthesis of
movements ranging from subtle, saccadic glances to whole-body turns.
Greater reorientation of a body part signals a greater shift in attention
toward the target. The parametric model serves as a building block of
complex attending behaviors.
2. Nonverbal signals of conversational footing (Chapter 4). When two or
more people engage in conversation, their degree of participation is tied to
their footing—core participants (speakers and addressees) contribute more
to the discourse than bystanders and overhearers. Participants’ spatial orientations and gaze patterns serve as nonverbal signals of footing—speakers
and addressees face each other and gaze at each other more than bystanders
and overhearers. We describe spatial orientation and gaze mechanisms for
embodied conversational agents enabling them to signal the footing of users
engaging in multiparty interaction with the agent. These mechanisms are
designed to allow an agent to shape users’ conversational behaviors and
subjective experiences of the interaction.
The dissertation also introduces designs intended to assist animators in authoring gaze animation:
1. Gaze authoring workflow (Chapter 6). We have designed a workflow for
gaze animation authoring that is based on an abstract representation of the
gaze behavior as a sequence of directed gaze shifts. The workflow begins
with automatic inference of the gaze sequence from the character’s body
motion and scene, followed by convenient manual editing of the sequence
using a graphical tool. The gaze motion is continually resynthesized from
the sequence representation and layered onto the body motion.
2. Gaze editing approach (Chapter 6). A key component of our gaze authoring
approach is an approach for gaze motion editing. We have define a set of
convenient editing operations such as adding and removing gaze shifts, as
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well as modifying their target and timing properties. The edited gaze motion
is automatically synthesized and layered onto the character’s body motion.
The editing operations are implemented as controls in a graphical animation
editing tool.

Empirical Contributions
The animation methods and designs introduced in this dissertation were extensively evaluated in empirical studies. Gaze shift synthesis methods were evaluated
with respect to the biological plausibility and communicative effectiveness of resulting gaze shifts, as well as scalability across different characters. Gaze behavior
mechanisms for signalling footing were evaluated on their communicative effectiveness. The gaze authoring approach was evaluated with respect to its scalability
across different scenarios, reduction in authoring cost (effort and expertise required), and the ability to produce plausible and communicatively effective gaze
animation. The evaluations took the form of empirical studies, the findings from
which constitute distinct contributions:
1. Gaze shift model synthesizes plausible, communicatively effective gaze
shifts (Chapter 3). The first study in Chapter 3 has shown that participants are able to infer the targets of gaze shifts synthesized by our
neurophysiology-based model as accurately as those from a state-of-the-art,
procedural model or real human gaze. They are also rated as natural as
those from the state-of-the-art model.
2. Gaze shifts with more torso reorientation are stronger attention cues
(Chapter 3). The second study in Chapter 3 has shown that the more a
virtual agent reorients its torso toward a gaze shift target, the more interested they are perceived to be in that target.
3. Virtual agents can use gaze and spatial orientation to manage footing
(Chapter 4). A study has shown that participants in a multiparty interaction
conform to conversational roles signalled by a virtual agent using gaze and
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spatial orientation cues; addressees make more conversational contributions
than bystanders.
4. Nonverbal footing signals are effective only in immersive VR (Chapter 4).
The same study has shown the effects of the virtual agent’s footing signals
on participants’ conversational behavior occur only when the interaction is
in immersive VR rather than on a 2D display.
5. Gaze adaptation to stylized characters reduces animation artifacts (Chapter 5). A simulation has shown that motion adaptations of gaze shifts
synthesized by our model and applied to stylized characters reduce the
quantitative prevalence of gaze animation artifacts on such characters.
6. Stylized and performative gaze adaptations do not impair communicative
accuracy or plausibility (Chapter 5). A study has shown that when stylized
and performative adaptations are applied to gaze shifts, participants are
able to infer gaze shift targets as accurately as with the original gaze shift
kinematics, and their perceived naturalness is also comparable.
7. Human actor’s gaze can be reconstructed from their body motion and
scene layout (Chapter 6). Our gaze inference model detects gaze shifts
and infers their targets from body motion kinematics and scene layout, in
order to allow the synthesis of plausible eye movements, as well as editing
of the gaze behavior. An evaluation using ground-truth, hand-annotated
motion capture and eye tracking data has shown that the model is able
to perform the inference with sufficient sensitivity and accuracy to obtain
a representation of the original gaze behavior suitable for synthesis and
editing purposes.
8. Gaze authoring approach allows novices to create and edit gaze animation with less effort (Chapter 6). An evaluation has shown that a novice
animator can add eye movements to an animated scenario in substantially
less time and with fewer operations using our approach than experienced
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animators working by hand in a traditional workflow. Likewise, a novice
animator can edit a character’s gaze behavior in the scenario in substantially
less time and with fewer operations using our tool than an experienced
animator using a traditional tool.
9. Animation obtained from the gaze authoring approach looks plausible
(Chapter 6). A study with human participants has shown that animation
created using our approach is perceived as more plausible than having no
eye movements, and its plausibility may also be superior to animation with
recorded eye movements (using eye tracker cameras), though likely not
hand-authored eye movements.
10. Edited gaze animation communicates a different attention distribution
(Chapter 6). Another study has shown that when a character’s gaze animation is edited using our approach, participants describe the character’s
attention distribution significantly differently compared to the original scenario.

1.3

Summary

It is the goal of this dissertation to improve computational animation of attending
behaviors for virtual characters, by increasing the range of behaviors, characters,
and scenarios supported, as well as lowering the cost of creating the animation at
an acceptable level of quality. To facilitate those advances, attending behaviors
are modeled as sequences of directed gaze shifts—coordinated redirections of
the eyes, head, and body among targets in the environment. Four research
threads have been undertaken: (1) building a computational, parametric model for
synthesis of gaze shift movements (Chapter 3); (2) using that model as a building
block of virtual agents’ nonverbal behaviors for managing conversational footing
in multiparty interactions with users (Chapter 4); (3) introducing methods for
adapting gaze shift movements to non-realistic and non-human character designs
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(Chapter 5); (4) introducing a comprehensive approach for low-cost, scalable
authoring of directed gaze animation (Chapter 6).
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2

related work

Gaze has been a subject of research in several academic disciplines. Social sciences
have focused on studying the functions of gaze in human perception, communication, and cognition. Human-computer and human-robot interaction have
studied those same functions on virtual agents, avatars, and humanlike robots.
In neurophysiology, there has been a focus on describing gaze in terms of its
kinematic properties, such as gaze shift amplitudes and velocities. These bodies
of work are complementary and provide a solid foundation for computational
modeling of gaze. Gaze synthesis methods presented in this work largely derive
from quantitative measurements of gaze in neurophysiology and perceptual psychology, while the hypotheses about its social and perceptual effects are informed
by research in the social sciences, HCI, and HRI.
In this chapter, I review the social sciences, HCI, and neurophysiology research
on gaze, followed by a review of related work on computational synthesis of gaze
motion for animated characters and embodied conversational agents. In addition,
I discuss prior work relevant to the problem of animating stylized characters.

2.1

Gaze in Human Communication

Human-Human Interactions
Humans have an innate ability to track the gaze of others and infer the focus of
their attention, which emerges in the first year of life (Scaife and Bruner, 1975;
Vecera and Johnson, 1995). Numerous studies (surveyed in (Langton et al., 2000))
have shown that, when observing the gaze of others, humans reflexively reorient
their visual attention in the same direction. This automated reorienting has a
neurological basis—human brains have specialized structures for processing gaze
direction (Emery, 2000). Studies have shown that gaze direction is inferred not just
from the eyes, but by integrating information about head and body pose (Hietanen,
1999; Langton et al., 2000; Hietanen, 2002; Pomianowska et al., 2011).
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People are particularly sensitive to being gazed at by others (Argyle and Cook,
1976). Being gazed at can make a person feel uncomfortable, but it can also lead
to positive social and cognitive effects. Increased gaze contributes to immediacy—
the feeling of physical or psychological closeness between people (Mehrabian,
1966). Immediacy correlates positively with information recall (Otteson and
Otteson, 1980; Sherwood, 1987; Fullwood and Doherty-Sneddon, 2006; Kelley and
Gorham, 1988)—e.g., a lecturer looking at a student can help them remember
more information from the lesson. Mutual gaze is the state where two people
engage in eye contact (Argyle and Cook, 1976). People who make a lot of eye
contact in social interactions are seen as more likeable and credible (Beebe, 1976;
Argyle and Cook, 1976). Sometimes a person might break eye contact in order to
look at an object of information in the environment, before reestablishing mutual
gaze. The viewer’s attentional focus is then reflexively redirected toward the same
object. The two individuals are said to be engaging in joint attention (Moore and
Dunham, 2014), which is a vital process for the grounding of speech references
and early acquisition of language.
Attending behaviors, realized through shifts in gaze and body orientation,
underpin many important regulatory mechanisms in social interactions between
two or more parties (Kendon, 1967; Heylen, 2006). The speaker looks at listeners
to indicate the addressees of their utterance, to request backchannels (e.g., a
nod or verbal confirmation of understanding), and to signal the end of their
conversational turn. Listeners look back at the speaker to indicate they are paying
attention, to signal their understanding, or to request the conversational floor.
Intimacy regulation is achieved using gaze in conjunction with proxemics (Argyle
and Dean, 1965): more intimate conversations are characterized by increased
mutual gaze and lower physical distance between the participants. Finally, gaze
and body orientation also serve as nonverbal cues of participants’ conversational
roles (what Goffman termed “footing” (Goffman, 1979)). In multiparty interactions,
participants’ roles can vary and frequently shift between speakers, addressees, and
bystanders. Participants’ gaze and body orientation cues help establish mutually
clear conversational roles, thus enabling the interaction to proceed smoothly. In
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general, increased gaze and body orientation toward a participant signals a higher
degree of participation in the interaction (Mutlu et al., 2012).
Body reorientation is an important, but often overlooked behavior in human
interactions. Changes in body orientation occur relatively rarely during interaction
compared to shifts in eye gaze, and they indicate larger shifts in attention and
mutual involvement (Kendon, 1990; Schegloff, 1998). Body orientation shifts are
likely to occur at the start of an interaction, or when a new participant joins in.
Conversational participants generally position and orient themselves in a roughly
circular fashion, creating what Kendon has termed the “o-space” (Kendon, 1990).
One characteristic of this arrangement is that people do not need to gaze more
than 30◦ off-center (Kendon, 1990). Schegloff (1998) coined the term “body torque”
to describe the state where the head, torso, pelvis, and feet are out of alignment
with one another. He hypothesized that such a pose suggests engagement with
multiple targets with an implicit importance ranking and signals an impending
change in the activity—e.g., a reconfiguration of the conversational formation to
involve a new participant (Kendon, 1990).
The above findings have several implications for character animation. First,
they attest to the important communicative role of gaze behaviors and thus motivate the need for computational synthesis of natural, controllable gaze shifts.
Second, they demonstrate that coordinated control over gaze direction and body
orientation is needed to articulate the full range of attending behaviors on animated characters. Third, they suggest that camera position matters when designing the character’s gaze. How an animated character directs its gaze and
orients its body relative to the camera could have significant effects on the viewer’s
experience.

Human-Avatar and Human-Agent Interactions
The communicative effects of gaze and body orientation have also been studied
in interactions with virtual humans, avatars, and humanlike robots, providing
ample evidence of the importance of well-designed gaze mechanisms in these
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contexts. Increased gaze from a storytelling robot facilitates better information
recall in listeners (Mutlu et al., 2006), and similar effects have been observed in
interaction with avatars in immersive virtual reality (Bailenson et al., 2005). A
virtual agent can also employ gaze cues to assist people in localizing task-relevant
objects in the environment (Bailly et al., 2010). The effectiveness of gaze and body
orientation cues in supporting conversational processes has been demonstrated on
virtual embodiments: gaze and body orientation of an avatar affects interpersonal
distance (Bailenson et al., 2003), while well-designed gaze cues of a virtual agent
can facilitate more efficient turn-taking (Heylen et al., 2002; Andrist et al., 2013;
Bohus and Horvitz, 2011) and better management of engagement (Bohus and
Horvitz, 2009).
A few works have studied the effects of eye, head, and body coordination on
attention cues of virtual agents and humanlike robots. Andrist et al. (2012) have
shown that a virtual agent looking at information in the environment with more
head alignment facilitates greater recall of that information by the participant.
Furthermore, two works have shown that a humanlike robot can use its gaze
distribution and body orientation shifts to manage the footing (Mutlu et al.,
2012) and conversational formation (Kuzuoka et al., 2010) in interactions with
human participants, thus effectively shaping human conversational behavior with
their own. These findings provide strong motivation for endowing embodied
conversational agents with the ability to shift their gaze and body orientation
in a coordinated manner in order to support new communicative capabilities.
Chapter 4 presents a study examining similar effects in interactions with an agent
in virtual reality.

2.2

Gaze Modeling in Neurophysiology

Research in neurophysiology has studied how humans and other primates carry
out gaze shifts in a tightly connected dynamic process by coordinating eye, head,
and body movements (Zangemeister and Stark, 1982; André-Deshays et al., 1988;
Barnes, 1979; Freedman and Sparks, 2000; Uemura et al., 1980; McCluskey and
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Cullen, 2007). Researchers measured these movements in highly controlled experiments, obtaining numeric data about kinematic properties such as movement
range (Guitton and Volle, 1987) and eye and head velocities (Guitton and Volle,
1987; Freedman and Sparks, 2000; Barnes, 1979; Uemura et al., 1980). The model
for gaze shift synthesis described in Chapter 3 is based on their results.
Kinematics of coordinated eye and head movements are reported by Guitton
and Volle (1987), Freedman and Sparks (2000), Barnes (1979), Uemura et al.
(1980), and others. Eye and head movements in gaze are tightly coupled and
significantly affect each other. There exists a linear relationship between head
velocity and eye movement amplitude in gaze shifts (Barnes, 1979; Uemura et al.,
1980). Furthermore, head movement amplitude decreases as eye movements
start at increasingly contralateral positions (i.e., oriented away from the target in
relation to head direction). Shifts that start at such positions require that the eyes
contribute more to the shift (McCluskey and Cullen, 2007). The degree to which
individuals use their heads in performing a gaze shift is highly idiosyncratic.
Neurophysiological research literature describes some people as “head-movers”,
i.e., individuals who move their head fully to align with the gaze target every time,
and some as “non-head-movers” (Fuller, 1992). From a biomechanical standpoint,
humans should universally be “non-head-movers”, as fully moving the head—
which is almost a hundred times heavier than the eyes—is not an economical
solution (Kim et al., 2007); therefore, the human tendency to move the head more
than necessary during gaze shifts can be attributed to the role of head orientation
in signalling attention.
Shifts in attention direction are accomplished not only through movements of
the eyes and the head but also through movements of the body. Unfortunately,
studies that have attempted to measure the kinematics of these movements are few.
McCluskey and Cullen (2007) measured upper body movements in primate gaze,
finding that body contribution to gaze shifts increased with gaze shift amplitude
and that the upper body trailed eye and head movements with substantial latency.
Based on these results, they concluded that body movements in gaze shifts are
part of a series of coordinated motor events triggered when primates reorient
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their gaze. Hollands et al. (2004) obtained similar findings for coordination of the
eyes, head, and feet during whole-body reorientation.

2.3

Gaze Motion Synthesis

Gaze behaviors for animated characters are synthesized using computational
models of human gaze. I distinguish between low-level and high-level models.
Low-level models synthesize atomic gaze movements (such as gaze shifts) by simulating the kinematics of real human gaze, whereas high-level models synthesize
complex gaze behaviors (composed of many low-level movements) that match
the current situation. Put more simply, high-level models determine when and
where the character should look, while low-level models determine how to look
there. The gaze shift synthesis model presented in Chapter 3 is an example of
a low-level model, whereas the footing gaze models (Section 4.2) and the gaze
inference model (Section 6.2) can be classed as high-level.
In the remainder of the section, I give an overview of gaze synthesis models for
animated characters and embodied conversational agents. I focus on models that
are the most relevant to the current work—a more thorough survey is provided
by Ruhland et al. (2015).

Low-level Gaze Models
Low-level gaze models synthesize atomic movements that comprise the overall
gaze behavior. Visible movements that occur in healthy human gaze are:
1. Saccades – Saccades are rapid eyeball movements toward targets of interest.
Saccades are what people most commonly associate with gaze.
2. Vestibulo-ocular reflex (VOR) – The VOR stabilizes the eyes during head
motion, ensuring they remain fixated on the target and the image remains
stable.
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3. Vergence – In almost all gaze movements, both eyes move in the same
direction. Vergence is the exception—when the eyes focus on an object that
lies along the visual midline, they need to move in the opposite direction.
4. Smooth pursuit – Smooth pursuit executes a series of saccades to visually
track a slow-moving object or read a line text, while ensuring the image
remains stable.
5. Gaze shifts – Gaze shifts are coordinated, rotational movements of the eyes,
head, and body toward targets of interest.
6. Pupillary response – Pupillary response includes dilation or narrowing of
the pupil in response to changes in lighting, attention, or as an effect of
certain drugs.
7. Eye blinks – Eye blinks are rapid eyelid-closing and opening movements.
They typically occur spontaneously and provide lubrication to the eye,
though they also occur reflexively (e.g., to shield the eye from injury) and
voluntarily (as a form of nonverbal communication, e.g., winks).
Low-level gaze models generally focus on simulating saccades and gaze shifts.
Since saccades can be thought of as gaze shifts comprised only of eye movements, models for the latter implicitly support the former. The VOR is fairly
trivial to implement, so almost all gaze models incorporate it. Likewise, most
models implicitly simulate vergence, because they compute each eye’s orientation
separately. Smooth pursuit is a relatively infrequent movement, so it is rarely
simulated—one notable exception is the smooth pursuit implementation by Yeo
et al. (2012). Pupillary response can be simulated with an animated iris texture,
though it is often ignored due to its subtlety. Finally, almost all gaze models also
integrate eye blinks, which are essential for believable animation—e.g., Peters
and Qureshi (2010) integrate a statistical model of gaze-evoked blinks.
Gaze shift and saccade models can be classified into data-driven models (Heck,
2007; Lance and Marsella, 2010; Lee et al., 2002; Deng et al., 2005; Ma and Deng,
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2009; Le et al., 2012), which use motion-captured or annotated data to synthesize novel gaze movements, and procedural models (Peters and Qureshi, 2010;
Thiebaux et al., 2009), which synthesize gaze movements using equations describing their kinematics (often derived from neurophysiology literature). Datadriven models typically produce more natural gaze motions, while procedural
models offer a greater degree of parametric control. Many data-driven models
focus on saccadic gaze; they use statistical (Lee et al., 2002; Ma and Deng, 2009;
Le et al., 2012) or sampling-based (Deng et al., 2005) models of gaze data to
synthesize saccadic sequences given inputs such as head motion and speech.
Among gaze shift models, the Expressive Gaze Model (EGM) (Lance and Marsella,
2010) is an example of a hybrid model, which produces procedurally generated,
neurophysiologically-based eye movements in conjunction with motion-captured
head and torso movements.
Gaze shift models can also be classified into eye-head models, that support
only coordinated eye and head movements, and upper-body models, that also
support torso movements. The latter include: the EGM (Lance and Marsella, 2010),
which animates the torso movements using motion capture data; the Parametric
Gaze Map (PGM) by Heck (2007) synthesizes gaze shifts by interpolating motion
captured poses; the model by Grillon and Thalmann (2009), which uses an IK
solver to turn the upper body toward the gaze target. To my knowledge, there are
no prior gaze models that explicitly support whole-body movements, although
both (Heck, 2007) and (Grillon and Thalmann, 2009) can add upper-body turns to
existing body motions.
Parametric control is an important characteristic of gaze models that enables
specification of gaze movement properties. For gaze shift models, a minimal
parametrization allows the specification of where to look, either as the gaze target
location (3D point) or direction (3D vector or a pair of angles). In addition, some
models (Peters and Qureshi, 2010; Lance and Marsella, 2010; Thiebaux et al., 2009)
allow parametric control over head movements via a parameter typically dubbed
“head alignment” or “head propensity”, which specifies how much the head
contributes to the gaze shift. One study has shown that more head movement in
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Model

Synthesis Method

Movements

Parametric Control

Eyes Alive (Lee
et al., 2002)

data-driven

saccades

automatic

Deng et al. (2005)

data-driven

saccades

automatic

Ma and Deng
(2009)

data-driven

saccades

automatic

Le et al. (2012)

data-driven

eye-head

automatic

Eyecatch (Yeo
et al., 2012)

neurophys.-based
procedural

smooth pursuit

gaze target

PGM (Heck,
2007)

data-driven

eye-head, upperbody

gaze target

SBGC (Thiebaux
et al., 2009)

procedural

eye-head, upperbody

gaze target, head,
torso

Grillon and Thal- procedural
mann (2009)

eye-head, upperbody

automatic

EGM (Lance and
Marsella, 2010)

neurophys.-based
procedural, datadriven

eye-head, upperbody

gaze target, head

Peters and
Qureshi (2010)

neurophys.-based
procedural

eye-head

gaze target, head

Our model

neurophys.-based
procedural

eye-head, upperbody, whole-body

gaze target, head,
torso, whole-body

Table 2.1: Comparison of low-level gaze models.

a gaze shift yields a stronger attention cue (Andrist et al., 2012). Only one prior
model allows equivalent parametric control over torso alignment—the SmartBody
Gaze Controller (SBGC) (Thiebaux et al., 2009).
Table 2.1 compares the gaze shift model presented in the current work with previous low-level models. The current model is procedural and neurophysiologicallybased. To my knowledge, it is the first model to support coordinated eye, head,
torso, and whole-body movements. It exposes parameters for controlling head,
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torso, and whole-body alignment in gaze shifts and it is the first model that can
synthesize plausible movements across the entire parametric range. As such, it is
currently the most complete computational implementation of movements that
comprise human attending behaviors.

High-level Gaze Models
High-level gaze models determine where and when the character should look
given the current situation in the scenario. They generate complex gaze behaviors
comprised of atomic gaze movements, which may be synthesized by low-level
gaze models. More formally, high-level gaze models work by mapping high-level
state inputs to timings and spatial targets of gaze movements using some internal
logic, which usually takes the form of heuristic rules (e.g., always look at an
object before picking it up) or statistical models derived from real-world data
(e.g., if you are the speaker, look at the addressee’s face intermittently, totalling
26% of the time). Elements of high-level state might include the character’s goals
and intentions (e.g., whether the character is about to pick up an object), their
emotional state, the state of the virtual environment (e.g., what are the most
visually salient objects), and interaction state (e.g., whether the character is the
speaker or listener in a conversation.) High-levels models are necessarily contextspecific: there are models for conversational gaze (Pelachaud and Bilvi, 2003;
Masuko and Hoshino, 2007; Gratch et al., 2007; Andrist et al., 2013; Lee et al.,
2007), autonomous speaker gaze (Bee et al., 2010; Zoric et al., 2011; Marsella et al.,
2013), emotionally expressive gaze (Queiroz et al., 2007; Lance and Marsella, 2010;
Li and Mao, 2012), gaze for locomotion and physical tasks (Khullar and Badler,
2001; Mitake et al., 2007; Huang and Kallmann, 2016), idle gaze (Khullar and
Badler, 2001; Peters and O’Sullivan, 2003; Mitake et al., 2007; Peters and Itti, 2008;
Cafaro et al., 2009; Grillon and Thalmann, 2009; Kokkinara et al., 2011), etc. The
multitude of high-level gaze models are extensively surveyed by Ruhland et al.
(2015); here I focus on a subset of gaze models related to the current research.
The gaze authoring approach introduced in the current work (Chapter 6) relies
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on an automated gaze inference model to generate a best-guess representation
of the character’s attending behavior. The gaze inference model falls into the
category of high-level gaze models. To infer the gaze behavior, the model analyzes
the kinematic properties of the body motion, the geometry of the virtual scene,
and author-supplied semantic annotations. As such, the model bears similarity
to prior gaze models that try to automate the gaze behavior based on scene and
task information. It is also related to behavior synthesis systems for embodied
conversational agents, which use editable representations of the agent’s behavior in
the form of scripts and XML markup. Examples include BodyChat (Vilhjálmsson
and Cassell, 1998), BEAT (Cassell and Vilhjálmsson, 1999), Spark (Vilhjálmsson,
2004), and systems based on the Behavior Markup Language (BML) (Vilhjálmsson
et al., 2007). However, these systems are designed for specifying the behaviors
of interactive agents rather than animation authoring, so they typically lack the
controls and graphical tools needed for intuitive and expressive motion editing.
Research on gaze control in cognitive science, surveyed in (Henderson, 2003),
has shown that people’s gaze is influenced by two mechanisms of attention: the
spontaneous bottom-up attention, which directs their gaze toward visually salient
environment features, and the intentional top-down attention, which directs it
toward task-relevant objects and other people in the interaction. Many prior gaze
models have focused on automating bottom-up attention, typically to synthesize
believable idle gaze of virtual agents and avatars. This is often accomplished by
computing a saliency map of the virtual scene from features such as color, contrast,
orientation, and motion (Peters and O’Sullivan, 2003; Peters and Itti, 2008) and
using it to predict where the character should look. The gaze inference model
introduced in Chapter 6 performs gaze target inference using a similar representation. Also related are approaches by Cafaro et al. (2009), Grillon and Thalmann
(2009), and Kokkinara et al. (2011), which determine the gaze target from spatial
and kinematic properties of scene entities, such as their proximity, velocity, and
orientation. In contrast, models of top-down attention generate gaze based on
the character’s goals, intentions, and knowledge. Examples include the Rickel
Gaze Model (Lee et al., 2007), models of gaze for virtual demonstrators (Huang
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and Kallmann, 2016), and the gaze model for object manipulation tasks by Bai
et al. (2012). Hybrid approaches (Khullar and Badler, 2001; Mitake et al., 2007)
integrate bottom-up gaze with top-down, behavior- and task-driven patterns.
Our gaze inference approach differs from the above in that its main objective
is to support editing gaze in motion capture data. As such, it seeks to discover an
editable specification of the gaze behavior already encoded in the body motion,
rather than generate a novel gaze behavior that potentially overwrites the body
motion’s gaze component. The approach is more closely related to top-down
models, since it assumes the body motion encodes the actor’s intent (expressed in
gaze), and it tries to infer that intent by analyzing available data: head and body
kinematics, hand contacts, and author-supplied annotations. The approach is also
related to methods that automatically add missing movements to motion capture
data. Several works (Jörg et al., 2012) and (Ye and Liu, 2012) solve the analogous
problem of adding hand animation to captured body motions; however, I am
unaware of prior work that considers the problem of inferring eye animation.

2.4

Animating Stylized Characters

Stylized characters with simplified, exaggerated, or non-human features are a
standard element of animated storytelling and they are also commonplace in the
roles of embodied conversational agents. The causes for their popularity lie in
their aesthetic appeal, familiarity, communicative expressiveness, and robustness
to uncanny valley effects (Mori et al., 2012). However, while most of the character
animation research in computer graphics has focused on simulating and reproducing realistic human movements, the challenges of animating stylized characters
have received less attention—especially with respect to gaze animation.

Principles of Stylized Motion
Stylized characters have been a standard feature of traditional animation since
its inception. Decades of evolution in the animation craft have given rise to a
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number of animation principles that trained animators apply in order to create
appealing, engaging, and believable animation, perhaps best exemplified in the
famous thirteen principles utilized at Disney Animation Studios (Thomas and
Johnston, 1981). Much of the relevant research on motion synthesis has focused
on computational modeling of these principles in order to exaggerate and stylize
character motion. Perhaps the earliest treatment of traditional animation principles in computer graphics is the seminal paper by Lasseter (1987). Since then,
there have been a number of efforts to devise general methods for “cartoonifying”
motion, such as automatically introducing squash-and-stretch deformations (Chenney et al., 2002; Wang et al., 2006; Kwon and Lee, 2012), joint breaking (Noble
and Tang, 2007), rubber-hose animation (Kwon and Lee, 2008), anticipation and
follow-through (Choi et al., 2004; Wang et al., 2006; Kim et al., 2006), and slow-in,
slow-out (Kwon and Lee, 2011). What these methods have in common is that they
alter the kinematics—or even dynamics—of the character’s movement in order to
produce some aesthetic, perceptual, or communicative effect.

Adapting Motion to Stylized Characters
Stylized characters tend to depart from human anatomic proportions and morphology and applying realistic human motion to such characters can result in
unappealing and distracting animation artifacts, such as footskating, limb penetrations, etc. Adding to the challenge is the fact that stylized characters often have
simplified designs and lack many human facial or body features, so important
details of the original motion can be lost when applied to such characters. This
problem is particularly relevant to gaze animation, as stylized characters often
have simplified or no eyes. Traditional animation has dealt with such challenges
by expressing the character’s attention and personality through other cues—e.g.,
Winnie Pooh’s eyes are simple black dots, so exaggerated head movements and
body attitudes were used in place of eye gaze (Thomas and Johnston, 1981).
In computer graphics, researchers have proposed motion adaptation/retargeting
methods to enable the transfer of human motion data to characters with varied
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designs. The problem of body motion retargeting (Gleicher, 1998) can be stated
as follows: compute the adapted motion such that all the physical constraints
are met, the motion is as similar as possible to the original, and there are no
frame-to-frame discontinuities. Researchers have tried to solve this problem using
spacetime optimization or per-frame inverse kinematics with filtering—an early
review is given by Gleicher (2001b)—while others have introduced online retargeting methods that implicitly ensure pose continuity in their IK formulation (Shin
et al., 2001). Much of the difficulty in motion retargeting comes from the character pose representation, which is typically based on joint orientations. Such a
representation requires numerical optimization to compute the pose and makes
it more difficult to support highly varied character morphologies. Retargeting
approaches have been proposed which rely on alternative pose parametrizations
and allow for simpler, often analytical formulations, as well as more diverse
character designs—e.g., Multon et al. (2008); Hecker et al. (2008); Ho et al. (2010).
The current work aims to devise gaze animation methods that are applicable to
a wide range of characters, including highly stylized ones. To achieve this aim, we
drew upon the ideas from prior work in traditional animation, motion stylization,
and motion retargeting. The gaze shift model, presented in Chapter 3, can support
varied character morphologies because it decouples gaze shift kinematics from
pose computation. It is also coupled with an IK solver to preserve end-effector
constraints that could get violated during body orientation shifts. However,
this approach is insufficient to animate the gaze of stylized characters, because
such characters exhibit animation artifacts even with biologically valid gaze
shift kinematics. The stylized gaze methods introduced in Chapter 5 attempt
to synthesize artifact-free gaze motion by performing motion adaptation with
grounding in traditional animation principles applied to eye and head animation—
e.g., the large, exaggerated eyes of a stylized character should move more slowly
to impart a sense of weight (Williams, 2009).
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2.5

Summary

This chapter has surveyed relevant work on gaze in social sciences, neurophysiology, human-computer interaction, and computer animation. The chapters that
follow will introduce the four research threads that comprise the current research:
(1) a parametric model for synthesis of humanlike gaze shifts; (2) gaze and spatial
orientation behaviors for signalling conversational footing; (3) methods for adaptation of gaze movements to stylized characters; (4) an approach for authoring
gaze animation in non-interactive scenarios.
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3
3.1

gaze shift synthesis
Introduction

A directed gaze shift is an intentional redirection of gaze toward a target (object or
information) in the environment, realized as a coordinated, rotational movement
of the eyes, head, and potentially also torso and feet. Human attending behavior
can be described as a sequence of such gaze shifts. Subtle variations in timing
and spatial relationships of the different body parts (eyes, head, torso, feet) have
significant effects on how the gaze behavior is perceived and what it communicates
to observers. For example, glancing at a person out of the corner of the eye
is not the same as looking at them head-on: the latter behavior suggests a
much greater degree of interest and involvement with the object. To perform
effectively as game characters, film characters, and embodied conversational
agents, 3D animated characters require similarly rich gaze behaviors. Models for
computational synthesis of such behaviors must achieve three key properties: first,
they must produce gaze movements that look biologically plausible; second, they
must accurately communicate the character’s attention direction; and third, they
must afford a sufficient degree of control over the communicative effects of gaze,
realized through variations in its spatial and timing properties.
In this chapter, I present a novel model for synthesis of directed gaze shifts for
animated characters, which achieves the properties of plausibility, communicative
effectiveness, and parametric control. It is a procedural animation model that uses
a set of kinematic laws to generate biologically plausible gaze shift movements
without the use of motion capture data. The kinematic laws are informed by
neurophysiological measurements of human gaze. The model also affords rich
parametric control over coordinated movements of the eyes, head, torso, and feet,
enabling an animated character to perform a wide range of attending behaviors:
from glancing at a target out of the corner of the eyes, to turning their entire
body to face the target. The model exposes a set of alignment parameters, which
can be used to define how much the agent’s head, torso, and feet will participate
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(1) Initial gaze

(2) Minimal head
alignment

(3) Full head
alignment

(4) Full torso
alignment

(5) Full body
alignment

Figure 3.1: Examples of gaze shifts synthesized using our model. All gaze shifts
are toward the same target (the red sphere). (1) Initially the agent maintains eye
contact with the observer. (2) Gaze shift to the target with a low value of the head
alignment parameter. (3) Gaze shift in the same direction, but with a high head
alignment value. (4) Gaze shift in the same direction with a high torso alignment
value. (5) Gaze shift in the same direction with a high whole-body alignment
value.
in a gaze shift. Figure 3.1 illustrates the usage of these parameters to produce
significantly different gaze shifts. Since the model is of the low-level variety, it
can be utilized for synthesis of individual gaze shifts, or it can be integrated with
an automatic, high-level model for production of complex gaze behaviors.
In the remainder of this chapter, I present the technical details of the gaze shift
model (Section 3.2), followed by two evaluations of the model’s naturalness and
communicative effectiveness (Sections 3.3 and 3.4)1 .

3.2

Gaze Shift Model

The gaze shift model accepts as input the properties of the gaze shift to synthesize,
including gaze target position (where the character will look) and head, torso, and
whole-body alignments alignments, which specify how far each of these body
parts will rotate relative to the target. Given these inputs, the model synthesizes
a gaze shift which turns the character’s eyes, head—and potentially also torso
1 Portions

of this chapter were published in Pejsa et al. (2015). The gaze shift model was built
and evaluated in collaboration with Sean Andrist.
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and feet—toward the target. The animation of the gaze shift is generated using a
set of kinematic laws, derived from measurements of primate gaze reported in
neurophysiology research (Baloh et al., 1975; Guitton and Volle, 1987; Freedman
and Sparks, 2000; Hollands et al., 2004; McCluskey and Cullen, 2007). The model
will work on any character that is rigged for skeletal animation and has the
appropriate set of joints in the eyes, neck, spine, pelvis, legs, and feet. Gaze shift
articulation is achieved by incremental rotation of these joints toward the target;
rotational increments are computed on every animation frame using the kinematic
laws, based on the current target position relative to the character. The approach
enables the model to synthesize accurate gaze shifts even toward targets that
are moving relative to the character. Given a rigged character with humanlike
anatomic proportions, the gaze model can be used as is—although kinematic laws
utilized in the model expose a number of designer-tunable constants, these do
not need to be adjusted to synthesize biologically plausible gaze shifts.
In order to simplify parametric control and make the model generalize better
to different characters, the joints are distributed into several groups that are
controlled jointly. Neck joints (cervical vertebrae) are grouped together under
the body part head. As the head rotates over the course of a gaze shift, this
rotation is distributed among the joints that constitute the head. This is based
on how real humans move—head movement in humans is achieved through
simultaneous rotation of all the neck joints. Similarly, torso rotation is achieved
through simultaneous rotation of the lower spine joints (lumbar vertebrae), which
we group under the body part torso.
In the remainder of the section, I describe the technical components of the
gaze shift model. First, I describe the parametrization of the character’s pose
utilized by the model (Section 3.2). Second, I explain the kinematics of all the
body parts that partake in a gaze shift: the eyes, head, torso, and feet (Sections 3.2,
3.2, 3.2, and 3.2). Third, I present the algorithm that computes the character’s
frame-to-frame pose using the gaze shift kinematics (Section 3.2). Finally, I briefly
describe the secondary motion that accompanies gaze shifts, such as eye blinks
(Section 3.2).

34

Pose Parametrization
The character’s pose is parametrized by orientations of its joints, expressed as
quaternions. For the joint j of the body part k, I denote its orientation qk,j .
To simplify the implementation of the model, we introduced another layer of
parametrization on top of the joint orientations. The pose of each body part
k is parametrized by its facing direction vk , which is a world-space direction
vector. On each frame of animation, the gaze shift model first uses the kinematics
equations to compute the facing direction of each body part. Then in a second
step, it solves for the orientations qk,j of all the joints that comprise the body part,
thus obtaining the final pose. Each qk,j is computed such that the body part is
brought into alignment with the facing direction vk , while ensuring that the pose
looks natural and physically correct.
This parametrization decouples gaze shift kinematics from pose computation,
which affords several advantages. First, the mathematical formulation of the
kinematics is simpler, since it must compute only one direction vector per body
part (vk ), instead of multiple quaternions (qk,j ). Second, the kinematics equations
can be easily modified or replaced without needing to modify pose computation.
Solving for the Head Pose
I will now explain how to compute the pose of the head by solving for the head
joint orientations, qHead,j from an input facing direction vHead . Torso pose is
computed analogously, with a few differences I will clarify later. Eye orientations
are computed trivially—since each eye consists of only one joint, its orientation
is computed such that the eye’s forward direction vector aligns with the input
direction vk .
Let NHead be the number of joints that comprise the head. Joint indices j
range from 0 to NHead − 1. Lower index numbers correspond to joints that are
higher in the chain; e.g., the top neck joint has the index 0. Joint orientations are
0
computed in the order of decreasing indices—from NHead − 1 to 0. Let qHead,j
be the quaternion that would bring the jth joint’s forward direction vector into
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0
alignment with vHead . We need to partially rotate the joint j toward qHead,j
, such
that the contributions of all the joints end up aligning the top joint (j = 0) with
vHead . We compute each joint’s orientation as follows:
0
qHead,j = slerp(q I , qHead,j
, cj )

(3.1)

where q I is the identity quaternion and slerp is the spherical linear interpolation
between two quaternions. c j is the contribution of the joint j to the overall rotation
toward vHead . It is computed as follows:
cj =
c∗j =

c∗j − c∗j+1
1 − c∗j+1

( NHead − j)( NHead − j + 1)
( NHead ( NHead + 1)

(3.2)
(3.3)

For the first joint, j = NHead − 1, c∗j+1 is initialized to 0.
This approach ensures that joints higher up in the chain contribute more to
the overall rotation. If there are three neck joints (NHead = 3), then their absolute
contributions to the overall rotation are 12 , 13 , and 16 , respectively.
Solving for the Torso Pose
Torso pose is computed analogously to the head pose, with three main differences.
First, before computing the orientations, the input facing direction vTorso must be
projected onto the horizontal plane. That way, the gaze shift model rotates the
torso only in the horizontal plane, while maintaining its vertical posture.
Second, it can be observed that when standing humans rotate their upper body
toward an off-center target, their pelvis significantly contributes to this movement,
more than the spine above it. In our case, the pelvis is the first joint of the torso,
j = NTorso − 1. We have empirically found that to obtain plausible-looking gaze
shifts, the pelvis must rotate roughly halfway to the target—much more than what
would be obtained by Equation 3.2. Therefore, we set the contribution c NTorso −1
to 0.5. Note that this is done only for standing characters. The gaze shift model
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provides a flag parameter that specifies whether the character is currently seated
or standing. In the former case, torso joint contributions are computed identically
to those of the head joints.
Third, since the above computation changes the orientation of the pelvis—
which is usually also the root joint of the character—we must preserve the footplant constraints, otherwise the gaze shift would make the character’s feet slide
along the floor unnaturally. Any inverse kinematics (IK) solver can be used for this
purpose—we employ an analytical, per-limb IK formulation adapted from (Shin
et al., 2001).

Eye Movements
In this section, I describe how the gaze shift model simulates eye movements.
These eye movements occur as part of gaze shifts, in coordination with head
movements—this coordination is described in the next section. However, the
eye movements can also occur alone and without any accompanying head movements, in which case they are the equivalent of saccades. The model realizes eye
movements as shortest-path rotations of the eyes in their sockets toward the gaze
target. World-space target position, p T , is a per-gaze shift parameter specified
by the animator or a high-level behavior model. Figure 3.2 illustrates the phases
of an eye movement. At the start (A), the eyes begin to rotate toward the gaze
target simultaneously. One of the eyes reaches the target first and locks onto it (B),
while the other eye continues to rotate toward the target until it has aligned with
it as well (C). The opposing eye movements that occur between (B) and (C) are
referred to as vergence. We use the same kinematic model to produce both saccadic
and vergence motions, although neurophysiology research has shown these are
neurally distinct motions that activate different, albeit substantially overlapping
areas of the brain (Alkan et al., 2011).
At the end of the gaze shift, both eyes lock onto the gaze target. If the
relative position of the target and the eyes changes due to head motion, the eyes
automatically move in the opposite direction to compensate and maintain their
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(A)

(B)

(C)

T

T

T

Figure 3.2: Phases of an eye saccade. Dashed arrows indicate eye gaze directions,
while the curved arrow indicates the direction of the rotational movement. Saccade
proceeds as follows: (A) Eyes begin to rotate toward the target. (B) First eye has
reached the target. (C) Both eyes have reached the target.
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Figure 3.3: Velocity profiles for the motion of different body parts. Left: Eye
velocity. Right: Head and torso velocities. Mathematical expressions for the
profiles are given in equations 3.12 and 3.13.

lock on the target. This eye movement is known as the vestibulo-ocular reflex (VOR)
and its function is to stabilize the image on the eye’s retina during movement.
The eye movements follow the piecewise polynomial velocity profile shown
in Figure 3.3, left. The peak eye velocity vmax,E increases monotonously with the
gaze shift amplitude and levels off as the amplitude exceeds 60◦ . The formula is
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pT , αH , ...

Eyes
Head

(A) Start

(B) OMR

Eyes moving

(C) Eyes align

Eyes blocked by OMR
Head moving

Eyes VOR

(D) End
time

Figure 3.4: Movement phases of the eyes and head in a gaze shift.

derived from Baloh et al. (1975):
420v0,E
− Amin
(1 − exp(
)
200
14
= min( min ( A j ), OMR)

vmax,E = (
Amin

(3.4)

j∈Eyes

v0,E is an overridable eye-velocity parameter, which we leave at the default value
of 170◦ /s, while Amin is the estimated amplitude of the eye movement. The
eyes are mechanically restricted in how far they can rotate in their sockets. The
maximum range of eye motion is referred to as the ocular motor range (OMR), and
it is between 45◦ and 55◦ in any direction. When the gaze target lies beyond the
eyes’ motor range, we set the eye movement amplitude Amin to the OMR value;
otherwise, we set it to the lower of the angular distances A j between initial eye
gaze direction and target direction.
As we can see from the Equation 3.4, eye movements in gaze shifts are very
fast, with peak velocities typically exceeding 300◦ /s.

Eye-Head Movements
In the general case, gaze shifts consist of coordinated eye and head movements.
When gazing at a target that lies beyond the OMR, some head movement must
occur to enable the eyes to align with the target. However, as discussed in Section 2.1, gaze shifts often involve much greater head movements than mechanically
necessary. The amount of head movement has significant implications on how the
gaze shift is perceived (Andrist et al., 2012) and allowing control over eye-head
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coordination is a central feature of our gaze shift model.
Coordinated eye-head movements are specified and executed as follows. At
the start of a gaze shift, we specify the values of two control parameters: gaze
target position, p T , and head alignment, α H . Head alignment specifies how much
the head will participate in the gaze shift. At α H = 0 the head will rotate only the
minimal amount needed to align the eyes with the target (so the character will
look at the target out of the corner of the eye, Figure 3.1, 2). At α H = 1 the head
will fully align with the target and the character will look at the target head-on,
Figure 3.1, 3.
The gaze shift consists of several phases (Figure 3.4). At the start (A), both
the eyes and head begin rotating toward the target. Since the eyes move much
faster than the head, they quickly reach either the target or the limit of their OMR,
set to be between 45◦ and 55◦ in any direction (B). There they remain blocked
until the head catches up. Eventually the head rotates far enough to bring the
eyes into alignment with the target (C). Vestibulo-ocular reflex (VOR) locks the
eyes onto the target as the head continues to align. Depending on the specified
head alignment, the head either stops moving immediately (α H = 0) or continues
rotating until it has reached the required alignment with the target (D).
The head motion follows a piecewise polynomial velocity profile similar to the
one for the eyes (Figure 3.3, right). Peak head velocity vmax,H is computed at the
start of the gaze shift; it is proportional to the expected amplitude of the head
movement (Guitton and Volle, 1987):
vmax,H = (

4 AH 2
+ )v0,H
3 50
5

(3.5)

A H is the rotational amplitude of the head movement in degrees. Velocity parameter v0,H is configurable, with the default value of 70◦ /s.
Computing OMR
As mentioned, human eyes are mechanically constrained in their movements by
the OMR, which is between 45◦ and 55◦ . Encoding these OMR values as static
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parameters into virtual humans is not sufficient, however, as the effective OMR
depends on the initial position of the eyes at the start of the gaze shift and may
fluctuate over the course of the gaze shift. These fluctuations are a product of a
neural (as opposed to mechanical) limitation imposed on eye motion (Guitton
and Volle, 1987). We define the initial eye position (IEP) as the rotational offset of
the eyes from the central orientation (where the eyes are looking straight ahead).
We define IEP to be non-zero only when the eyes are contralateral to the target,
i.e., their initial orientation is on the opposite side of the center from the target.
The relationship between the IEP and the neurally limited OMR is obtained from
Guitton and Volle (1987):
OMR = OMR0 (

1
IEP + 0.75)
360

(3.6)

where OMR0 is the mechanical OMR value (45◦ in most of our examples).
Head Latency
In human gaze shifts, the head typically begins to move with some delay relative to
the eyes. This delay, which we refer to as the head latency, typically ranges between
0 and 100 ms and depends on task properties and individual characteristics—
factors including gaze shift amplitude, predictability and saliency of the target,
vigilance of the subject, and whether the gaze shift is forced or natural (Pelz et al.,
2001; Zangemeister and Stark, 1982). Less often, head latency can be negative;
that is, the head starts moving before the eyes. Studies found that the eyes tend
to lead the head when people look at visual targets, whereas the head tends to
lead when orienting toward auditory targets (Goldring et al., 1996; Goossens and
Opstal, 1997).
The gaze shift model exposes the head latency as an additional eye-head
coordination parameter τH . By setting a value τH > 0, the designer can designate
the head to start moving after the eyes, while for τH < 0 the head will start moving
before the eyes during to start the gaze shift. In the experiments presented in the
current work, this parameter is held constant at 50 ms.
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Upper-Body Movements
Gaze shifts can also involve upper-body movements in addition to eye and head
movements. In such gaze shifts, the eyes and head turn toward the target, while
the upper body twists around the vertical axis, with torso, pelvis, and feet pointing
in divergent directions—a state known as body torque (Schegloff, 1998). Such
shifts in upper-body pose signal a temporary split of the person’s attention among
multiple foci.
The implementation of upper-body movements in the gaze shift model was
largely guided by existing neurophysiological measurements of gaze in (McCluskey and Cullen, 2007), as well as our own experimentation. We introduce
a new body part—the torso, which has its own alignment parameter α T . Torso
alignment specifies the participation of the torso in the gaze shift. At α T = 0 the
torso will rotate only the minimal amount (Figure 3.1, 3), while α T = 1 will make
the torso fully align with the target (Figure 3.1, 4).
It has been shown that the amount of torso movement increases linearly with
gaze shift amplitude (McCluskey and Cullen, 2007). Smaller gaze shifts do not
engage the torso at all. The minimal amount of torso rotation as a function of
amplitude in degrees is computed as follows:

A T,min




0.43 exp(0.03A) + 0.19 iff A ≥ 40◦


= 0.08A − 1.56
iff 20◦ ≤ A < 40◦



0
iff A < 20◦

(3.7)

where A is the overall gaze shift amplitude, estimated as the angle between the
current and target eye gaze direction. Note that for gaze shifts where A ≥ 20◦ ,
the torso will rotate by A T,min even if α T = 0. For higher values of α T , the torso
will rotate toward the target even more.
The sequence of phases in a gaze shift involving the upper body is shown in
Figure 3.5. At the start of the gaze shift (A), the torso is stationary for a period
of τT ms, which we call the torso latency. After the elapsing of that period, the

42
(B) Torso start
pT , αH , αT ,... (A) Start
(C) OMR

Eyes
Head
Torso

Eyes moving
Torso waiting

(D) Eyes align

Eyes blocked by OMR
Head moving
Torso moving

Eyes VOR

(E) End
Eye-Head Motion
Upper Body Motion

time

τT

Figure 3.5: Movement phases of the eyes, head, and torso in a gaze shift. Dashed
area indicates that the torso may stop moving before or after the head.

torso begins to move. It stops moving when it reaches the correct orientation
relative to the target, as specified by α T . The torso moves more slowly than the
eyes and head, so it may continue to move even as the eyes and head reach and
lock onto the target (D, E). However, for gaze shifts with low latency and little
torso movement, the torso may reach its final orientation while the head is still
moving.
Since prior studies of upper-body motion do not provide an exact profile of
torso velocity, we apply the peaked profile used for head velocity to torso motion
as well (Figure 3.3, right). The peak torso velocity vmax,T should be lower than the
peak head velocity, but still proportional to the gaze shift amplitude (McCluskey
and Cullen, 2007). Guided by these principles and experimentation, we derived
the following expression for the peak torso velocity:
vmax,T = (

4 AT
+ 2)v0,T
3 15

(3.8)

where A T is the rotational amplitude of the torso, while v0,T is a configurable
velocity parameter, which we leave at the default value of 10◦ /s.
Torso Latency
McCluskey and Cullen (2007) found that the torso does not begin to move at the
same time as the eyes and head, but with some latency τT that depends on factors
such as gaze shift amplitude and target predictability. In our experiments, we
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found that torso latency value had a great impact on the naturalness of upperbody motion, so it could not be simply set to a fixed value. Instead, based on the
results from the McCluskey study, we compute the torso latency (in milliseconds)
as follows:
τT = 0.25A + 47.5

(3.9)

where A is the gaze shift amplitude. It follows from the above equation that in
large gaze shifts, the torso trails behind the head and eyes more.

Whole-Body Movements
Large changes in a person’s attention and involvement are marked by shifts in
orientation of their whole body—e.g., turning toward another person to engage
them in conversation (Kendon, 1990). These shifts in body orientation occur in
tight coordination with gaze shifts, as shown experimentally by Hollands et al.
(2004). For that reason, we have incorporated whole-body reorientation as a
feature of our gaze shift model.
Whole-body reorientation follows a similar temporal structure as upper-body
gaze shifts (Figure 3.5). The key difference is that the movement of the torso is
followed by a repositioning and reorienting of the feet in the same direction. This
repositioning begins with a latency τB , which we set to τB = τT + 250 based on
the findings by Hollands et al. (2004).
To control the amount of lower body movement relative to the torso, we
introduce a whole-body alignment parameter, α B . At α B = 0 (Figure 3.1, 4), the
lower body does not move at all: only the torso rotates and the character finds
itself in a state of body torque at the end of the gaze shift. At α B = 1, the feet
reposition and reorient such that they point in the same direction as the torso. At
the end of the gaze shift, the character is in a “stable” pose rather than a state of
body torque (Figure 3.1, 5). It must be noted that even when α B = 1, the torso and
lower body may not end up aligned with the eyes and head. That is because α B is
defined relative to the torso direction, while the alignment of the torso with the
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eyes is determined by α T ; e.g., α T = 0 and α B = 1 will align the lower body with
the torso, but the torso itself will not align with the eyes.

Animating the Gaze Shift
The parameters described in the preceding sections fully specify the kinematics
of a gaze shift. But how can we actually synthesize a gaze shift motion with
these kinematics? Motion synthesis is accomplished through feed-forward control,
which drives the body parts—the eyes, head, and torso—toward the target at
angular velocities computed from their velocity profiles. The pose of each body
part k is parametrized by its facing direction, vk . We denote the facing direction
at the start of the gaze shift vS,k . We also define the target facing direction v T,k ,
which is the final facing direction of the body part at the end of the gaze shift. As
the gaze shift progresses, the body part rotates from the source direction to the
target direction; its current direction gets updated on every animation frame.
If the gaze shift involves lower-body movement (α B > 0), then the character
must also reposition and reorient its feet. Feet movements are not in the domain
of the gaze shift model—instead, the character must have a locomotion controller,
which can perform an in-place turn by the angle specified by the gaze shift
model. As the gaze shift begins and the latency τB elapses, the gaze shift model
activates the locomotion controller, which actuates the lower-body movements
needed to shift the character’s orientation. In our examples, we use a custom-built,
procedural controller to perform the turn-in-place movements.
Computing Target Directions
Before the gaze shift begins, we compute the target direction for each body part,
v T,k . For the eyes, the computation proceeds as follows (Figure 3.6, left). We
compute the fully aligned eye direction vfull,E —the orientation at which the eye is
staring directly at the target. If the target lies within the eye’s OMR, i.e., if it is
reachable by the eyes, then v T,E = vfull,E . If not, then v T,E is obtained by clamping
vfull,E to the OMR (computed using Equation 3.6).
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Figure 3.6: Computing the target direction v T,k for a body part k. Left: Procedure
for the eyes. vfull,k is the direction that would fully align the eye with the gaze
target. However, since the target lies beyond the eye’s OMR, vfull,k is clamped
to the OMR, giving us the target direction v T,k . Right: Procedure for the torso.
vmin,k is the minimal target direction the torso must achieve, while vfull,k is the
direction that would fully align the torso with the gaze target; it is parallel with
the vector e pointing from the eye centroid to the target. Target direction v T,k
is computed by interpolating between the minimal and fully aligned directions
using the alignment parameter α T .
The method of computing target directions for the torso is illustrated in
Figure 3.6, right. We first compute the fully aligned torso direction vfull,T , which
is the direction the torso would have if it were completely facing the target. We
choose vfull,T such that it is parallel to the vector e pointing from the eye centroid
to the target. We also know the torso must rotate by a minimal amount A T,min
(see Equation 3.7), which we use to compute the minimal torso direction vmin,T .
The final target direction, vT,T , lies between the minimal direction vmin,T and fully
aligned direction vfull,T and is determined by the torso alignment parameter α T .
To compute it, we interpolate between vmin,T and vfull,T using α T :
vT,T = slerp(vmin,T , vfull,T , α T )

(3.10)
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slerp denotes interpolation between two direction vectors. It can be computed by
rotating vmin,T toward vfull,T by α T φT , where φT is the angle between the direction
vectors. Likewise, we compute vmin,T as an interpolation between vS,T and vfull,T ,
using the parameter αmin,T computed from the minimal torso amplitude, A T,min :
vmin,T = slerp(vS,T , vfull,T , αmin,T )
αmin,T =

(3.11)
A T,min
)
∠(vS,T , vfull,T )

where the symbol ∠ denotes the angle between two vectors.
Note that when interpolating between direction vectors, we must be careful to
always consider the arc between them that passes in front of the character, which
is not necessarily the shorter arc. For very large gaze shifts with amplitudes
exceeding 180◦ , the body part must rotate along the longer arc, otherwise the
character will twist back around in a biologically impossible way.
The method for the head is nearly identical to that for the torso (Figure 3.6,
right), with two differences. First, we use the head alignment parameter, α H ,
instead of torso alignment, α T . Second, vmin,H is the minimal head direction
needed to bring the eyes into alignment with the gaze target; that is, it is computed
from the highest rotational difference between each eye’s vfull,E and the OMRclamped v T,E .
The Animation Loop
As the gaze shift executes, body part directions are updated at the constant frame
rate of 60 fps. On every frame, the update algorithm iterates through the body
parts in the following order: torso, head, and the eyes. For the torso and head, the
algorithm first checks if its latency time (τT or τH , respectively) has elapsed—if it
has, the body part is moved toward the target, otherwise it maintains its previous
f
facing direction. Next, for each body part k we update its target direction, v T,k , to
account for possible movements of the target relative to the torso (e.g., due to the
target moving or the character walking.) f is the index of the current frame. Next,
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f

we compute the body part’s current rotational velocity vk using the appropriate
velocity profile (Figure 3.3). Finally, we incrementally rotate the body part toward
f
its target direction v T,k . The gaze shift ends when both eyes have aligned with the
target, the head and torso have reached their target directions, and the locomotion
controller has finished repositioning the feet.
f
The velocity profiles used to compute vk for each body part are shown in
Figure 3.3. We derived these piecewise polynomial profiles as approximations of
the eye and head velocity profiles reported in literature (Kim et al., 2007; Lee et al.,
2002). The velocity profile for the eyes has the following mathematical expression:

(r f + 0.5)v
max,E
f
E
vE =
3
(8r f − 18r f 2 + 12r f − 1.5)v
max,E
E
E
E

f

iff r E < 0.5
iff

f
re

≥ 0.5

(3.12)

The velocity profile for the head and torso (Figure 3.3, right) is defined as follows:

(1.5r f + 0.25)v
max,k
f
k
vk =
3
2
(12r f − 27r f + 18r f − 2.75)v
max,k
k
k
k

f

iff rk < 0.5
f

iff rk ≥ 0.5

(3.13)

f

rk is the gaze shift progress parameter, which monotonically increases from 0 to 1
over the course of the gaze shift. Body part k is considered to have reached the
f
f
target when rk = 1. The parameter rk is updated on every frame based on the
angular distance covered by the body part. The update equation is as follows:
f
rk

=

f −1
rk

f

+

∆t · vk
f

∠(vS,k , v T,k )

(3.14)

where ∆t is the time since the last update.
f
Given the gaze shift progress rk for each body part, we can compute its new
f
direction vk by interpolating between the starting direction vS,k and the target
f
direction v T,k . This interpolation can be performed as suggested earlier in the
section. Having computed the new direction of the body part, we solve for its
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pose as described previously.
f
Updating the target direction of each body part, v T,k , is simpler than the initial
f

computation described above. First we recompute the fully aligned direction vfull,k
f

and then we update the target direction by interpolating between vS,k and vfull,k
f

using the parameter αk :
f

f
αk
f −1

Ak

=

Ak

(3.15)

f −1

∠(vS,k , vfull,k )
f −1

= ∠(vS,j , v T,j )
f −1

f

f

The parameter rk must also be re-normalized by multiplying it by Ak /Ak .
An additional consideration in our model is dynamic OMR. Guitton and Volle
(1987) found that the OMR gets narrower as the head velocity increases. We
simulate this property in our model and recompute the OMR on every frame
using the following equation:
OMR f = OMR(−

1 f
v + 1)
600 H

(3.16)

f

where v H is the current head velocity, computed using Equation 3.13.

Secondary Gaze Movements
In addition to the main component of the model, which synthesizes gaze shifts
as coordinated eye, head, and upper body movements, the gaze shift model also
features secondary components designed to increase the realism of the character’s
behavior. The first of these components is a blink controller, which generates two
types of behavior:
1. Gaze-evoked eye blinks – These blinks occur during saccades, and their hypothesized purpose is to lubricate the cornea and protect the eye during the
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movement (Evinger et al., 1994). We generate gaze-evoked blinks probabilistically using the distribution proposed by Peters and Qureshi (2010).
2. Idle eye blinks – These eye blinks occur when the eyes are not in a gaze shift.
They are generated using an exponential distribution at the constant average
rate of 20 blinks/s (Bentivoglio et al., 1997).
Another component is an idle gaze generator, which implements the Eyes
Alive model by Lee et al. (2002). This component triggers random saccades
based on a statistical model. Saccadic movements are synthesized using our own
synthesis model. The idle gaze behavior contributes to realism because it prevents
the character from continually staring at the same target; rather, the character
periodically averts its gaze and then looks back at the original target after a short
time.

3.3

Evaluation: Eye-Head Shifts

Development of the gaze shift model was followed by an empirical evaluation
of its communicative effectiveness and biological plausibility. We conducted a
study with human participants where we had participants view videos of an
animated character or living human gazing at colored object on a table. The
character would first gaze at the camera, shift its gaze toward an object, and
then look back at the camera. Gaze shifts were synthesized using our model or a
state-of-the-art model (Peters and Qureshi, 2010) with a similar parametrization.
Upon watching a gaze shift, the participants would guess the target object and
rate the character on a set of scales. We expected that by gazing at an objects
and back, the character would initiate joint attention with the participant and
thus allow them to infer what object the character is looking at. The study had
two objectives. First, we needed to confirm that our model is able to accurately
communicate the character’s attentional focus. Second, we tested if the gaze shifts
generated by our neurophysiologically-based model were seen as more natural
than those generated by a state-of-the-art procedural model.
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Study results show that our model achieves the communicative accuracy of real
human gaze and of the state-of-the-art model. Furthermore, the results partially
support our expectation that the model would achieve better naturalness ratings
than the state-of-the-art model—the gaze shifts generated by our model were
rated as marginally more natural overall, while a subset of the gaze shifts with
full head alignment were rated as significantly more natural. In addition, we
explored the effect that participant gender and the gender of the virtual character
had on our measures, as gender is known to influence gaze perception in artificial
agents (Mutlu et al., 2006).

Setup and Task
Participants watched a series of videos in which either a virtual character or a
human confederate shifted their gaze toward one of sixteen objects arranged
on a desk. This simplified scenario allowed us to focus our evaluation on the
effectiveness and naturalness of gaze shifts while minimizing contextual and
interactional factors. It also facilitated the matching of animated and real-world
conditions. Participants experienced the videos from the perspective of a partner
who would be seated across from the character. The objects on the desk were
separated into four groups and distinguished by color and shape. Still images
from the videos are shown in Figure 3.7.
The faces of the virtual characters used in the study were modeled using
Singular Inversions FaceGen2 . The faces and the eyes of both characters had
approximately the same dimensions. The characters were scaled and positioned
such that their size and location on the screen were as close as possible to those of
the human confederates. The gaze shift model and the experimental task were
implemented in C++; we used OGRE engine for rendering.
2 http://www.facegen.com/
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with Male Appearance
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Figure 3.7: Experimental conditions in the study of gaze shift accuracy and
naturalness.

Study Design
We conducted a 2x2x8 factorial experiment with a split-plot design. Our factors
were:
1. Participant gender – Two levels varying between participants.
2. Character’s gender – Two levels varying between participants.
3. Gaze model type – Eight levels varying within participants.
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The model type factor consisted of six comparison conditions for gaze shifts
generated by the state-of-the-art head propensity model (Peters and Qureshi,
2010) and those produced by our model, as well as two control conditions. The
comparison conditions were created as follows. For each model, we manipulated
the model parameters to create three distinct comparison conditions with different
head alignment/propensity levels—0%, 50%, or 100%—adding up to a total of six
such conditions in the experiment. This manipulation enabled us to determine
how changes in the model parameters affected the communicative accuracy
and perceived naturalness of the gaze shifts. In addition, the model type factor
included two control conditions. In the first control condition, the virtual character
was replaced with a male or female human confederate, who presented gaze shifts
toward the object on a desk in front of him/her. The second control condition
involved a virtual character maintaining gaze toward the participant without
producing any gaze shifts.

Procedure
Each participant was shown 32 videos of a virtual character or human confederate.
In the videos, the character (confederate) gazed toward the participant, announced
that they were about to look toward an object with a specific color on the table,
shifted their gaze toward the object, and moved their gaze back toward the
participant. Following each video, the participants guessed which object the
character had gazed at, upon which they filled out a questionnaire for subjective
evaluation. Participants observed each gaze model generating gaze shifts toward
all object types, colors, and positions. We randomized the order in which the
participants observed the videos to minimize transfer effects. Each video was 10
seconds long, with the overall study lasting approximately 20 minutes.

Participants
Ninety-six participants (50 males and 46 females) took part in the study. The
participants were recruited through Amazon.com’s Mechanical Turk online mar-
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ketplace, following crowdsourcing best practices to minimize the risk of abuse
and to achieve a wide range of demographic representation (Kittur et al., 2008).
The participants received $2.50 for their participation.

Measures
The study used two dependent variables: communicative accuracy and perceived
naturalness. Communicative accuracy was measured by capturing whether participants correctly identified the object toward which the gaze shift of the human confederates or the virtual characters was directed. To measure perceived naturalness,
we constructed a scale using four items that measured naturalness, humanlikeness,
lifelikeness, and realism. These items were highly correlated (Cronbach’s α = .94).
Participants rated each video for each item using a seven-point rating scale.

Results
We analyzed our data using a mixed-model analysis of variance (ANOVA). Overall,
model type had a significant effect on communicative accuracy, F (7, 47.21) =
20.074, p < .0001, and perceived naturalness, F (7, 47.21) = 204.88, p < .0001.
In addition, for each measure we performed a total of six comparisons across
conditions between our model and each control as well as our model against
the baseline. We controlled familywise error rate using Dunn-Šidak test, with
adjusted significant alpha of .00851 and marginal alpha of .0174. The results of
these comparisons are presented below.
Communicative Accuracy – Comparisons across conditions found no significant
differences in the communicative accuracy of the gaze shifts produced by our
model, aggregated across all levels of head alignment, and those produced by
human confederates. Similarly, no differences in accuracy were found between our
model and the head propensity model, neither when aggregating across all levels
of head alignment nor when comparing corresponding head alignment levels. The
results suggest no significant difference in accuracy of the gaze shifts generated
by our model, those performed by human confederates, and those generated by
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Figure 3.8: Results of Study 1, aggregated across participant and character gender.
The baseline model refers to the head propensity model we used for comparison.
From left to right: communicative accuracy, perceived naturalness aggregated
across gaze shifts with different head alignments/propensity values, and perceived naturalness for the subset of gaze shifts with 100% head alignment/propensity.

the state-of-the-art model. Unsurprisingly, our model achieves significantly higher
accuracy than the character control (virtual character producing no gaze shifts),
F (1, 122.9) = 11.23, p = .0055.
Perceived Naturalness – Comparisons across conditions showed that participants
rated the gaze shifts generated by our model, aggregated across all levels of
head alignment, as marginally more natural than those generated by the head
propensity model, aggregated across all levels of head propensity, F (1, 2829) =
6.037, p = .014. Pairwise comparisons across the two models with corresponding
head alignment/propensity values showed that, at 100% alignment/propensity,
participants rated gaze shifts produced by our model to be significantly more
natural than those generated by the Peters model, F (1, 2826) = 7.88, p = .005.
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Figure 3.9: Communicative accuracy and perceived naturalness across characters
with male and female features.
Furthermore, our model was rated as significantly less natural than the human
control, F (1, 122.3) = 1108.247, p < .0001, and significantly more natural than the
virtual character control, F (1, 122.9) = 193.21, p < .0001.
Results from the communicative accuracy and perceived naturalness measures
are illustrated in Figure 3.8.
Gender – Participants rated gaze shifts performed by the character with female
features as significantly more natural than those performed by the character with
male features, F (1, 1958) = 17.17, p < .001. On the other hand, communicative
accuracy of the gaze shifts performed by the character with male features was
significantly higher than that of the gaze shifts performed by the character with
female features, F (1, 1958) = 4.85, p = .028. Finally, we found a marginal interaction between participant gender and the gender features of the virtual character
on the naturalness measure, F (1, 1958) = 3.20, p = .074. Figure 3.9 illustrates
these results.
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Discussion
Study results show that gaze shifts generated by our model communicate attention
direction as accurately as do human gaze shifts and those generated by the stateof-the-art model. The mean accuracy for both models and the human control
is below 65%, indicating that discriminating the correct gaze target using gaze
as a visual cue is a difficult task for people. Comparable results are obtained
by Bailly et al. (2010), who utilized a similar experimental protocol. In their study,
participants inferred the correct object with 85% accuracy when aided by virtual
character’s gaze cues—the higher accuracy is likely due to lower spatial density
of gaze targets in their setup.
Furthermore, the results of the current study show that our model produces
marginally more natural gaze shifts than the state-of-the-art model across the
range of the head alignment parameter, as well as significantly more natural
gaze shifts at 100% head alignment. We attribute the difference in naturalness to
the neurophysiological basis of our model, which should result in more realistic
motions. However, significant increase in naturalness is only achieved for gaze
shifts at full head alignment; we believe this is because those gaze shifts are
dominated by head motion, which is slower and more visually prominent than
the quick, subtle eye movements.
Finally, we found significant differences in naturalness and communicative
accuracy between the two levels of character gender, as well as marginal interaction
between character and participant gender. We believe these effects are caused
by stylistic differences in character design. For example, the female character’s
gaze may be perceived as more natural because the character is more aesthetically
appealing than the male character. Moreover, small variations in eye size and
shape between the two characters could also affect people’s perceptions of their
gaze. We hypothesize that more consistent character design would reduce the
effects of gender on experimental results.

57

3.4

Evaluation: Upper-Body Shifts

A second evaluation study was conducted to show that attention-signalling properties of gaze shifts can be significantly modified by manipulating the alignment
parameters of the gaze shift model. In this study, a virtual character gazed at a
series of paintings. We used the torso alignment parameter to control how much
the character’s upper body participated in these gaze shifts (Figure 3.10). Our
expectation was that when the character turned its upper body more toward a
painting, this would induce a greater shift in attention in the participant than
merely turning the character’s eyes and head, so the participants would attribute
to the character a greater interest in that painting.

Hypotheses
Our hypotheses for the study were the following:
1. The character will be perceived as more interested in an object when it gazes
at the object than when it ignores the object.
2. The character will be perceived as more interested in an object when it shifts
its upper body toward the object, rather than rotating just its eyes and head.
3. The character will be perceived as more interested in an object when it shifts
its upper body toward the object with high torso alignment rather than with
minimal torso alignment.
The first hypothesis is strongly supported in literature, as the role of eye
gaze in attention cueing and establishing joint attention has been extensively
studied (Frischen et al., 2007). The latter two hypotheses have support in the social
sciences, which suggest a link between body orientation and human attention
cueing mechanisms (Hietanen, 2002; Pomianowska et al., 2011; Kendon, 1990;
Schegloff, 1998). On that basis, we hypothesize that increased amount of upper
body reorientation in gaze shifts suggests a greater shift in attention.
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Figure 3.10: Experimental conditions in Study 3.

Participants
We recruited 15 participants (8 males, 7 females) from a campus population, using
fliers, online job postings, and in-person recruitment. The study took 10 minutes
and participants were paid $2 for their participation.

Study Design
The study followed a within-participants design with a single factor with four
levels. The experimental conditions were as follows:
1. No gaze – The character does not look toward the painting.
2. Eye-head – The character gazes at the painting by turning its eyes and head
toward the painting, without engaging the torso.
3. Minimally aligned upper body – The character also turns its torso toward the
painting by a minimal amount (model parameter α T set to 0).
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Figure 3.11: Experimental task in Study 3. Left: Task interface. Right: An
experimenter demonstrating the task.

4. Highly aligned upper body – The character turns its torso toward the painting
by a large amount (model parameter α T set to 0.3).
Figure 3.10 depicts each of the four conditions.
The participant was asked to watch the character perform sequences of gaze
shifts toward four virtual paintings placed in the scene. The four paintings were
static and fully visible to the participant at all times. For each set of paintings,
the character performed three gaze shifts—eye-head gaze, gaze with minimal
torso alignment, and gaze with high torso alignment. In each case, the character
gazed at a different painting. In any set of paintings, the character would gaze at
three out of the four paintings once and would never gaze at the fourth painting.
The placement of paintings and assignment of gaze conditions were randomized.
After watching the gaze shifts, the participant was asked to rate the character’s
interest in each painting. Figure 3.11, left shows the task interface, while the figure
on the right shows the physical setup.
The task was built using Unity game engine. The gaze shift model and task
logic were implemented in C# scripts.
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Procedure
After recruitment, each participant read and signed a consent form. Then they
performed eight trials of the experimental task. The first three trials were used to
acclimate the participant to the task, and data from these trials were not used. At
the end of each trial, the participant rated the character’s interest in each painting
using rating scales that appeared under each painting on the screen (Figure 3.11,
left). After submitting their ratings, a new set of paintings and gaze shifts were
presented to the participant. Task duration was approximately five minutes. At
the end of the task, each participant filled out a demographic questionnaire.

Measures
The study used one subjective measure—perceived interest—which was measured
using a single seven-point rating scale item (1 = “Uninterested,” 7 = “Very Interested”).

Results
Figure 3.12 shows the study results. Mean interest ratings were 1.25 (SD = 0.19)
in the no gaze condition, 3.67 (SD = 0.19) in the eye-head condition, 4.20 (SD =
0.19) in the minimally aligned upper body condition, and 5.00 (SD = 0.19) in the
highly aligned upper body condition. One-way, within-participants ANOVA found
significant differences between means, F (3, 282) = 195.03, p < .0001.
A priori comparisons showed that the character was perceived as significantly
more interested in the eye-head condition than in the no gaze condition, F (1, 282) =
218.12, p < .0001, providing support for the first hypothesis. Furthermore, the
character was perceived as significantly more interested in the minimally aligned
upper body condition than in the eye-head condition, F (1, 282) = 10.65, p = .0012,
leading us to accept the second hypothesis. Finally, the character was perceived
as significantly more interested in the highly aligned upper body condition than in
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Figure 3.12: Results for perceived interest ratings for each type of gaze shift.
Results for gaze shifts with upper body movement are shown in red.

the minimally aligned upper body condition, F (1, 282) = 23.97, p < .0001, which
supports the third hypothesis.

Discussion
The conducted study shows that changes in upper body orientation in gaze shifts
produced by our gaze shift model signal a stronger shift in attention toward objects
and information in the environment. Torso rotation amplitude in the minimally
aligned upper body condition never exceeded 6◦ , yet even such a small amount of
movement yielded a significant increase in the perceived interest score, suggesting
that humans are highly sensitive to differences in body orientation. High torso
alignment yielded changes in torso orientation in excess of 26◦ and led to a further
increase in interest scores, suggesting a correlation between the character’s upper
body orientation, controlled using the torso alignment parameter, and the strength
of the associated attention cue.
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3.5

Discussion

Directed gaze shifts are a fundamental building block of effective attending behaviors, without which many aspects of human cognition and social interaction
would be impaired. We interpret a person’s attention by integrating information
about their eyes, head, and body orientation. To make animated character communicate effectively using gaze, we require methods for synthesizing shifts in gaze
direction and body orientation that look biologically plausible and afford sufficient
control over their communicative properties. This chapter of my dissertation has
introduced a computational model for synthesis of such gaze shifts. The model
exposes head, torso, and whole-body alignment parameters, which enable the
specification of how much these body parts will move during the gaze shift. A
study with human participants showed that the model generates gaze that conveys
attention direction as accurately as real human gaze and achieves improvements in
naturalness thanks to the use of kinematics derived from human neurophysiology.
A second study evaluated one of the model’s unique features—parametric control
over upper body alignment—and showed that people are sensitive to variations in
body orientations produced by its manipulation, such that gaze shifts toward the
same target are interpreted significantly differently depending on the degree of
body reorientation. Taken together, these studies show the biological plausibility
and communicative effectiveness of directed gaze shifts synthesized by our model.
The proposed model has a wide applicability, which I demonstrate throughout
this dissertation. It is a suitable building block for the gaze behaviors of embodied
conversational agents and game characters. Designers can compose these behaviors manually to accompany a predefined interaction, as we did in the preceding
studies. They could also be generated automatically by a high-level behavior
model, which would output gaze targets and gaze shift timings and supply them
to the gaze shift model; examples of such application are the conversational gaze
mechanisms built for the study in Chapter 4. Finally, the gaze shift model is
also suitable for animation authoring, due to its intuitive parametrization and the
ability to produce biologically plausible gaze shifts across the entire parametric
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range. For those reasons, it is employed as a component of the gaze authoring
approach presented in Chapter 6.
The model does have several limitations. As described in the current chapter,
it is only applicable to characters with realistic, humanlike designs—a limitation
addressed in the research presented in Chapter 5. Furthermore, the head and
body movements, while based on fairly accurate approximations of measurements
acquired from real humans, can look somewhat robotic and repetitive compared
to biological human motion. Human motion contains variations resulting from
personality differences, emotional state, and other factors, which the proposed
model makes no attempt to simulate. One possible strategy to achieve more
expressive movements is to use the approach by Lance and Marsella (2010). They
encode variations found in motion capture data in displacement maps (Witkin
and Popovic, 1995) and apply them to procedurally synthesized gaze shifts. Such
an extension is outside the scope of the current work, but certainly presents a
viable option for future implementers.
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4
4.1

gaze and conversational footing
Introduction

Many applications envisioned for virtual reality (VR) will involve multiparty conversations with virtual agents and avatars of other human participants. Depending
on the application, such characters are known as non-player characters (NPCs),
bots, or virtual agents—I use the latter term in the current chapter. Multiparty
interactions centered on agents could form an integral part of applications such
as joint, interactive learning (with the agent as a tutor), multiplayer social games,
and interactive narratives experienced jointly by friends.
In order to engage in multiparty interactions with humans, virtual agents
need to produce humanlike nonverbal signals. People use nonverbal signals,
such as body orientation and gaze, to regulate who is allowed to speak and to
coordinate the production of speech utterances. Such signals are important as
they help prevent misunderstandings, awkward silences, and people talking over
one another. Conversational participants’ nonverbal signals establish their roles—
also known as footing— which greatly determine their conversational behavior.
Mutually clear conversational roles are vital for smooth, effective multiparty
interaction. To effectively establish conversation roles, virtual agents require
computational models of appropriate nonverbal behaviors, the effectiveness of
which needs to be assessed in studies with human participants.
This chapter introduces computational models of body reorientation and gaze
behaviors for signaling footing. Prior work (Mutlu et al., 2012) has introduced
a footing gaze model for humanlike robots. We generalize this model to larger
groups of participants and supplement it with a body reorientation model to
support a broader range of scenarios. As demonstrated in Chapter 3, shifts in
body orientation and gaze can be realized as parametric variations of the same
basic movement. We utilize our two models in a study with human participants.
Study results demonstrate that a virtual agent with appropriately designed gaze
and spatial orientation cues can shape the footing of human participants and thus
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influence their conversational behavior.
While the models can be applied to virtual characters independently of how
they are presented, our study also examines the influence of display type (Virtual
Reality vs. traditional on-screen) on the effectiveness of footing signals. Study
results confirm our expectation that the improved affordances of a modern VR
display, such as wide field of view, stereo, and natural viewpoint control, will
enhance the effects of character behaviors on participants.
In the remainder of this chapter, I introduce computational models of two
nonverbal behaviors for signaling conversational footing—body reorientation and
gaze—and I describe their implementation in an embodied dialog system (Section 4.2). I present the results of a study demonstrating that human participants
tend to conform to conversational roles signaled by a virtual agent, but only when
the interaction is experienced in immersive VR (Section 4.3). Finally, I discuss the
limitations of this work and potential avenues for future research1 .

4.2

Footing Behavior Models

People use a number of nonverbal cues to shape the footing of conversational
participants. Two important ones are body orientation and eye gaze. People orient
their bodies toward core participants (speakers and addressees), such that they
maintain a conversational formation with them. They also distribute their gaze
among them, gazing mostly toward the core participants and only infrequently
toward bystanders. In this section, I introduce computational models for synthesis
of these behaviors on virtual agents. The body reorientation model performs shifts
of the agent’s body orientation toward new addressees joining the interaction in
order to reconfigure the conversational formation. The gaze model performs shifts
of the agent’s eye gaze among the core participants and bystanders according to
probability distributions derived from previous work (Mutlu et al., 2012). The
movements that comprise these behaviors—body orientation shifts and eye gaze
1 This

chapter will be published in Pejsa et al. (2017).
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shifts—are kinematically similar, as they both involve coordinated reorienting of
the eyes, head, and (potentially) body toward targets in the environment. We
synthesize both types of movements using the gaze shift model from Chapter 3.
This section concludes with an overview of the models’ prototype implementation
in an embodied, multiparty dialog system.

Body-Reorientation Model
When two people interact, they typically face each other directly, creating a socalled vis-a-vis arrangement, though they may also stand at a 90◦ angle, in an
L-shape formation (Kendon, 1990). When there are more than two participants in
a conversation, they generally stand in a circular formation. Kendon (1990) has
coined the term “F-formation” to refer to these spatial arrangements of interacting
participants. The F-formation serves as a footing cue—speakers and addressees
are a part of it, while bystanders are not.
In order to correctly establish conversational footing, a virtual agent must be
able to maintain an F-formation with other participants. When a new addressee
approaches the agent, the latter must turn toward the newcomer to reconfigure
the F-formation. Likewise, when a current participant leaves, the agent may need
to reorient itself toward the remaining participants. Here, we describe a model for
synthesis of body orientation shifts that reconfigure the F-formation.
We use our gaze shift model (Chapter 3) to synthesize the agent’s body
orientation shifts. When the first participant approaches the agent, the latter
performs a gaze shift toward the participant with the head, torso, and wholebody alignment parameters all set to 1 (α H = α T = α B = 1). This results in
the agent facing the participant head-on. If participants are already present in
the interaction, the agent must perform a gaze shift toward the new participant
that evenly distributes its body orientation among all the participants. We set
α H = 1 and α B = 1 as before, whereas α T must be set such that the agent ends up
oriented toward the midpoint between the leftmost and rightmost participant. The
procedure for computing α T is as follows (Figure 4.1). Let us define the following
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Agent
vL = vfull

Newcomer
vR

vS

vT = slerp(vL, vR, 0.5)

αT
Participant

Participant

Figure 4.1: Computing the torso alignment parameter α T needed for the agent to
reconfigure the F-formation when a new user has joined the interaction.

direction vectors:
• vS – Current torso facing direction of the agent.
• v T – Target torso facing direction of the agent.
• vfull – Torso facing direction which would fully align the agent with the new
user.
• v L – Direction vector from the agent to the leftmost user.
• v R – Direction vector from the agent to the rightmost user.
All direction vectors are projected onto the horizontal plane. The agent must
realign its body such that its torso facing direction ends up being the following:
v T = slerp(v L , v R , 0.5). The function slerp denotes interpolation between two
direction vectors. It can be computed by rotating v L toward v R by 0.5φLR , where
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φLR is the angle between the direction vectors. The torso alignment α T needed to
achieve the facing direction v T is:
αT =

∠(vS , v T )
∠(vS , vfull )

(4.1)

An analogous mechanism can be used to reestablish the F-formation when a
participant departs or moves. This is only required when either the leftmost or the
rightmost participant has departed. If that should happen, the agent performs a
body orientation shift toward the participant on the opposite end of the formation,
with α T computed as described above.

Eye Gaze Model
Participants’ footing is also reflected in their gaze behavior. The current speaker
uses gaze to indicate the addressees of the utterance or to release the floor to
them, while the addressees gaze toward the speaker to display attentiveness. As a
result, speakers and addressees gaze toward each other most of the time, while
bystanders receive little gaze by comparison. Mutlu et al. (2012) report the gaze
distributions of human speakers engaging in three types of interactions: with one
addressee, two addressees, and one addressee with one bystander. According to
their data, when there is a single addressee, the participants spend only 26% of
the time looking at the addressee’s face (making eye contact), while the rest of the
time they avert their gaze toward the addressee’s torso and the environment. The
gaze aversions serve the purpose of intimacy regulation—eye contact is an arousal
stimulus and staring into another person’s eyes for long periods of time is known
to cause discomfort (Argyle and Cook, 1976). When a second addressee is present,
the amount of gaze toward each addressee’s face remains in the neighborhood of
26%, but there is much less torso-directed gaze. This is likely because switching
gaze among the addressees now also achieves the purpose of intimacy regulation.
Finally, if a bystander is present, participants only gaze at them 5% of the time, or
one fifth of the addressee gaze amount.
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We build our footing gaze model based on the distributions reported by Mutlu
et al. (2012), with the difference that our model is designed to generalize to
interactions with larger groups of addressees and bystanders. Our model defines
a discrete probability distribution over the set of gaze targets, which includes the
faces and torsos of all the addressees and bystanders, as well as the environment.
The distribution is characterized by a probability mass function p T = p( T, NA , NB )
(Table 4.1). The function p T specifies the probability of looking at the candidate
target T (addressee face or torso, bystander face or torso, or the environment)
given the current configuration of participant footing. The footing configuration
is specified by the number of addressees, NA , and the number of bystanders, NB .
As the agent speaks or waits for a participant to take the floor, it continually shifts
its gaze between targets, which are chosen by drawing from p T (Table 4.1). The
temporal duration of each gaze fixation is then determined by drawing from a set
of gamma distributions given in Table 4.2, also derived from previous work (Mutlu
et al., 2012). While the exponential distribution is more commonly used to model
events that occur at a constant average rate—such as gaze shifts—we find that
the gamma distribution better describes human gaze. Unlike the exponential
distribution, the gamma distribution assigns a low probability to very short
fixations, which are unlikely due to human motor limitations.
Consider the following example: the agent is speaking with two addressees
(NA = 2) named Alice and Bob, with two bystanders present (NB = 2). When
the time comes to shift the agent’s gaze, we draw from the spatial probability
distribution to determine the target of the gaze shift. According to Table 4.1, the
probability of looking at Alice’s face is 54%/2 = 27% (second row); let us assume
this is the target we have chosen by drawing from the distribution. We supply the
chosen target to the gaze shift model, which performs a gaze shift toward Alice’s
face. We hold the agent’ gaze there for a duration determined by drawing from
the distribution Gamma(k = 1.48, Φ = 1.10) (Table 4.2, third row).
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Gaze Target

Footing Configuration

Gaze Probability

NA = 1

26%

NA ≥ 2

54%/NA

NA = 1

48%

NA ≥ 2

16%/NA

NB = 1

5%

NB ≥ 2

8%/NB

NB = 1

3%

NB ≥ 2

5%/NB

NA = 1, NB = 0

26%

NA = 1, NB = 1

18%

NA = 1, NB ≥ 2

13%

NA ≥ 2, NB = 0

30%

NA ≥ 2, NB = 1

24%

NA ≥ 2, NB ≥ 2

17%

Addressee face

Addressee torso

Bystander face

Bystander torso

Environment

Table 4.1: Spatial probability distribution of the speaker’s gaze, given as the
probability of looking toward a target in the given configuration of conversational
roles. NA is the number of addressees, while NB is the number of bystanders.
Environment-Directed Gaze
It is also possible that by drawing from the distribution we determine that the next
target should be in the environment. However, Table 4.1 does not tell us where in
the environment that target is located—it only tells us the probability of looking
anywhere within the environment. How do we determine the exact target of an
environment-directed gaze aversion? Such gaze aversions are meant to be brief
glances away from the current addressee, rather than large gaze shifts toward a
new attentional focus. For this reason, the gaze aversion target is chosen such that
it lies in the proximity of the current addressee. More formally, we predefine a set
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Gaze Target

Footing Configuration

Fixation Length

NA = 1, NB = 0

Gamma(1.65, 0.56)

NA = 1, NB = 1

Gamma(0.74, 1.55)

NA ≥ 2

Gamma(1.48, 1.10)

NA = 1, NB = 0

Gamma(1.92, 0.84)

NA = 1, NB = 1

Gamma(1.72, 1.20)

NA ≥ 2

Gamma(1.92, 0.52)

Bystander face

NB ≥ 1

Gamma(2.19, 0.44)

Bystander torso

NB ≥ 1

Gamma(1.76, 0.57)

NA = 1, NB = 0

Gamma(0.90, 1.14)

NA = 1, NB = 1

Gamma(1.84, 0.59)

NA ≥ 2

Gamma(2.23, 0.41)

Addressee face

Addressee torso

Environment

Table 4.2: Agent’s gaze fixation lengths (in seconds), expressed as gamma distributions specifying the length of a fixation of a target in the given configuration of
conversational roles.
of n target locations around each participant, located to their left, right, and front
(at their feet). We label these locations p E,i , where i = [1..n]. If by drawing from
the spatial probability distribution we have determined that the agent’s next gaze
shift is an environment-directed aversion, we choose with uniform probability
among the n candidate locations around the currently gazed-at addressee. Let us
assume we have chosen the k-th location. We determine the exact 3D position of
the target, p E , by drawing from a clipped, spherical normal distribution centered
on p E,k : p E = p E,k + N (0, σ = R/2). R is the radius of the sphere around p E,i to
which the normal distribution is clipped—we set R to 37 cm in our model.
Supporting Additional Participants
Mutlu et al. (2012) only provide data for interactions with two addressees or
one addressee and one bystander. However, we want to design a more robust
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gaze model that supports interactions with larger groups of participants. We
extrapolate the original distributions (Mutlu et al., 2012) to configurations with 3+
addressees and 2+ bystanders. Our extrapolated distribution is based on the idea
that the total probability of the agent looking at addressees is a constant 70%. This
probability is then equally divided among individual addressees, so if NA = 3,
the probability of looking at any one addressee is 23%. The latter probability
is the sum of probabilities of looking at the addressee’s face (18%) versus their
torso (5%). It implicitly follows from Table 4.1 that the ratio of face and torso
probabilities is also constant. By the same token, we extrapolate the probabilities
of looking at bystanders. If we have 2+ bystanders, the total probability of looking
at them is a constant 13%, which gets divided equally among them.
We believe that our gaze model generalizes well to small groups of participants with arbitrary footing configurations. In larger groups, it is likely that
the total proportion of gaze toward addressees increases, while gaze toward the
environment and bystanders may decay toward zero. Additional data collection
is required to build a model for large-scale multiparty interactions.

System Design and Implementation
We implemented the footing behavior models within a prototype system for
embodied, multiparty dialog. Here, we give an overview of the system in order to
illustrate how our models might be utilized in practice.
The gaze and body-orientation models are implemented within a behavior
controller used in conjunction with a high-level dialog management module. The
dialog manager performs the tasks needed to conduct multiparty dialog: it keeps
track of participants joining and leaving, as well as their conversational roles; it
receives and interprets the participants’ utterances from the speech recognizer;
and it plans the agent’s dialog acts. We use five types of dialog acts: ParticipantJoin,
ParticipantLeave, Speak, WaitForSpeech, and Listen. Each dialog act is associated
with nonverbal behaviors and speech utterances, which are produced by the
behavior controller and rendered on the virtual embodiment.
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ParticipantJoin and ParticipantLeave acts are generated when a participant joins
or leaves the interaction. If the participant is an addressee rather than a bystander, the behavior controller triggers a body orientation shift to reconfigure the
conversational formation using the mechanism described earlier in the section.
When a Speak act occurs, the behavior controller renders a speech utterance addressed at one or more participants. Once the agent has completed its utterance,
a WaitForSpeech act is generated, during which the agent is releasing the floor
to one or more participants. During the production of Speak and WaitForSpeech
acts, the behavior controller generates the agent’s gaze behavior according to our
footing gaze model; it directs the agent’s gaze toward the current addressees,
with occasional glances toward bystanders and the environment. When one of
the participants begins the speak, a Listen act is generated, during which the
agent’s gaze fixates upon the speaker, with frequent gaze aversions generated by
an implementation of the model by Lee et al. (2002)
Our system is implemented in Unity game engine. System components such as
the behavior controller, gaze shift model, and dialog manager are all implemented
as Unity C# scripts. The system uses Microsoft Speech SDK to detect and recognize
users’ speech utterances, and to synthesize the agent’s speech. The visemes
generated by the Speech SDK are used to animate the agent’s lip movements.

4.3

Evaluation

To evaluate the models introduced in the previous section we conducted a study
with human participants. The study aimed to answer two research questions: “Can
a virtual agent use our models to shape the footing of participants in multiparty
interactions in virtual reality?” and “Does the display type (e.g. VR or on-screen)
influence the effects?”
In our study, human participants engaged in short, 10-minute conversations
with a virtual agent and a simulated, avatar-embodied confederate. The virtual
agent displayed gaze behaviors and body orientation that would either include
the participant as an addressee or exclude them as a bystander. The goal of this

74
manipulation was to show that participants would conform to the conversational
role signaled by the agent using our behavior models—e.g., when assigned the
role of bystanders, participants would converse less with the agent.
While our models are independent of the display type used, we expect that the
effects of the models will be stronger when the interaction is experiences in VR. A
VR application using a head-mounted display provides improved affordances over
a desktop display, such as a wide field of view and natural control of viewpoint,
which may strengthen the perception of social cues. Therefore, we expect people
to be more sensitive to behaviors displayed by agents within an immersive VR
environment. To test this, our experiment manipulates display type to compare a
VR headset (Oculus Rift CV1) with a desktop display.

Hypotheses
Our evaluation tested the following hypotheses.
Hypothesis 1
Participants will demonstrate conversational behavior that conforms to the footing
signaled by the agent’s gaze and spatial orientation cues. Specifically, participants
in addressee roles will speak more. This is consistent with research on human
conversational behavior, which shows that conversing partners tend to orient
themselves in an F-formation Kendon (1990) and that people tend to look toward
the addressees of their utterances Kendon (1967).
Hypothesis 2
Participants in addressee roles will feel more groupness and closeness with the
agent, as well as evaluate the agent more positively than those in bystander roles.
This is based on findings that people report negative feelings about a group and
its members when being ignored or excluded Geller et al. (1974).

75
Hypothesis 3
The agent’s footing cues will have a stronger effect on the participants’ conversational behavior (Hypothesis 1) in the VR setting than when using a 2D display.
Hypothesis 4
The agent’s footing cues will have a stronger effect on the participants’ subjective
perceptions of the agent and their feelings of closeness and groupness (Hypothesis
2) in the VR setting than when using a 2D display.
Hypotheses 3-4 are based on the premise that the increased affordances of
VR will lead to a stronger sense of the agent’s social presence and heightened
awareness of their nonverbal signals, relative to presentation on a traditional
display. Virtual reality provides stereo depth cues, a wide field of view, and
natural control over viewpoint. All of these may augment participants’ perceptions
of the agent and its behaviors.

Study Design
The study followed a mixed, 2 × 2 factorial design. The independent variables
were agent behavior (between-participants) and task setting (within-participants).
The agent behavior variable had the following levels:
1. Exclusive – The agent displayed nonverbal behaviors that excluded the
participant from the interaction, treating them as a bystander. It oriented its
body toward the confederate (facing them straight-on) and gazed at them
much more than at the participant, in accordance with the distributions
given in Table 4.1.
2. Inclusive – The agent displayed nonverbal behaviors that included the participant in the interaction as an addressee. It distributed its body orientation
evenly between the participant and the confederate (using the mechanism
depicted in Figure 4.1) and gazed toward them equally (Table 4.1).
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Exclusive Agent Behavior

Inclusive Agent Behavior

Agent

Confederate

Participant

Agent

Confederate

Participant

Figure 4.2: Conditions of the agent behavior independent variable. Upper row:
conversational formation. Bottom row: participant’s view of the scene.
Figure 4.2 illustrates the agent behavior manipulation. The upper row of
images show the conversational formations resulting from agent’s body orientation
shifts at each level of the manipulation, whereas the bottom images show the
views of the scene from the participant’s perspective.
The other independent variable, task setting, had the following levels:
1. 2D display – The participant experienced the interaction on a 27” Dell monitor,
at 2560 × 1440 resolution and a field of view of 50◦ , while using the mouse
to control the viewpoint.
2. VR – The participant wore a VR headset (Oculus Rift CV1). They saw the
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scene at the resolution of 1080 × 1200 per eye, with a 110◦ field of view.
Built-in head orientation tracking and the external positional tracker allowed
the participant to control the viewpoint by moving their head.
The two task setting conditions were designed to approximate the standard
or expected usage of interactive, virtual agent systems. The 2D display condition
approximated the experience of a 3D, first-person game or virtual world on a
personal computer with a single display, which represents the state of the art for
the majority of users. The FOV value of 50◦ is fairly standard in 3D applications;
distance magnification and perspective distortion effects become noticeable at
values above 60◦ . The use of the Oculus Rift in the VR condition afforded a much
higher field of view and more natural viewpoint control, allowing the participant
to easily see both the agent and the confederate simultaneously, as well as shift
their gaze from one to the other by simply moving their head. The screenshots in
Figure 4.2 are both from the 2D display condition.
Since the study had a within-participants factor (task setting), we implemented
two versions of the task to reduce transfer effects. The participants were assigned
to conditions in a stratified order, counterbalanced with respect to task setting
(2D display or VR) and task version (Task 1 or Task 2).

Task
The study task was a three-party interaction in a virtual room. The interaction took
the form of a casual, interview-style conversation moderated by the agent. Both
task versions had the same structure and length, but they differed in content—the
agent asked a different set of questions in each task. Her name and appearance
were also changed to suggest that this was a different agent.
The conversational partners were the agent, the participant, and a “simulated
confederate”—a human-voiced agent which produced prerecorded utterances, but
the participants were led to believe it was a real human in another room. At the
start of the task, the participant found themselves standing at the room’s entrance
with a view of the agent and confederate on the other side of the room (Figure 4.3,
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Figure 4.3: Left: the participant’s view of the scene at the start of the task. Right:
physical task setup.

left); the agent and confederate faced each other in a vis-a-vis formation. The
participant was prompted to click a button (either on the mouse or the Oculus
Remote) to initiate the interaction; upon doing so, the camera automatically
approached the group. Depending on the agent behavior condition, the agent
either briefly glanced toward the participant and continued facing the confederate
(exclusive agent behavior) or reoriented herself toward the participant (inclusive
agent behavior).
After introducing herself and greeting the partners, the agent began asking
casual questions about the partners’ life experiences and interests. Some questions
were designed to elicit short, one-sentence responses (e.g., “What is your favorite
movie?”), while others elicited longer, more open-ended responses (e.g., “What is
your favorite movie about?”) Most questions were implicitly addressed at both
the participant and confederate, who both had a choice in answering them. We
expected that the participant was more likely to take the conversational floor and
answer the question if the agent demonstrated inclusive nonverbal behaviors.
At the end of the agent’s turn, the system randomly decided if the confederate
should answer the current question or not. If yes, the confederate took the floor
within about 0.75 s and gave a prerecorded response to the question. If not, the
system waited 3.4 s for someone to speak out; if no one did, either the confederate
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took the floor and answered, or the agent proceeded with the next question. The
pause values between turns were derived from measurements of human speech
in prior work and padded for possible speech recognition lag. According to
Weilhammer (Weilhammer and Rabold, 2003), the mean pause between turns is
about 380 ms in spontaneous American-English discourse, whereas silences longer
than 3 s are experienced as uncomfortable (McLaughlin and Cody, 1982).
Setup
The physical setup of the task is shown in Figure 4.3, right. Participants were
seated in an office chair in front of a personal computer while wearing an audio
headset (in the 2D display condition) or Oculus Rift (in the VR condition). A video
camera was set up to record their behavior.
Implementation
The task was implemented in Unity game engine and utilized the embodied
dialog system described in the previous section. The task logic and measurements were implemented in C# scripts. The confederate’s lip movements were
animated using Oculus Lip Sync. The agent and confederate character models
were imported from DAZ2 . Their visual design was deliberately stylized in order
to reduce uncanny valley effects (Mori et al., 2012), though their proportions were
sufficiently realistic that gaze motion adaptation (using methods from Chapter 5)
was unnecessary. Both models had a looping, idle body animation applied to
enhance the naturalness of their behavior.

Participants
We recruited 32 participants (17 female and 15 male) through an online student
job website as well as in-person from a university campus. All participants were
students. Twenty-seven participants were native English speakers.
2 DAZ

Productions, http://www.daz3d.com/
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Procedure
We conducted the experiment in a study room with no outside distraction. The
participants were ushered into the room by the experimenter and seated at the
table. Following a brief overview of the task, they were given a consent form
to read and sign. Next, they were given verbal task instructions and handed a
printed instructions sheet to serve as a reminder. The experimenter then launched
the task application and left the room. Upon task completion, the participants
filled out a questionnaire for subjective evaluation of the agent and task. Next,
the participants performed a second trial of the task, upon which they filled out
another subjective questionnaire and a brief demographics questionnaire. Finally,
the participants received payment in the amount of $5. Total experiment duration
was 30 minutes.

Measures
The experiment involved two behavioral and several subjective measures. The
behavioral measures were designed to measure the participants’ level of participation in the interaction, in order to test hypotheses 1 and 3. They were the
following:
1. Number of speaking turns – Total number of speaking turns taken by the
participant over the course of the interaction.
2. Total speaking time – Cumulative length (in seconds) of the participant’s
speaking utterances over the course of the interaction.
When calculating the behavioral measures, we excluded participants’ responses
to the first five questions (out of twenty-five total) to account for high variability
due to acclimation.
The subjective measures were collected using the subjective questionnaire and
consisted of seven-point scale items. The measures were the following:
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1. To measure the agent’s likeability, we asked participants to rate the agent
on nine traits such as likeability, cuteness, and friendliness. From this
data, we constructed a scale consisting of two factors: likeability (two items,
Cronbach’s α = 0.824) and attractiveness (three items, Cronbach’s α = 0.929).
2. Feelings of closeness to the agent were measured using a four-item scale
(Cronbach’s α = 0.823) adapted from Aron et al. (1992), who asked participants to indicate their agreement with statements such as “The agent paid
attention to me.”
3. Groupness was measured using a scale adapted from Williams et al. (2000),
which consisted of seven items (Cronbach’s α = 0.827) and asked participants to indicate their agreement with statements such as “I felt ignored or
excluded by the group.”
The questionnaire also included a check for the agent behavior manipulation,
implemented as a two-item scale: (1) “The agent faced me during the interaction”
and (2) “The agent faced the other participant.”

Results
Having collected our data, we first performed a one-way analysis of variance
(ANOVA) on the manipulation check scale. We found a significant effect of agent
behavior on the manipulation check, F (1, 61) = 5.743, p = .0196.
Behavioral Measures
Next, we analyzed our behavioral measures with a two-way, mixed-design
ANOVA. We found a marginal main effect of agent behavior on the number
of speaking turns (F (1, 30) = 3.757, p = .062) and no effect of agent behavior on
the total speaking time (F (1, 30) = 1.159, p = .290). These findings provide partial
support for Hypothesis 1.
We found no interaction between agent behavior and task setting on the number
of speaking turns (F (1, 30) = 2.217, p = .147). However, we did find a marginal
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Figure 4.4: Results from behavioral measures. Left: number of speaking turns
(top) and total speaking time (bottom) by agent behavior (exclusive vs. inclusive).
Right: same measures by agent behavior and task setting (2D display vs. VR). (∗)
denotes a significant effect, while (†) denotes a marginal effect.
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interaction between agent behavior and task setting on the total speaking time
(F (1, 30) = 3.637, p = .066). Furthermore, we found a simple effect of agent
behavior on the number of speaking turns in the VR setting; the number of
turns taken in the inclusive condition was significantly higher than in the exclusive
condition (5.7 versus 8.4), F (1, 55) = 5.970, p = .0178). No such effect of the agent
behavior manipulation was found in the 2D display setting, F (1, 55) = 0.465, p =
.498. An equivalent set of comparisons for the speaking time measure found
a marginal effect of agent behavior manipulation in the VR setting (F (1, 59) =
3.472, p = .0387). No such effect of agent behavior was found in the 2D display
setting (F (1, 59) = 0.287, p = .594). All the pairwise comparisons were performed
at a Bonferroni-corrected alpha level of .025. These findings provide support for
Hypothesis 3.
Additionally, we confirmed that task version had no significant effect on either
the number of speaking turns (F (1, 62) = 0.001, p = .970) or total speaking time
(F (1, 61) = 0.235, p = .630), suggesting the two tasks were sufficiently similar for
our purposes.
Subjective Measures
To analyze the subjective measures, we performed a two-way, mixed-design
ANOVA. We found no main effects of agent behavior on any of our subjective measures: likeability (F (1, 30) = 0.363, p = .551), attractiveness (F (1, 30) = 1.719, p =
.200), closeness (F (1, 30) = 0.606, p = .443), or groupness (F (1, 30) = 0.140, p = .711).
We also found no significant interactions of agent behavior and task setting on
any of the subjective measures: likeability (F (1, 30) = 1.233, p = .276), attractiveness (F (1, 30) = 0.417, p = .243), closeness (F (1, 30) = 0.092, p = .764), groupness
( F (1, 30) = 0.086, p = .771). We conclude that hypotheses 2 and 4 are not supported by these results.
In a post-hoc analysis, we analyzed the effects of participant gender on our
measures, since prior work (Mutlu et al., 2006; Bailenson et al., 2001) suggests
that men and women may respond differently to the gaze behavior of humanlike
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Figure 4.5: Results from two subjective measures (likeability and groupness)
by agent behavior (exclusive vs. inclusive) and participant gender. (∗) denotes a
significant effect, while (†) denotes a marginal effect.

agents. We found a significant, cross-over interaction between agent behavior
and participant gender on the likeability measure, F (1, 60) = 5.885, p = .0183
(Figure 4.5, left). A pairwise comparison showed that male participants rated
the agent exhibiting inclusive behavior significantly higher than when exhibiting
exclusive behavior (F (1, 60) = 5.561, p = .0216), which suggests that the effects
predicted by Hypothesis 2 may be observed in male participants. We also found
a significant interaction of agent behavior and gender on the groupness measure,
F (1, 60) = 4.988, p = .0293 (Figure 4.5, right). Female participants assigned
marginally higher groupness ratings to the agent exhibiting inclusive behavior
than the one displaying exclusive behavior, F (1, 60) = 3.554, p = .0642.

Discussion
The study results suggest that the footing behavior models introduced in our work
enable a virtual agent to use its gaze and body orientation to shape the conversa-
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tional roles of human users, but only in an immersive VR setting. However, there
is less evidence that the use of these cues improves users’ subjective experiences
of the interaction, other than higher likeability ratings of the agent given by male
participants and a marginal improvement in the feelings of groupness of the
female participants.
Some of the effects of our manipulations were not as strong as expected, possibly due to limitations of the dialog system and the agent’s behaviors. A common
issue with speech-based dialog systems is the lagging of speech recognition results
behind the participant’s speech production. This issue, compounded with some
participants’ tendency to pause between utterances, sometimes caused our system
to interpret a gap between incoming speech recognition results as floor release
and cut off the participant. Interrupting the participant would have had a direct
effect on the speaking time measure and might have reduced it substantially.
Furthermore, the effects of the agent’s footing signals might have been partially
confounded by other aspects of the agent’s and confederate’s behavior. For example, both the agent and confederate embodiments only had a looping body
animation and displayed no body movements connected to the discourse, such
as hand gestures. While the simplicity of their overall behavior is advantageous
from the standpoint of experimental control, it could have also seemed unnatural
and distracting to participants.
Finally, the interaction effects between the agent’s behavior and participant
gender are not unexpected. For example, Mutlu et al. (2006) reported that female
participants responded more negatively to increased gaze from a humanlike
robot. They speculated that this phenomenon was linked to findings by Bailenson
et al. (2001), which suggest that women tend to maintain greater interpersonal
distance than men from a virtual agent displaying increased mutual gaze. Since
interpersonal distance between participants and the agent was constant in our
experiment, high mutual gaze from the agent might have had negative effects in
female participants. Further experimentation is required to test this hypothesis.
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4.4

Discussion

The current chapter has presented the models of gaze and body reorientation
behaviors enabling a virtual agent to establish conversational footing in a multiparty interaction. The evaluation study has demonstrated that the introduced
models are effective—a virtual agent equipped with them has the capability to
influence participants into conforming with their conversational role, making
more conversational contributions as an addressee than bystander. This capability
manifests itself only in the immersive VR setting. The effectiveness of the footing
cues in VR is likely due to participants’ increased sense of the agent’s social
presence and sensitivity to the latter’s nonverbal cues.
Implementers of conversational agents can use the described models to give
agents the ability to more effectively manage multiparty interactions. The findings from this chapter also provide impetus for further research on behavioral
mechanisms that allow such interactions to proceed smoothly and effectively. As
the new generation of VR devices becomes more widely adopted, more nuanced
multiparty interactions could become an integral part of social experiences in
online games and virtual worlds. The current work represents a stepping stone
toward understanding and implementing such interactions.
While the agent’s footing behaviors demonstrated in this chapter are effective
at influencing participants’ conversational behavior, they are still rudimentary
compared to behaviors observed in real-world multiparty interactions. These
interactions are characterized by much greater variations in spatial arrangement of
participants, and supporting these variations on virtual agents will require more
sophisticated behavior models for spatial positioning and orienting. Moreover,
gaze behaviors in human interactions demonstrate complex contingencies that
are not adequately described by first-order statistical models such as our own.
Variables such as interpersonal distance, discourse structure, personality, gender,
and many others influence human gaze, its timing, and spatial distribution.
Supporting such complexity in gaze behaviors will require more sophisticated
models built from more fine-grained observations of real humans.
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Moreover, while our study suggests that a virtual agent’s footing cues are only
effective in immersive VR, it is unclear which aspects of the VR experience enable
their effectiveness. While we speculate that the high field of view, stereopsis,
and natural viewpoint control may all contribute, further studies are needed to
analyze the individual effects of these features, and whether they impact social
signals more generally. Future work may show that immersive, head-worn VR is
not required to achieve believable multiparty interactions—e.g., high FOV can be
achieved with an ultra-wide curved display, while head tracking can be performed
with an encumbrance-free device such as TrackIR.3

3 TrackIR,

http://www.naturalpoint.com/trackir/
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5
5.1

stylized and performative gaze
Introduction

The preceding chapters have introduced methods for controllable synthesis of
directed gaze shifts and demonstrated their use as building blocks of effective
conversational behaviors for interactive virtual agents. The ability to synthesize
humanlike behaviors in a controllable fashion is a necessary, but insufficient
prerequisite for creating character animation. To synthesize or author believable
motion in a scalable way, one also requires the ability to apply that motion to
characters with different designs. The objective of character animation is to tell
stories and those stories can involve characters of varying shapes, sizes, and
species. In particular, stylized and anthropomorphic characters are found across
many media, such as film and television animation, video games, and instructional
content for children. As discussed in Section 2.4, automatically producing highquality animation for such characters is a challenging and underexplored problem.
The extent of this challenge is evident in the domain of gaze animation as well.
Established methods for directed gaze animation have limited applicability to
stylized characters; these methods are designed to simulate human gaze move-

Figure 5.1: Examples of stylized characters. Characters 1 and 2 have large eyes
and high inter-eye distance. Characters 2 and 3 have asymmetric eye motor range
(OMR). Character 3 has narrow OMR and low inter-eye distance.
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ments, so they implicitly incorporate human anatomic and neurophysiological
constraints. Stylized characters tend to have exaggerated geometry with large and
often asymmetrically shaped eyes such as those depicted in Figure 5.1. Applying
models of realistic human gaze motion to such characters can result in aesthetically and communicatively poor animation. Enlarged and often asymmetric
eye anatomy can magnify subtle phenomena of human gaze that are normally
unnoticeable (e.g., cross-eyedness resulting from vergence) and lead to biologically
implausible movements (e.g., one eye moving while the other is stationary.) Such
gaze animation artifacts can appear unpleasant, distracting, and alter the communicative intent of the gaze behavior. In this chapter, I propose a set of online
motion adaptation methods for reducing artifacts in gaze motion on stylized
characters; I call these methods stylized gaze. They are implemented as extensions
of the gaze shift model described in Chapter 3.
A secondary constraint of established gaze shift models is of a utilitarian
variety: these models require the eyes to align exactly with the gaze target. The
basis for this requirement seems obvious. For people, gaze has perceptual utility—
it enables us to see objects and other people. If human gaze always lines up with
its target in the environment, why not require the same of virtual characters’ gaze?
However, when we look beyond everyday usage of gaze, we realize there are
many situations when people do not look in order to see. In visual storytelling
media, such as theater, film, and cartoon animation, the primary purpose of gaze
is to communicate ideas to the audience. The actor’s line of sight does not always
align with the target they are “looking” at. Actors often look only in the general
direction of the target, while maintaining the orientation of their body toward
the camera or audience. The audience can more clearly see what the actor is
attending to, even if their line of sight is not actually aligned with the target. I
dub this partially aligned, viewer-oriented gaze behavior performative gaze. The
technique has a basis in human perception—people are notoriously imprecise at
estimating the gaze direction of others, unless they themselves are being looked
at (Argyle and Cook, 1976). In this chapter, I propose a method for automatic
adaptation of gaze shift motion relative to the viewpoint (i.e., camera position),
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allowing an animator to achieve performative gaze through the manipulation of a
single parameter.
The remainder of the chapter is organized as follows: I give an overview of
animation artifacts that occur when applying humanlike gaze shift movements to
stylized characters (Section 5.2), I present the stylized gaze methods for the adaptation of gaze shift movements to stylized characters (Section 5.3), and I present
the performative gaze method for adaptation of gaze shift movements relative to
the viewpoint (Section 5.4). Finally, I demonstrate how the proposed methods
lead to reduction of undesirable artifacts in gaze motion without compromising
the communicative effectiveness of gaze shifts (Sections 5.5 and 5.6)1 .

5.2

Artifacts on Stylized Characters

The kinematics of human gaze motion are determined by the anatomic and
neurophysiological properties of the human visuomotor system. These properties
include eye dimensions (human eyes are approximately 2.5 cm wide), inter-eye
distance (mean interpupillary distance is approximately 6.4 cm), and ocular
motor range (in humans, OMR is radially symmetric and ranges from 45◦ to 55◦ .)
Stylized characters often have much larger eyes, greater inter-eye spacing, and
their stylized shape mandates a narrow and often asymmetric OMR. When human
gaze shift movements are applied to such stylized characters, we observe two
kinds of phenomena. First, anatomically correct, but rarely observed, elements
of human gaze can be magnified and become noticeable. Second, asymmetry
and exaggerated size of the eyes can cause anomalous situations that are rare
or impossible in healthy human gaze. We argue that these phenomena are
undesirable, as they can distract the viewer and alter the meaning of the gaze
shift. Below, we catalog specific visual artifacts that our methods seek to address.
Cross-eyedness occurs when the eyes significantly angle inward (towards each
other). In humans, the eyes must angle toward each other to fixate a target.
1 This

chapter was published in Pejsa et al. (2013).
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Figure 5.2: Eye retraction example. The right eye has aligned with the target and
is retracting as the left eye moves forward. Notation: Solid line indicates inter-eye
distance. Arrows → and ← indicate eye movement directions.

However, excessive inward angling of the eyes is straining to maintain, as one
can verify by fixating a target at a very small proximity, e.g., the tip of one’s
nose. Small amounts of cross-eyedness are not noticeable due to the small eye size
and inter-eye distance, while larger amounts are caused by unnatural viewing
conditions or an explicit expression. In characters with large or widely spaced eyes,
cross-eyedness becomes noticeable even in more standard viewing (Figure 5.4).
Speedy eyes are implausibly fast eye movements in characters with large eyes.
Human eyes have low mass and strong muscles that support fast and abrupt
movements in excess of 400◦ /s, but such rapid movements can appear implausible
in stylized characters.
OMR-block occurs when the character’s eyes reach the boundary of the OMR
and are unable to move until the head brings them into alignment with the gaze
target. While natural and common in humans, this phenomenon can appear
anomalous in stylized characters; during this prolonged phase when the eyes
are stationary, the character may appear static and puppet-like. We believe this
phenomenon to be caused by speedy eyes; the eyes cover the distance between
starting position and the OMR at an unrealistic speed, resulting in an unusually
long period of OMR-block. The visual artifact becomes even more prevalent with
a narrow OMR, a common property of stylized characters.
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Figure 5.3: Stuck eye example. The right eye is moving ahead, while the left eye is
blocked by the OMR. Notation: Dot ◦ indicates that the eye is stationary.

Eye retraction occurs when the head brings the eyes into alignment with the
gaze target and the vestibulo-ocular reflex (VOR) locks the eyes onto the target
as the head catches up, rotating the eyes in the opposite direction of the head
movement. While this does not appear as anomalous in real human gaze or
characters with humanlike proportions, in stylized characters with large eyes,
it can appear as if the eyes have overshot the target and are now retracting in
order to realign with it (Figure 5.2). We believe that the cause of this illusion is in
excessive eye velocities that cause the eyes to advance further ahead and retract
more than expected.
Stuck eye is caused by the asymmetry of eye shape, which necessarily involves
asymmetry in the OMR. The leading eye in the gaze shift, which rotates outward,
has a greater distance to cover before reaching the OMR than the trailing eye.
However, when both eyes move at the same velocity, as is the case with human
eyes, the trailing eye will reach its OMR boundary sooner and become blocked,
while the other eye will continue moving (Figure 5.3). Movement in only one eye
does not occur in human gaze except in medical conditions such as amblyopia
and therefore can appear abnormal.
Eye divergence occurs when the eyes have asymmetric OMR. In such cases,
eye gaze directions can become divergent as they reach their respective OMR
boundaries. Although difficult to observe in static poses, this divergence causes
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disconjugate eye movements and appears jarring when the eyes are brought into
alignment with the gaze target. In these movements, the leading eye reaches the
gaze target before the trailing eye, and VOR causes the eye to rotate backward,
while the trailing eye is still moving forward (Figure 5.6). Such divergent orientations and disconjugate movements are improbable in healthy human gaze and
appear anomalous.

5.3

Gaze Adaptation

To enable believable animations of gaze shifts on stylized and non-human characters, we propose a set of motion adaptation methods and implement them
as extensions of the gaze shift model described in Chapter 3. The methods are
designed to explicitly reduce the prevalence of artifacts described in the previous
section, while seeking to maintain as much of the human movement as possible.
The proposed methods fall into three categories. First, we introduce changes to
how the target pose of the eyes and head is computed in order to prevent the
occurrence of anomalous poses. Second, we extend the computation of eye movement kinematics to account for variable physical constraints of the exaggerated
geometries that are common in stylized characters. Third, we manipulate the
timings of gaze-evoked eye blinks to co-occur with potential visual artifacts in
order to conceal them.
To specify the character’s anatomic and neurophysiological properties, we
introduce four animator-adjustable parameters to the model. Eye width, W, is the
width of the eye as a factor of the width of the typical human eye (approximately
2.5cm), ranging from 1 to 3 in the characters used in our examples. Eye strength
F allows for tuning the strength of the character’s eye muscles relative to that of
a human. Additionally, we replace the single parameter of the OMR in humans
with parameters OMR I N and OMROUT that afford asymmetric eye motion by
specifying the inward and outward OMR limits (in angle degrees), respectively.
Eye width, W, and OMR parameters, OMR I N and OMROUT , can be determined
from face geometry. We compute the eye strength automatically from the eye
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Figure 5.4: Cross-eyedness and its reduction. Left: Cross-eyed character. Right:
Cross-eyedness reduced by our method.
width as F = W 3 /3; this works well across a range of characters.

Target Pose Adaptation
Models for humanlike gaze shifts, when applied to a stylized character with
large eyes, are prone to bring the eyes into a noticeably cross-eyed state. If the
character’s eyes are asymmetric, then the eyes can also be led into a divergent
state, which will become noticeable as the leading eye reaches the gaze target and
the VOR reverses its direction of movement. To avoid these artifacts, we propose
methods that adapt the target pose of the eyes and head at the beginning of the
gaze shift by adjusting the effective gaze target position and the OMR parameters.
Cross-eyedness Removal
Our approach to remove cross-eyedness is illustrated in Figure 5.5. We measure
cross-eyedness as the angle between the gaze directions of the two eyes, γ. Allowable cross-eyedness is defined by a threshold γ MAX , which we leave at a default
value of 0.002◦ for the examples in this paper. We define the effective target position,
p0T , as the position behind the physical gaze target that the eyes can converge on
without violating the cross-eyedness threshold. It is calculated by moving the
target position away from the character to reduce γ below the threshold value
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Figure 5.5: Our approach for reducing cross-eyedness in the target gaze pose.

γ MAX :
p0T = p EC +

p T − p EC sin(θ + γ MAX /2)
||p L − p EC ||.
||p T − p EC || sin(γ MAX /2)

(5.1)

The above technique is effective at reducing cross-eyedness as shown in Figure 5.4.
The cross-eyedness removal technique is applied in a view-dependent manner;
we may only apply it if the viewer cannot notice it from the current viewpoint. If
the viewer is the gaze target, they may notice the character is looking a bit “past”
them if cross-eyedness removal is applied. Therefore, the cross-eyedness threshold
γ MAX is adjusted based on the target viewing angle φT , which we define as the
angle between the viewer’s gaze direction and the character’s gaze direction at
the target pose. We adjust γ MAX as follows:
γ 0MAX = 2OMR I N + (γ MAX − 2OMR I N ) pφ
φT
pφ =
, 0 ≤ pφ ≤ 1
9.6W

(5.2)

where OMR I N is inward OMR of the eye, and W is the eye width parameter. The
9.6◦ constant is derived from parameters of the viewing cone in which humans

Adapted Motion

Original Motion
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Figure 5.6: Example of eye divergence handling. Top: The VOR begins to move
the left eye immediately on alignment. Bottom: Our model ensures that VOR
begins eye movement only after the right eye has aligned.

are able to detect subtle differences in gaze direction (Argyle and Cook, 1976).
We scale this value by W, as larger eyes may make such judgements easier. The
viewing cone parameter, pφ , expresses the drop-off in judgement accuracy from
the center of the cone toward the edge. We use pφ to vary allowable cross-eyedness
from the mechanical limit, 2OMR I N , at the center of the cone, to γ MAX at the
cone’s edge and beyond.
Eye Divergence
A consequence of OMR asymmetry, eye divergence is handled by allowing the
eyes to diverge during the gaze shift and imposing the principle that VOR for both
eyes must trigger at the same time. The leading eye will always overshoot the gaze
target by a small amount and only begin moving in the opposite direction (due
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OMR-block

Eye retraction
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Stuck eye

Figure 5.7: Gaze shifts with different gaze kinematics. Top: Original motion. The
gaze shift contains the artifacts stuck eye, OMR-block, and eye retraction. Bottom:
Our method. The artifacts of the original motion are reduced.

to VOR) when the trailing eye has reached the target. This behavior prevents the
leading eye from aligning exactly with the target, as the accumulated overshoot
rotation introduces an offset into the eye’s target rotation. However, much like
with cross-eyedness removal, this minor deviation from correct gaze convergence
is difficult to detect. This technique is therefore an effective way of eliminating
disconjugate eye movements as shown in Figure 5.6.
As with cross-eyedness removal, eye divergence is applied in a view-dependent
manner. The target overshoot introduced by the technique may be noticeable
to the viewer at very low viewing angles, which we therefore adjust using the
viewing cone parameter, pφ , that we defined in Equation 5.2. Specifically, we scale
the outward OMR based on target viewing angle, φT :
0
OMROUT
= OMR I N + (OMROUT − OMR I N ) pφ

(5.3)

This adjustment ensures that outward OMR will contract at low φT , making the
OMR symmetrical.
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Gaze Kinematics Adaptation
Because most stylized characters do not have the same proportions and OMR as
humans, we introduce a method for adapting the gaze shift kinematics based on
these differences. The adaptation takes the form of scaling the gaze shift velocity.
For our gaze shift model (Chapter 3), that means changing the manner in which
the peak eye velocity, vmax,E , is computed. However, the same adaptation can be
applied to any gaze shift synthesis model that allows control over timing.
Our gaze kinematics adaptation is based on two key ideas. First, since stylized
eyes can be asymmetric, each eye may need to cover a different angular distance
as it rotates toward its OMR. We want to ensure that both eyes reach the OMR at
the same time, thereby preventing artifacts such as stuck eye. It follows that the
eyes need to move at different velocities to reach the OMR at the same time. We
define separate peak velocities, v MAX,j , for each eye j. The second key idea is that
stylized eyes are larger and therefore more massive than real human eyes, so they
should move more slowly.
We use the anatomic parameters eye width, W, and muscle strength, F, to
compute the peak eye velocities. As volume—and therefore mass—increases with
W 3 , both peak velocities are scaled down by the same factor. F is used to compute
an intermediate parameter F 0 , which varies depending on how much the head
contributes to the gaze shift. We compute F 0 as follows:
F 0 = (1 − α H )W 3 + α H F.

(5.4)

The parameter α H specifies how much the head contributes to the gaze shift.
When the head carries the eyes through most of the gaze shift (high α H ), eye
velocity should be lower in order to prevent the eyes from appearing improbably
fast. When the head moves only a small distance, the eyes should move more
quickly to prevent the gaze shift from appearing slow and sluggish.
To account for OMR asymmetry and prevent artifacts such as stuck eye, we
also need to apply a separate scaling factor to each velocity. Let AOMR,j be the
distance that the eye j can rotate before reaching its OMR, while A MAX is the
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highest rotational distance to the OMR for both eyes. The peak velocity is scaled
by AOMR,j /A MAX . This has the effect of slowing down the eye that has less to
rotate, thus ensuring that both eyes reach the OMR at the same time.
Finally, we also introduce a velocity multiplier parameter, χ, and apply it
uniformly to eye and head velocities. This parameter can be used to make
the character’s gaze appear livelier or more languid, depending on their size,
personality, and mood. By default, χ is set to 1, although we use values between
1.2 and 1.7 for our stylized characters.
We introduce these modifications to Equation 3.4 to create the following
updated equation for calculating peak eye velocities:
v MAX,j =

F 2
1 AOMR
(
A
+
)
χv0
MAX
6 A MAX
W 3 75

(5.5)

The first, third, and fourth terms implement our modifications to gaze kinematics.
The second term speeds up or slows down the eyes depending on eye movement
amplitude and is similar to the term used by the original model to calculate the
peak velocity, except that A MI N is replaced by A MAX .
Using the above method for calculating peak eye velocities reduces the artifacts
related to gaze kinematics, producing gaze shifts that appear smoother and more
lifelike. The stuck eye artifact is largely eliminated; the amount of time spent in
the state of OMR-block is greatly reduced; and the VOR causes less eye retraction
(Figure 5.7). The eye retraction cannot be completely eliminated, as some VOR
must occur to achieve the specified head alignment and thus produce desired
communicative effects.

Gaze-evoked Eye Blinks
As described in Section 3.2, our gaze shift model also incorporates gaze-evoked
eye blinks. At the beginning of the gaze shift, it is probabilistically determined
whether or not a gaze-evoked eye blink will occur. The timing of the blink
is deterministic—if generated, the blink occurs immediately at the start of the
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Figure 5.8: A gaze-evoked eye blink during the VOR phase. The blink conceals
the retraction in the left eye.

gaze shift. As part of our efforts to reduce gaze animation artifacts, we propose
introducing more variability into the timing of gaze-evoked blinks. Specifically,
we schedule the blinks to co-occur with potential eye retraction artifacts in order
to conceal them by the character’s eyelids (Figure 5.8).
Our implementation generates a gaze-evoked eye blink at the start of the gaze
shift, using the same probabilistic method as in the baseline model. However,
when determining the timing of the blink, we estimate the duration of the VOR
phase of the gaze shift, TVOR , and the time when the VOR phase will begin, tVOR .
If TVOR is greater than a threshold value, then the gaze-evoked blink is scheduled
to begin at tVOR − 0.35TB , where TB is the duration of the eye blink (generated
probabilistically), and 0.35TB is the time when the eyes are fully closed.

5.4

Performative Gaze

While humans use gaze to seek information in the environment, in acting and
cartoon animation, the primary purpose of gaze is to communicate ideas and
create engagement with an audience. These goals can be achieved by performing
partial gaze shifts in the general direction of the object of interest in order to
convey the idea that the character is attending to the object without actually
aligning its eyes with it. This performative behavior allows the character to retain
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Figure 5.9: A performative gaze shift. Top: The character fully aligns its gaze with
the red sphere. Bottom: The character partially aligns its gaze with the target
(α E = 0.7) but still appears to be gazing at it, because it has achieved screen-space
alignment.

eI
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pE

αE

pT, prev

v
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Figure 5.10: The calculation of the effective gaze target position in a performative
gaze shift.
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partial alignment with the audience, enabling them to better see what the character
is doing and making the performance more immediate and engaging. The notion
that viewers prefer it when a virtual character or real person faces them more is
strongly supported by research, e.g., (Beebe, 1976; Andrist et al., 2012).
We introduce a motion adaptation method for gaze shifts that allows the
synthesis of performative gaze shifts. The method exposes an eye alignment parameter, α E , which allows the animator to specify the desired amount of alignment
with the target. Setting α E = 1 causes the eyes to fully align with the target. With
parameter values lower than 1, the character will gaze toward a point directly
between the gaze target and the viewer, which we call the effective gaze target. In
order to convince the viewer that the character is gazing toward the real target,
the two targets must line up in the screen space, as illustrated in Figure 5.9.
Figure 5.10 illustrates how the specified eye alignment is achieved. We compute
the intermediate rotation of each eye using q I = slerp(qS , q T , α E ), where qS and
q T are the eye orientations in the source and target pose, respectively. At this
orientation, the eye’s gaze direction is given by the ray e I . The view direction ray,
v, points from the target position p T to the viewer. Effective gaze target position,
p0T , is the point along the ray v that is the closest to the ray eI .
Similar to the target pose adaptation techniques described in Section 5.3,
partial eye alignment is applied in a view-dependent manner. At low target
viewing angles, φT , the method enforces full eye alignment to prevent the viewer
from noticing that the character is not actually gazing at them by automatically
adjusting it using the viewing cone parameter, pφ , as follows:
α0E = 1 − pφ + α E pφ .

(5.6)
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Figure 5.11: The characters used in our evaluation. From left to right: RealisticFemale1, RealisticFemale2, SemiStylizedFemale, StylizedFemale, StylizedMale,
EmotiGuy, Jack, Donkey, Fish, and NastyMonster.

5.5

Evaluation: Artifact Reduction

To evaluate the effectiveness of stylized gaze methods in reducing visual artifacts,
we conducted measurements of artifact prevalence on a variety of characters
using a set of objective metrics. These metrics reflect the amount of observable
artifacts over the course of a gaze shift. Because each artifact is the product of
a particular combination of the pose and kinematics of the eyes and the head,
whether or not the artifact is present at a particular frame and its severity can
be objectively quantified. Each metric computes the presence of an artifact at
each frame and sums them over all the frames of the gaze shift to calculate the
“amount” in which the artifact appears. Severity is determined by weighing
the amount of an artifact by the cosine fall-off of the viewing angle, φ (i.e., the
angle between the view direction and the character’s gaze direction), thus giving
less weight to frames where the character’s eyes are less visible. The artifact
amount is also weighed by the blink height at each frame to account for eye blinks
that partially or fully conceal the artifacts. The aggregated amounts are then
normalized by the duration of the gaze shift, providing us with quantities that we
can compare across different characters and gaze shift configurations. Our metrics
include cross-eyedness amount, τCE , OMR-block amount, τOMR , eye retraction
and divergence amount, τERD , and stuck eye amount, τSE .
For our test cases, we generated 138 random gaze shifts and applied them
to ten different characters, including two with realistic, humanlike proportions
(Figure 5.11). The test set included an equal number of gaze shifts with full and
minimal head alignment. For each character, we aggregated the measurements for
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Character

Motion

τCE

τOMR

τERD

τSE

RealisticFemale1

Original

0.30

0.24

0.20

0.03

RealisticFemale2

Original

0.31

0.22

0.20

0.03

Original

0.31

0.23

0.18

0.03

Adapted

0.07

0.10

0.10

0.02

Original

0.40

0.25

0.21

0.05

Adapted

0.12

0.10

0.10

0.02

Original

0.32

0.22

0.17

0.03

Adapted

0.09

0.10

0.10

0.03

Original

0.27

0.33

0.20

0.07

Adapted

0.06

0.12

0.13

0.03

Original

0.06

0.46

0.11

0.05

Adapted

0.07

0.16

0.07

0.06

Original

0.18

0.34

0.22

0.10

Adapted

0.04

0.10

0.15

0.03

Original

0.54

0.30

0.26

0.08

Adapted

0.16

0.10

0.14

0.03

Original

0

0.20

0.29

0

Adapted

0

0.09

0.18

0

SemiStylizedFemale

StylizedFemale

StylizedMale

EmotiGuy

Jack

Donkey

Fish

NastyMonster

Table 5.1: Artifact reduction evaluation results. Each cell contains the aggregate
score for a particular metric on a particular character with the original motion or
motion adapted using our methods.
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all the gaze shifts with the same head alignment. The results show a reduction in
artifact prevalence in almost all test cases as summarized in Table 5.1 and below:
• Cross-eyedness, τCE , in characters with human proportions has an average
value of 0.30 and goes up to 0.54 in characters with larger inter-eye distances.
These levels of cross-eyedness cause unacceptable visual artifacts in stylized
characters with large eyes, which are significantly reduced by our model.
• τOMR is 0.22–0.24 for realistic characters and can be as high as 0.46 in stylized
characters with very narrow OMR such as Jack. Our model reduces it by
30–60%, bringing it to about half of normal human levels and achieving a
slower movement toward OMR in larger eyes.
• τERD is approximately 0.20, 0.30, and 0.10 in realistic characters, characters
with wide (e.g., NastyMonster) or highly asymmetric OMR (e.g., Fish), and
characters with low OMR (e.g., Jack), respectively. Our model succeeds in
reducing these values by 30–50%.
• Even characters with human proportions exhibit a small amount of stuck
eye, τSE , which we believe is too small to notice. With characters with an
asymmetric OMR (e.g., EmotiGuy, Jack, Donkey, Fish), τSE can be as high
as 0.10. Our model reduces it to the levels seen in human characters. An
exception is the Jack character with a very narrow OMR, which offers little
flexibility in the movement.

5.6

Evaluation: Communicative Accuracy

To reduce animation artifacts and afford performative behaviors, the stylized
and performative gaze methods deliberately direct the characters’s gaze shifts
toward locations that are different from the intended gaze targets. In addition,
stylized gaze methods produce eye poses and kinematics that are impossible
in biologically accurate human gaze. Previous studies on gaze perception have
shown that people are generally imprecise at judging gaze direction (Argyle
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Figure 5.12: Stills from videos in our study. Left: Realistically-proportioned
character. Right: Stylized character.
and Cook, 1976), suggesting that these deviations from normal human gaze
might not worsen judgments that already show very high variability. Therefore,
we conducted evaluation to determine whether these deviations affected the
communicative accuracy and perceived naturalness of gaze shifts adapted using
our methods compared with the original gaze shift model 3.

Study Design
The study followed a three-by-one, between-participants design. The experimental
conditions included gaze shifts performed by (1) original: a character with human
proportions following the original gaze shift model, (2) original stylized: a character
with a stylized design following the original gaze shift model, and (3) adapted: the
stylized character with our adaptation methods applied. We chose a betweenparticipants design to minimize transfer effects. Figure 5.12 illustrates the two
characters used in the study. The adapted condition involved performative gaze
shifts with an eye-alignment parameter of 0.85.

Task
Participants in the study watched a series of videos of the character shifting its
gaze toward numbered targets arranged on a whiteboard and tried to identify the
target toward which the character was looking (Figure 5.12). The character was
positioned in front of the camera, approximately 1m/3.3 f t away and slightly to
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the right. The whiteboard was positioned on the character’s right and oriented so
that the viewer and the character could comfortably see the targets.

Procedure
We recruited 48 participants using the Amazon Mechanical Turk crowdsourcing
service. Each participant was paid U.S. $1 for their participation.
After recruitment, each participant reviewed and agreed to a consent form.
Following informed consent, the participants viewed a sequence of 22 videos. In
each video, the character shifted its gaze toward a randomly selected target from
among nine targets on the whiteboard. After watching each video, the participants
were asked to determine the target toward which the character was looking and
provide their answer in a text field. Each video was approximately ten seconds in
length. At the beginning of each video, the character looked toward the camera
and nodded. It then shifted its gaze toward one of the targets, maintained its gaze
at the target for two seconds, and then looked back toward the viewer.
At the end of the study, each participant filled out a questionnaire to provide
subjective evaluations of the character. The study took approximately ten minutes.
To ensure the quality of the experimental data, we followed crowdsourcing
best practices (Kittur et al., 2008). For example, all participants were shown two
training and acclimation videos, where the correct gaze target would light up
during the gaze shift. Data from participants who failed to correctly identify the
target were discarded. We also restricted the task to workers with high approval
rates and tracked statistics such as task completion time and screen resolution.

Measures
The dependent variables in our study were communicative accuracy, naturalness of
eye movements, lifelikeness, and appeal. Communicative accuracy was measured as
the percentage of correctly identified gaze targets. Naturalness of eye movements,
lifelikeness, and appeal were measured using a questionnaire. Participants rated
each item in the questionnaire using seven-point rating scales (1 = notlikable;
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Figure 5.13: Results for communicative accuracy, lifelikeness, appeal, and naturalness of eye movements. Data on gaze shifts adapted using the stylized and
performative gaze methods are shown in red.

7 = likable). The lifelikeness scale included three items that measured lifelikeness,
humanlikeness, and believability (Cronbach0 sα = 0.799), while the appeal scale
included four items that measured charisma, attractiveness, cuteness, and likability
(Cronbach0 sα = .796).
Data analysis included one-way analysis of variance (ANOVA) tests, following
the guidelines suggested by Julnes and Mohr (1989) for establishing a “no difference” in comparisons, particularly an alpha level of 0.25 (i.e., p > .25) to control
for Type II errors.

Results
Results for all the measures are illustrated in Figure 5.13. The mean accuracies
in the original, original stylized, and adapted conditions were 54.0%, 58.6%,
and 54.0%, respectively. The statistical analysis of the data found no significant
effect of our manipulation on accuracy, F (2, 45) = 0.83, p = 0.44. These rates
are considerably better than chance, which we expect to be closer to 1/3 than
1/9, as our informal analysis suggests that it is easy to determine toward which
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row is being looked, and are consistent with results from previous work (Argyle
and Cook, 1976; Goldberg et al., 1969; Andrist et al., 2012). Pairwise contrast
tests also found no differences between the original and original stylized conditions, F (1, 45) = 0.00, p = 1.00, or between the original and adapted conditions,
F (1, 45) = 1.20, p = 0.28. These results suggest that the adaptation methods retain
the communicative accuracy of the original gaze shift model.
Our analysis revealed no significant effect of our manipulation on the perceived
naturalness of eye movements, F (2, 45) = 1.27, p = 0.29. Contrast tests also found
no differences between the original and original stylized conditions, F (1, 45) =
0.53, p = 0.47, or between the original and adapted conditions, F (1, 45) = 2.52,
p = 0.12, suggesting that the adaptation methods preserve the naturalness of eye
movements generated by the original model.
We found no significant effects of our manipulation on the lifelikeness measure,
F (2, 45) = 0.69, p = 0.51. Pairwise contrasts showed no differences between the
original and original stylized conditions, F (1, 45) = 0.10, p = 0.75, or original
stylized and adapted conditions, F (1, 45) = 0.64, p = 0.43. Similarly, we found no
effects of our manipulation on the appeal measure, F (2, 45) = 0.25, p = 0.78. No
differences appeared in pairwise contrast tests between the original and original
stylized conditions, F (1, 45) = 0.18, p = 0.68, or original stylized and adapted
conditions, F (1, 45) = 0.49, p = 0.49.
Overall, the results suggest that stylized and performative gaze methods do not
change the communicative accuracy of the character’s gaze shifts or the subjective
evaluations of the character. While we speculate that the removal of animation
artifacts may improve the character’s appeal, such effects are unlikely to appear
in short, focused tasks. Future studies might further explore how stylized and
performative gaze adaptations might shape subjective impressions of the character
in longer, more realistic scenarios.
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5.7

Discussion

This chapter has described methods for adaptation of gaze shift motion that allow
stylized characters to be animated using models for humanlike gaze shift synthesis.
The methods work by adjusting the effective gaze target position and gaze shift
kinematics to reduce distracting animation artifacts that would otherwise occur
on stylized characters. The methods are demonstrated as extensions of the gaze
shift model from Chapter 3, though they can be used in conjunction with any
gaze shift synthesis method that allows control over the target position and gaze
shift timing.
Motion adaptations are applied in a view-dependent way and only allowed
to deviate from biological constraints of human gaze when such deviations are
undetectable to the viewer. The idea of adapting gaze motion in relation to the
camera position in the scene is novel and we use it as a foundation of another
method—performative gaze—which allows us to synthesize partially-aligned gaze
shifts toward targets in the scene, while maintain the character’s alignment—and
involvement—with the audience. A study with human participants confirms that
even though our methods depart from accurately representing human biological
motion, the resulting gaze behavior is no less accurate than the original, humanlike
gaze in communicating attention direction. On the other hand, our examples
and objective measurements show that the proposed methods are effective in
reducing animation artifacts across a range of character designs. Therefore, they
contribute to one of the main objectives of this dissertation, which is to enable
communicatively effective gaze animation across a range of virtual characters.
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6
6.1

gaze animation authoring
Introduction

Directed gaze is an important component of good character animation, as it can
situate characters in the scene, signal the focus of their attention, and convey
their personality and intent. Directed gaze involves coordinated movements of
the eyes, head, and torso. In animation practice, these movements are usually
hand-authored, which requires considerable effort and skill due to their intricate
spatial and timing relationships. Performance capture is seldom a viable option;
even if the capture rig can record eye movements, the recorded gaze typically
does not match the virtual scene and needs to be edited by hand.
Chapter 3 has introduced methods for synthesis of directed gaze shifts as
building blocks of effective gaze behaviors, while Chapter 5 has introduced motion
adaptation methods for gaze shifts, facilitating their application to characters with
varied designs. In the current chapter, the focus is on using directed gaze shifts as
primitives for authoring gaze motion in non-interactive scenarios. We introduce an
abstract representation of gaze motion as a sequence of gaze instances, where each
instance specifies a gaze shift toward a target in the scene. This representation
serves as the foundation of the authoring process. The workflow in our approach
begins with an automatic inference of the gaze instance sequence from the body
motion and scene layout. The body motion implicitly contains the head and torso
components of the actor’s gaze, and we can infer a plausible reconstruction of the
original gaze behavior by analyzing the motion’s kinematic properties. From this
sequence, our approach can synthesize the eye movements that match the body
motion and scene.
The inferred sequence also serves as a starting point for the editing process.
The gaze instance representation has two key properties that enable convenient
editing. First, it abstracts the details of gaze shift timing and pose. An animator
can specify when and where to look by adding, removing, and modifying gaze
instances, while the kinematics of eye, head, and body movements are synthesized
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automatically. Second, the model anchors the gaze motion in the virtual scene for
easy spatial editing. Gaze targets serve as editing handles attached to objects and
characters. When animators manipulate these handles, synthesized gaze motion
automatically adapts to the new spatial constraints. We provide a graphical tool
which exposes the operations for editing gaze instances and targets. The inferred
and (potentially) edited gaze motion is synthesized automatically by a procedural,
neurophysiology-based gaze controller, the output of which is blended with the
original body motion.
In the remainder of this chapter, I describe the gaze inference approach (Section 6.2), which infers an editable representation of the character’s gaze behavior
from motion capture data and scene properties. This is followed by an explanation
of methods for synthesis of gaze motion from this representation (Section 6.3).
Next, I describe how gaze motion editing is performed with respect to the representation (Section 6.4). Finally, I conclude with an evaluation of the approach
with respect to authoring cost, as well as quality and communicative effectiveness
of authored animation (Section 6.5)1 .

6.2

Gaze Inference

The gaze inference component of our approach analyzes the input body motion
and virtual scene and constructs a model of gaze movements as a sequence of
gaze instances. Each gaze instance is a tuple G = ( f s , f x , f e , T, α H , α T ), where f s ,
f x , and f e are gaze shift start frame, fixation start frame, and fixation end frame,
respectively, and T is the gaze target. α H and α T are the head and torso alignment
parameters, which specify head and torso orientation relative to the target and
serve as inputs into the gaze shift model (Section 3.2). These parameters enable
facile control over head and torso pose during gaze editing.
Gaze inference begins with a signal analysis of the body motion to detect
individual gaze instances and infer their timings, f s , f x , and f e . The inferred
1 The

research presented in this chapter was conducted in collaboration with Daniel Rakita.
This chapter will be published in Pejsa et al. (2016).
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sequence may contain gaps, during which no directed gaze is applied to the
character—we refer to such gaps as unconstrained gaze. Next, we analyze the
character’s view of the scene at the end of each gaze shift and infer the most
probable target T. Finally, we compute the alignment parameter values, α H and
α T , from the head and torso poses at the end of each gaze shift.

Gaze Instance Inference
Human gaze shifts follow a particular kinematic pattern. The eyes, head, and
torso accelerate toward the gaze target, reach their peak velocities at the midpoint
of the gaze shift, and decelerate as they align with the target, at which point the
fixation begins. We detect gaze shifts by searching for occurrences of this pattern
in the body motion using a three-step approach. First, we search for clusters
of maxima in angular acceleration signals of the head and torso joints, which
correspond to significant gaze events (gaze shift beginnings and ends). Coleman
et al. (2008) used a similar method for key pose extraction. Each pair of adjacent
gaze events defines the boundaries of a motion interval, which can be either a
gaze shift or a fixation. In the second step, we classify the motion intervals into
gaze shifts and fixations. Third, for each adjacent gaze shift-fixation pair, we
generate a gaze instance.
Gaze Event Discovery
We discover gaze events by analyzing joint accelerations in the motion (Figure 6.1).
Let a j ( f ) be the angular acceleration signal of the joint j, defined across the
motion’s frame range ( f ∈ [0, Li, where L is motion length in frames). We
normalize the acceleration signals to the 0-1 range: â j ( f ) = a j ( f )/ max ( a j ( f )). We
use the normalized acceleration signals of the root, torso, and head joints as local
evidence measures indicating probability of significant gaze events (i.e., gaze shift
beginning or ending). We compute the global probability of a gaze event as a
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Figure 6.1: Gaze shift detection through analysis of acceleration and velocity
signals of the head and torso. We first aggregate the normalized joint accelerations
â j ( f ) into a global probability signal p E ( f ). Adjacent local maxima in p E ( f ) define
the boundaries of a motion interval. We determine that the interval is a gaze shift
from its high peak velocity, vmax,j . Velocity signals in the graph were normalized
for easier viewing, whereas inference is performed on unnormalized velocities.
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weighted sum of normalized acceleration signals:
pE ( f ) =

∑ j∈ J w j â j ( f )
∑j wj

(6.1)

where J is the set of joints, consisting of the root, torso, and head joints. Weights
w j define each joint’s influence on the global probability. We heuristically define a
joint’s weight to be greater the closer it is to the eyes, i.e., the head contributes more
to the global probability than the torso or root. This choice is based on findings
showing the importance of head movements for the execution and perception of
human gaze (Hietanen, 1999). We calculate joint weights as follows:
wj ( f ) =

1
1 + lj

(6.2)

where l j is the distance between joint j and the eyes, measured as the cumulative
length of the segments between them.
Local maxima in p E correspond to the beginnings and endings of gaze shifts.
Since acceleration signals are likely to be noisy and contain a large number of
spurious maxima, a bilateral filter is applied to p E to smooth out the spurious
maxima while preserving those that are kinematically significant. We set the
filter’s range parameter σr to 0.5 and spatial parameter σs to 3. We then search
for local maxima in the filtered probability signal. Each pair of adjacent maxima
defines a motion interval Ik = ( f s,k , f e,k ), which could either be a gaze shift or a
fixation.
Motion Interval Classification
To determine if a motion interval Ik is a gaze shift, we use the fact that gaze
shifts are characterized by peaks in joint velocity (Figure 6.1) and we construct
another probabilistic measure. Let v j ( f ) be the angular velocity signal of joint
j. We define vks,j and vke,j to be joint velocities at the boundaries of the interval Ik .
k
k
Furthermore, let vmax,j
and vmin,j
be the maximum and minimum joint velocity
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over the interval Ik . Then we define maximum and minimum velocity differences
k
k
k
k
as ∆vmax,j
= vmax,j
− min(vks,j , vke,j ) and ∆vmin,j
= max (vks,j , vke,j ) − vmin,j
. Finally,
we define the ratio of these quantities as follows:

r kj

=



0
∆vmax,j

 ∆vk
k

k
if∆vmax,j
≤0

otherwise

(6.3)

min,j

The ratio r kj increases with peak velocity relative to the velocities at interval
boundaries, indicating a gaze shift at the interval. A logistic function then maps
the ratio to a probability value in the 0–1 range:
pkS,j =

2
−1
1 + exp(−r kj )

(6.4)

Finally, we compute the gaze shift probability as a weighted sum of per-joint
probabilities:
pkS

=

∑ j∈ J w j pkS,j
∑j wj

(6.5)

where w j are the joint weights defined previously.
We classify the interval Ik as a gaze shift if pkS > PS,min (where PS,min is a
probability threshold set to 0.6) and as a fixation otherwise. Adjacent intervals
that are classified as fixations get aggregated into a single fixation. We end up
with a sequence of gaze shift-fixation pairs, from which we generate the sequence
of gaze instances.
Gaze Instance Generation
For each gaze shift-fixation pair ( Ik , Il ), we generate a gaze instance G = ( f s , f x , f e ),
such that the gaze shift starts at f s = f s,k , while the fixation starts at f x = f s,l and
ends at f e = min( f e,l , f s,l + Lmax − 1). Note that the fixation may not be longer
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than Lmax (set to 1 second by default)–this is to prevent gaze from becoming
“stuck” on a target for long periods of time.
Gaze shift probability threshold Pmin is a useful parameter for controlling the
density of gaze shifts found by the inference. Lowering the parameter to 0.5 results
in subtle head and body movements being detected as gaze shifts and yields a
more expressive behavior, albeit one that may be more challenging to edit—this
setting was used for the ChatWithFriend example ( 6.4, 5), which contains a lot of
conversational gaze aversions. On the other hand, at parameter values above 0.6
only the most obvious gaze shifts are picked up, yielding a sparse gaze behavior
that can be enriched further through manual editing.

Gaze Target Inference
In the preceding step, we inferred all the gaze instances and their timings. Next,
for each gaze instance we infer its target in the scene. We assume there exists
at least a simplified 3D model of the scene containing the key characters and
objects, like those used for pre-visualization. The result of gaze target inference is
a sequence of gaze instances with associated targets. Gaze targets are handles in
the scene attached to objects and other characters, which the animator can move
around to change where the character is looking.
Our gaze inference method is based on three heuristics. First, the character is
more likely to be looking at a point that lies along the movement direction of its
head. If the character turns right, it is unlikely that the target lies to the left, up,
or down. Second, the character is more likely to look at objects and characters
that are important to the story or task. For instance, in a scene where the character
steals a gem, the gem is a likely gaze target. We let the animator manually label
scene objects as important. Finally, the character is more likely to gaze at objects
just before touching or picking them up (Johansson et al., 2001). Assuming hand
contacts are annotated in the body motion, we can easily determine when the
character is about to handle an object.
We use a probabilistic approach for gaze target inference. Recall the gaze
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instance specification from the preceding step: G = ( f s , f x , f e ). The gaze fixation
start time, f x , is when the character’s eyes are aligned with the target; therefore, the
target must be within the character’s view. We compute a probability distribution,
p T (x), over the 2D projection space representing the character’s view of the scene
at the frame f x . Here x denotes a point in the 2D projection space. For every point
in the character’s view, p T (x) gives us the probability that the character is gazing
at it. We find the gaze target T at the global maximum of p T .
We model p T (x) as a weighted sum of three probability terms, each implementing one principle of gaze target inference:
pT =

w d p d + wi p i + w h p h
w d + wi + w h

(6.6)

pd (x) is the directional term, which assigns higher probabilities to points lying
along the direction of head movement. pi (x) is the importance term and is nonzero at points corresponding to objects and characters labeled as important. ph is
the hand contact term, which is non-zero for objects that are about to be handled
by the character. These terms contribute to the final probability, p T , in proportion
to their weights, wd , wi , and wh . We empirically find that the best inference results
are obtained by setting these weights to 0.6, 0.15, and 0.25, respectively. Given the
final probability p T , we obtain the gaze target T at the global maximum of p T :
x T = argmax x p T (x).
Figure 6.2 shows an example scene view with the associated probability
distributions and gaze target location indicated. In the remainder of this section,
we provide more detail about the computation of individual probability terms.
Directional term
The computation of the directional term, pd (x), is based on the following idea.
When the character shifts its gaze, its head traces a path in the projection space
beginning at xs and ending at x x (Figure 6.2-2). If the character always gazed
straight on, then pd (x) would be highest at x x . However, the character is as likely
to be looking at something out of the corner of the eye, so the eyes may “overshoot”
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Figure 6.2: We infer the gaze target by analyzing the character’s scene view at the
end of the gaze shift (1). The gaze target is more likely to be located along the
head movement direction (directional term, 2), on an object labeled as important
(importance term, 3), or on an object that is about to be touched or picked up
(hand-contact term, 4). We average these probability terms and find the target at
the global maximum (5).

x x and line up with a point further along the movement path. Therefore, from
the path (xs , x x ) we extrapolate a path extending to the point xOMR , which lies on
the edge of the eyes’ motor range (OMR), beyond which the eyes cannot move
(Figure 6.2b). pd (x) has the maximum value of 1 along the path (x x , xOMR ) and
linearly falls off to zero with distance from the path.
We compute the probability fall-off as follows. Let v be the vector pointing
from the eye centroid to the current point x in the projection space. Let x0 be the
projection of x onto the line (xOMR and v0 the vector from the eye centroid to x0 .
The probability at x is computed as:

pd (x) =


1 −
0

φ
OMR

iff φ ≤ OMR

(6.7)

otherwise

where φ is the angle between vectors v and v0 . OMR value is between 45 deg and
55 deg for humans.
Note that we do not set pd to zero everywhere outside the OMR region. Due to
variability in human OMR and differences between the capture environment and
the virtual scene, the gaze target may actually lie outside the character’s OMR. By
allowing non-zero probability beyond that range, we allow our algorithm to pick
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up the gaze target even in such cases.
Importance term
he importance term, pi (x), increases the probability of placing gaze target handles on important objects and characters (Figure 6.2-3). Let Ωi be the (possibly
discontiguous) region in the projection space occupied by projections of all the
visible, important objects. The importance term is computed as:

| v · n |
pi ( x ) =
0

iff x ∈ Ωi

(6.8)

otherwise

v is the vector from the eye centroid to the current projection point x and n is
the object’s surface normal at that point. We use the dot product to increase the
probability of placing gaze target handles on the more salient parts of the object’s
surface rather than along the silhouette.
Hand contact term
The hand contact term, ph , increases the probability of placing gaze target handles
on an object that the character is about to pick up or touch. As shown in studies
of human eye-hand coordination Johansson et al. (2001), gaze toward the object is
most likely to occur 1 second before hand contact, though it may begin 3 seconds
before and end up to 0.6 seconds after. We use this rule to compute our probability
term. If t x is the current time in the motion (corresponding to fixation start frame
f x ) and th is the start time of a hand contact with an object (obtained from hand
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contact annotations), then probability of gaze toward that object is:

ph,0 =




0




 t x − t h +3

2
t x − t h +1



 1.6



0

t x < th − 3
t x ≥ th − 3 ∧ t x < th − 1
t x ≥ th − 1 ∧ t x < th + 0.6

(6.9)

t x ≥ th + 0.6

We define Ωh to be the region of the projection space occupied by the handled
object. The hand contact probability term (Figure 6.2d) is computed as follows:

ph (x) =


p

h,0

| v · n | iff x ∈ Ωi

0

(6.10)

otherwise

This is similar to the importance term, except that maximum probability is scaled
by ph,0 .
Implementation
To achieve reasonable computation time, we compute gaze target probabilities
on the GPU. We render the scene in multiple passes using a wide-angle camera
located at the character’s eyes and pointed in the same direction as the head. On
each pass, we compute one of the probability terms pd , pi , and ph in a shader
program. We blend the terms to get the final probability p T . We then retrieve
the render texture containing p T and do a linear search for x T . Finally, we use a
raycast through x T to determine the gaze target’s 3D position and the scene object
to which it is attached.

Computing Alignment Parameters
Having inferred all the gaze instances and their targets, we also compute the
values of the head and torso alignment parameters, α H and α T . When humans
shift their gaze, they may also reorient their head or torso toward the target,
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which affects how the gaze shift is perceived by others. For example, looking at
something out of a corner of the eye signals a lower level of attention than when
turning the head to face the target fully.
Our gaze synthesis approach (Section 6.3) allows the animator to control the
amount of head and torso reorientation using the alignment parameters, α H and
α T , and thus obtain a greater variety of gaze shifts. Parameter values range from 0
to 1, where 0 specifies minimal reorientation, while 1 fully aligns the head or torso
with the target (Figure 3.1). During gaze inference, we compute the values of the
alignment parameters that match the postures encoded in the original motion.
The animator can then edit the postures by hand-editing the alignment values
(Section 6.4).
Knowing the timing and target of each gaze shift, we can analytically estimate
the head and torso alignment values by effectively reversing the procedure for
gaze shift target directions computation, depicted in Figure 3.6. Let f s be the start
frame and f x the end frame of the gaze shift. The torso rotates from the orientation
qsT and stops at q Tx . We set the character to the start pose and compute qfull,T ,
which is the orientation which would fully align the torso joint with the target
(corresponding to α T = 1), and qmin,T , which is the minimal torso orientation
(corresponding to α T = 0). Next, we project q Tx onto the arc defined by orientations
qsT and qfull,T —we denote this projected orientation q T,proj . Finally, we compute
α T as:
αT =

∠(q T,proj , qmin,T )
∠(qfull,T , qmin,T )

(6.11)

The procedure for computing α H is analogous.

Evaluation
The purpose of gaze inference is to infer an editable gaze behavior that fits the
character’s body motion and scene. This involves (1) detecting key gaze shifts
in the original motion and (2) inferring gaze target handles on important objects.
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We have evaluated the effectiveness of the gaze inference component on both
criteria, while using motion capture, eye tracking, and human annotation data as
ground-truth.
Data Collection
We acquired ground-truth body motion and eye tracking data using a Motion
Analysis optical motion capture system and SMI Eye Tracking Glasses. We
recorded nine scenes, in which the actor engaged in activities with rich gaze
behaviors: environment interactions, locomotion, two-person conversation, and so
on. The cumulative length of all the motions was 6:46 minutes. Next, we had two
human coders annotate gaze shifts and important gaze targets in each scene. For
gaze shift annotations, the coders were instructed to visually analyze body motion
kinematics and mark gaze shift start and end times. For gaze target annotations,
we selected five scenes that involved extensive gaze toward important objects,
with a total length of 4:57 minutes. From the eye tracker video, we extracted
representative image frames for each fixation detected by the eye tracker. Finally,
we instructed the coders to annotate the gaze target in each image. For example,
for the StealGem scene, any frame showing gaze toward the gem object was
marked “Gem.”
Results: Gaze Instances
Out of the total motion dataset, 2:30 minutes were annotated by both coders,
allowing us to compute intercoder agreement. We first identified pairs of overlapping gaze shift annotations in both datasets. We found that 81% of the gaze
shifts in the first dataset had a match in the second dataset, and 90% of the gaze
shifts in the second dataset had a match in the first dataset. Next, we measured
correlation of gaze shift start times and end times between the two datasets using
Fisher’s formula for intraclass correlation Fisher (1925). We obtained r = 1.00
for both start and end times, indicating very high correlation between the coders’
estimates of gaze shift timings.
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Sensitivity

r (ts )

r (te )

WindowWashing

86%

1.00

1.00

WalkCones

58%

0.99

0.99

BookShelf

84%

1.00

1.00

StealDiamond

80%

1.00

0.99

WaitForBus

97%

1.00

1.00

StackBoxes

69%

1.00

1.00

100%

1.00

1.00

MakeSandwichDemo

81%

1.00

1.00

ChatWithFriend

58%

1.00

1.00

Scene

MakeSandwich

Table 6.1: Results of gaze instance inference evaluation

We used a similar approach to measure the accuracy of gaze instance inference.
First, we identified pairs of overlapping gaze shifts in the inference output and
ground-truth annotations. Next, we computed the sensitivity of gaze instance
inference, which is the percentage of ground-truth gaze shifts that had a match in
the inference output. This measure is significant because it tells us how effective
the inference method is at picking up key gaze shifts. Finally, for the pairs of
overlapping gaze shifts, we computed Fisher’s r as a measure of correlation of
their start times (ts ) and end times (te ), respectively. Table 6.1 shows the evaluation
results for all nine scenes.
For the ChatWithFriend scene we found that our method achieved relatively
low sensitivity. This scene depicts a character standing and conversing with
another person. Most of the gaze shifts are conversational gaze aversions involving
subtle head movements, which may be difficult to detect using our method.
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Results: Gaze Targets
As with gaze shift annotations, we had our coders independently annotate an
overlapping portion of the dataset that was comprised of three scenes with a total
length of 2:32 minutes. We calculated Cohen’s κ as the measure of inter-coder
agreement; κ ranged from 0.93 to 1.00, indicating very high agreement.
Next, we evaluated the accuracy of gaze target inference as follows. Our analysis included only gaze instances toward important scene objects and characters.
For each gaze instance in the inference output, we searched for overlapping fixations in the ground-truth data. If there was at least one fixation where the target
label matched the inferred target for that instance, we counted the instance as
correct. The percentage of correctly inferred instances served as inference accuracy.
Accuracies for the five scenes were as follows: BookShelf (63%), StealDiamond
(100%), StackBoxes (50%), ChatWithFriend (83%), and MakeSandwichDemo (82%).
Low accuracy of the StackBoxes scene may be due to errors in ground-truth data,
as the scene involved downward glances toward boxes carried by the actor, which
may have lain beyond the field of view of the eye tracker camera.

6.3

Gaze Synthesis

Given a gaze behavior specified as a sequence of instances, the gaze synthesis
component produces a gaze motion and adds it to the character’s body motion. To
synthesize plausible gaze shift movements toward each target, we adapt the gaze
shift synthesis model described in Chapter 3. In this section, I give an overview of
the modifications to the model required to support highly varied body motions.
I also describe a blending scheme for combining the pose output by the model
with the original body motion.

Synthesis of Gaze Kinematics
The gaze shift model is implemented as a feed-forward system generating rotational motion of the eyes, head, and torso joints toward a gaze target T. Kine-
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matics of the eye, head, and torso movements are described by velocity profiles
parametrized by peak velocities, vmax,E , vmax,H , and vmax,T . Peak velocities depend
linearly on gaze shift amplitude—the further the body parts need to rotate to align
with the target, the faster they move. Two other important kinematic properties
are the head and torso latency times, τH and τT . The head and torso usually do
not begin moving toward the target at the same time as the eyes, but lag behind
by their respective latency. Latencies also linearly depend on gaze shift amplitude.
To synthesize the pose at a given frame f , at which there is an active gaze
instance G = ( f s , f x , f e , T, α H , α T ) ( f s ≤ f ≤ f e ), we invoke the gaze shift model
and supply it the gaze target position, p T , and head and torso alignments, α H
and α T . p T determines the direction in which the body parts will rotate, while
the alignment parameters determine how much the head and torso contribute to
the overall movement. From these parameters, the model computes for each body
part: the target direction vector needed to bring the body part into alignment with
the given target; the rotational amplitude of the gaze shift for that body part; peak
velocity; body part latency. Having computed the required kinematic parameters,
the model synthesizes the gaze shift as rotational movements from toward the
target.
Since key kinematic parameters (velocities and latencies) are computed from
amplitude, the gaze shift’s kinematics very much depend on the target position
relative to the character. When adding a gaze shift to a character that is moving relative to the target (e.g., walking and turning), we must compute these
parameters based on the target’s projected position at the end of the gaze shift
to avoid implausible gaze shift kinematics. Our solution is to supply the gaze
shift model with an additional parameter ∆p T —the relative target translation due
to root movement over the course of the gaze shift. We apply this translational
offset to the target position: p0T + p T + ∆p T . The adjusted target position p0T is
used for computing initial kinematic parameters—amplitudes, peak velocities,
and latencies—resulting in more plausible kinematics.
Computing ∆p T is straightforward. Let p R,0 and q R,0 be the world-space
position and orientation of the character’s root at the start of the gaze shift (frame
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f s ). Let p R,1 and q R,1 be the root position and orientation at the end of the
gaze shift (frame f x ). Finally, let p T be the gaze target position. Relative target
translation is then:
1
∆p T = p R,0 + (q−
R,1 q R,0 )( p T − p R,1 ) − p T

(6.12)

Gaze Motion Blending
At each frame f , the gaze shift model outputs a head and torso posture as a set of
f
joint orientations, q j , where j is the joint index. We blend this posture with the
f

character’s current pose (encoded in the original motion), q0,j . Thus we get the
blended pose:
f

f

f

qblend,j = slerp(q0,j , q j , w f )

(6.13)

To compute the blend weight, w f , we devised a scheme that achieves two properties: (1) preserves as much of the original motion as possible, and (2) ensures
smooth transitions from unconstrained gaze to constrained gaze and vice versa.
f f
Therefore, the blend weight has two components: w f = w1 w2 .
We compute the first component using the cosine of the angle between the
f
original and gaze orientation at the current frame: w1 = 1 − cos φ f , where
f
f
φ f = ∠(q0,j , q j ). We clamp this value to 1 for φ f > 90 deg. If a gaze instance
is unedited, then the output gaze direction from the gaze shift model will be
approximately the same as in the original motion, the blend weight will be close
to 0, and the original pose will be unmodified. On the other hand, if we change
the gaze target for the instance, the model output will diverge from the original
motion and its influence on the final pose will increase, allowing the character’s
gaze to reach the new target. This scheme allows us to automatically control
the trade-off between procedurally synthesized and the more expressive, original
motion data. We also allow the animator to fix or keyframe the value of w1 and
thus exercise more control over the result.
f
The second blend weight component, w2 , ensures smooth transition at the
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boundaries between constrained and unconstrained gaze. Gaze instance specification can contain gaps between two adjacent instances. During these gaps, no
gaze is synthesized and the original motion is unchanged. When we have a gaze
instance, G = ( f s , f x , f e , . . .) following such a gap, we need to smoothly blend in
f
gaze controller output: w2 = −2t3 + 3t2 , where t = ( f − f s )/( f e − f s ). Similarly,
we employ the inverse scheme to blend out of a gaze instance preceding a gap.
f
The blended pose qblend,j is also the final pose, unless the body part is the
torso and there are active end-effector constraints. If torso movements introduced
by the gaze shift model violate the constraints, we correct the torso pose using an
IK solver adapted from prior work (Shin et al., 2001).

6.4

Gaze Editing

The gaze inference component (Section 6.2) estimates an initial gaze behavior,
which is sufficient to synthesize a plausible gaze motion for the current body
motion and scene. However, the animator may wish to make further edits, such as
correcting errors in the actor’s performance, changing the layout of scene objects,
and adjusting gaze to express different personality and intent. Such edits are
challenging to accomplish using a traditional keyframing workflow. We make
them easier by relying on a model of gaze that abstracts away kinematic details of
eye, head, and torso movements, and provides a set of convenient gaze editing
operations. We also provide a graphical tool for performing these operations.

Editing Operations
Our approach allows the following editing operations: (1) editing where the
character is looking by moving gaze targets or scene objects to which they are
attached; (2) directly editing the parameters of specific gaze instances, such
as setting a different gaze target; (3) adjusting head and torso posture using
alignment parameters; (4) changing the timing (start and end frames); (5) adding
new gaze instances; and (6) removing existing ones. For all these operations, the
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synthesis component (Section 6.3) automatically synthesizes the gaze animation
that matches the new specification.
Implementing operations 1–3 is straightforward, as they change specific properties of the gaze instances, while changes to the animation are effected by the
synthesis component. Operations 4–6 change the timing and content of gaze
instances, so we designed them to preserve the validity of the gaze sequence. Two
gaze instances may not overlap, so when adding or extending a gaze instance, we
either trim or remove the adjacent gaze instances. Gaze instances must have a
minimal length (0.3 seconds by default), as executing a gaze shift requires time.
If trimming a gaze instance would shorten it below that threshold, it is instead
removed. Finally, removing gaze instances may introduce gaps into the gaze
sequence, where the character’s gaze is unconstrained. At the beginning of such a
gap, we automatically insert a new gaze instance that realigns the gaze direction
with the original motion and simultaneously blends out the gaze animation (as
described in Section 6.3), thus ensuring smooth transition to the original motion.

Editing Tool
We have implemented the gaze editing operations in a plugin for the Unity
game engine2 . Most of the system functionality, including gaze inference and
animation playback and blending, is implemented as Unity Editor scripts. The
main synthesis functionality—gaze shift model and IK solver—are implemented
as Unity components and attached to character models in the scene.
Gaze editing operations are exposed as graphical controls integrated in the
Unity Editor interface. Figure 6.3 shows the main gaze editing controls. Gaze
targets are visually indicated in the scene view (1). The current sequence of
gaze instances is indicated as a directed polyline connecting the gaze targets (2).
The animator can use the timeline control (3) to play or scrub along the current
animation. If there is a gaze instance active at the current frame, the corresponding
polyline segment is highlighted (4). Positions of the alignment handles (5) along
2 http://unity3d.com/
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1

3

7

6
Figure 6.3: Screenshot of the gaze editing interface: (1) gaze targets; (2) gaze
sequence polyline; (3) timeline controls; (4) currently active gaze instance; (5)
alignment parameter handles (H: head alignment; T: torso alignment); (6) gaze
editing operations; (7) the “Apply” button, which synthesizes the edited animation;
and (8) widget for moving a selected object or gaze target.

the segments are proportional to the value of alignment parameters in the current
gaze annotation (0-1 range); the animator can edit alignment values by clicking
and dragging the handles. Buttons below the timeline (6) invoke gaze editing
operations, such as adding a gaze instance starting at the current frame, or
removing the currently active gaze instance. When the animator is satisfied with
the edits they have made, they can click the Apply button (7) to synthesize the
new gaze animation.
Gaze targets are implemented as tagged, dummy objects parented to scene
objects and visually indicated in the scene view (Figure 6.3, 8). For example, there
is a gaze target object attached to the gem in Figure 6.3. A large object can have
multiple targets attached at different locations. Spatial editing of gaze can be
done either by directly selecting and moving gaze target handles or by moving
the scene objects to which they are attached. The latter method allows large-scale
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edits—all gaze shifts toward affected targets will adapt to their new locations.

Results
Our gaze authoring approach can produce believable results while requiring less
labor and skill than traditional methods. An experienced animator must set many
keyframes to add eye movements to a body motion, while our system can add an
equivalent amount of animation automatically. Manually adding a new gaze shift
to an existing gaze animation requires setting multiple keyframes on each of the
eye, head, and torso joints, whereas our tool can accomplish the same result in
a single operation. Much of the challenge in producing high-quality animation
comes from getting the timing right—each keyframe needs to be placed with great
care. Our tool greatly reduces this burden—the gaze shift model implements the
kinematics of human gaze and automatically computes relative timings of eye,
head, and torso movements that result in natural motion.
Figure 6.4 shows several examples of gaze animation created using our approach, excerpted from the supplemental video. Each example consists of two
rows of images showing two versions of the same scene. Example 1 (WalkCones)
demonstrates the effects of adding inferred eye movements to a walking motion.
The eye movements make the character more lifelike and anticipate changes in
trajectory. Example 2 (DrinkSoda) shows a story edit where a new character is
introduced and the other two characters are made to gaze at her. In Example 3
(MakeSandwich), the character making a sandwich is made to look at the camera
after adding each ingredient to increase the viewer’s engagement. In Example 4
(WaitForBus), we prevented the character from checking his watch by removing
the corresponding gaze instance and constraining his arm. Examples 5 and 6
show how we can use gaze edits to change the character’s personality. Example
5 (ChatWithFriend) contrasts two versions of a first-person conversational scene,
one where the character unsettlingly stares at the camera and another where it
looks away uncomfortably. In Example 6 (HandShake), we made the character
appear standoffish by having him look away during the handshake.

3

Original

Inferred

Before Edit

After Edit

4

Before Edit
After Edit

5

2

Figure 6.4: Example motions generated using our system.
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6.5

Evaluation

The goal of this work is to reduce the effort required to produce high-quality
gaze animation modeling the gaze behavior as an automatically inferrable, easily
editable sequence of gaze instances. We conducted a three-part evaluation of
our approach. The first part assessed the amount of effort required to author
gaze animation to confirm that our approach saves animator time and effort. The
second part assessed whether this reduction in effort came at the expense of
animation quality. The third part evaluated the effects of gaze editing on viewers’
understanding of the scenario to show that the our approach allows animators to
tell a new story through changes in the characters’ attending behaviors.

Authoring Effort
We evaluated authoring effort in two ways. First, we assessed the effort required
to add eye animation to a captured body motion without modifying the motion
itself, which our tool can do automatically. We asked two experienced animators
to add eye movements to seven scenes, originally captured for the evaluation
of the gaze inference approach (Section 6.2), with a cumulative length of 2:36
minutes. Both animators used Autodesk MotionBuilder, where they set up a
gaze IK rig that they keyed to create the desired eye movements. We measured
authoring effort using two metrics: (1) time taken and (2) number of keys set. We
found that the task required on average 25 minutes and 86 keys for each minute
of animation. By contrast, our system can synthesize an equivalent amount of
eye animation automatically, requiring on average 1.50 minutes of computation
per minute of animation. This does not include the time needed to manually
label important objects in the scene, which typically takes less than a minute. We
note that the labeling effort scales much better with scene complexity than does
specifying the target of each gaze shift directly, because objects are often gazed
at multiple times. Moreover, large objects—such as other characters—often have
multiple parts that get looked at, so they require multiple target handles.
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Scenario

Traditional

Our Approach

Time

# keys

Time

# ops

10:40

19

3:11

8

StealGem

1:29

9

1:30

4

DrinkSoda

9:05

43

3:51

9

10:43

33

4:05

13

HandShake

MakeSandwich

Table 6.2: Gaze editing effort: traditional vs. our approach.

Second, we assessed the effort required to edit gaze animation in a scene
that already contained eye movements. An experienced animator was instructed
to make the following edits: (1) introducing gaze aversion in a two-character
interaction scene (HandShake), (2) removing gaze toward an object in a scene
that involved interaction with the environment (StealGem), (3) introducing gaze
toward a new character in a multi-character interaction scene (DrinkSoda), and
(4) introducing gaze toward the camera in a scene that involved interaction with
the environment (MakeSandwich). All of the edits involved changing not only
eye movements, but also head and (in some cases) torso posture. To accomplish
the edits, the animator used layering and keyframing features in MotionBuilder.
Additionally, a novice animator authored the same edits using our gaze-editing
tool. As before, we measured the time taken and number of operations required.
For MotionBuilder, the latter is equivalent to the number of keys set, while for our
tool it refers to the editing operations discussed in Section 6.4. Our measurements,
reported in Table 6.2, indicate that our approach requires 1/3 of the time and
number of operations required to achieve equivalent edits using traditional motion
editing.

Animation Quality
To evaluate the effect of our authoring approach on perceived quality of produced
animation, we conducted a human-subjects experiment. We compared our ap-
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proach to alternative methods for animating character gaze, including no eye
animation, eye movements recorded using an eye tracker, and hand-authored
gaze. We showed participants pairs of videos of a motion-captured character
performing various actions and asked them to choose the one they thought had
superior animation. The videos in each pair were identical in every way except the
gaze animation method. Different methods corresponded to the following study
conditions: (1) no gaze, (2) recorded gaze (using an eye tracker), (3) hand-authored
gaze, and (4) synthesized gaze (our approach).
Hypotheses
We hypothesized that (1) synthesized gaze would be preferred over no gaze; (2)
synthesized gaze would be preferred over recorded gaze; and (3) synthesized gaze
would be seen as non-inferior to hand-authored gaze. Hypothesis 2 is motivated
by the consideration that raw eye-tracking data is noisy, non-trivial to map to
an animated character, and often incorrect with respect to scene requirements.
Hypothesis 3 reflects the expectation that our approach can reduce authoring
effort without compromising quality.
Design
The experiment involved three separate studies, each of which tested one of
the hypotheses. Each study consisted of five task trials and followed a withinparticipants design, wherein the participants were asked to choose between videos
in synthesized gaze and one of the other conditions. Video pairs were presented to
the participants in a randomized order.
Stimuli
Experiment stimuli included 5 × 4 video clips (five scenes, each in four conditions)
of a character animated using motion capture. The animations were 9 to 14
seconds in length. We created the no gaze condition videos by extracting segments
from original scenes created for the evaluation of our gaze inference method
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(Section 6.2.) The scenes included ChatWithFriend, MakeSandwich, StackBoxes,
StealGem, and WalkCones. The videos in the hand-authored gaze condition were
created by extracting the same segments from the scenes created for our evaluation
of authoring effort (Section 6.5). The videos in the synthesized gaze condition
resulted from applying gaze inference to the segments. To create the recorded gaze
condition, we generated eye animations directly from eye-tracking data.
Measures
Our experiment had the following subjective measures: (1) perceived animator
competence, (2) realism, and (3) communicative clarity. The measures were implemented as binary-choice questions presented at each task trial as follows: (1) “On
which video did the animator do a better job?” (2) “In which video were the
character’s movements more realistic?” (3) “In which video did the character
communicate more clearly what they were doing?”
Participants
We conducted the experiment online using Amazon Mechanical Turk crowdsourcing service. We recruited 24 participants for each study—a total of 72 participants.
The participants were paid at the rate of $6/hour.
Results
Upon collecting our data, we conducted separate analyses for each study of the
experiment. We aggregated all participants’ binary answers across all the scenes
and obtained, for each condition, the count of how many times it was chosen over
its counterpart in each measure. Then we compared the counts using chi-square
tests of goodness-of-fit. The results are described in the following paragraphs and
shown in Figure 5.13. (∗ ) marks significant differences.
The analysis of data from study one found a significant preference for synthesized gaze over no gaze on all measures, χ2 (1, 120) = 6.41, p = .011∗ (animator com-

Animator Competence
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100%

Study 1

Study 2

Study 3

p = .011*

p = n.s.

p = n.s.

No Synth.
Gaze Gaze
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Hand. Synth.
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p = .046*

p = n.s.
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Figure 6.5: Results of the study comparing gaze animation produced using our
approach (synthesized Gaze) to (1) no gaze animation, (2) gaze recorded using an
eye tracker, and (3) hand-authored gaze. The y-axis shows the percentage of trials
in which one condition was chosen over the other.
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petence), χ2 (1, 120) = 3.99, p = .046∗ (realism), and χ2 (1, 120) = 5.54, p = .019∗
(communicative clarity). These results support Hypothesis 1.
Data from the second study showed that synthesized gaze was not significantly
preferred over recorded gaze in any of the measures, χ2 (1, 120) = 0.83, p = .362
(animator competence), χ2 (1, 120) = 2.12, p = .145 (realism), and χ2 (1, 120) =
0.53, p = .466 (communicative clarity). These results do not support Hypothesis 2.
In study three, we tested Hypothesis 3 using the Wald test of non-inferiority
with the margin σ set to 0.07, following guidelines from literature (Ng, 2001). Synthesized gaze was not seen as non-inferior to hand-authored gaze on either animator
competence (χ2 (1, 120) = 0.000, p = 1.000), realism (χ2 (1, 120) = 0.048, p = .827),
or communicative clarity (χ2 (1, 120) = 0.256, p = .513). These results do not
provide support for Hypothesis 3.
In a post-hoc exploratory analysis, we investigated the potential reasons for
the lack of support for Hypothesis 2, as the findings contrasted our qualitative
observations. This analysis focused on how recorded and synthesized gaze
differed across different scenarios in order to determine whether or not our
approach had a differential effect on different scenes. We found that scene type
had a significant effect on participants’ choice of recorded gaze in all measures, e.g.,
χ2 (4, 55) = 25.04, p < .0001∗ for the “animator competence” measure. Further
inspection showed that scenes with a close-up of the character benefited the
most from our synthesized gaze approach, likely due to greater saliency of gaze
cues. The differences between approaches were indiscernible in scenes where the
character’s eyes were small on the screen and other motion components dominated.
An illustrative example is the ChatWithFriend scene, which was always chosen in
synthesized gaze condition over recorded gaze in animator competence and realism
measures, and 23 times out of 24 in communicative clarity.
Study results suggest that adding eye animation using our approach leads
to improvement in the perceived quality of the animation over having no eye
animation at all. Our approach also seems to afford benefits over recorded eye
motion data in scenes where gaze behavior is perceptually dominant. However,
evidence suggests that the use of our approach incurs a small loss of quality
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compared to expert-crafted animation.

Editing Effectiveness
We conducted another study with human participants to evaluate the effectiveness
of our gaze editing approach. We used our gaze editing tool (Section 6.4) to
edit the inferred gaze behavior in four scenarios. In the original scenarios, the
character spent a substantial portion of time focusing on a scene object or another
character. We edited their gaze so they would focus more on another object or
character instead. We showed the videos of each scenario to participants and
had them estimate the amount of time the character focused on each object. The
two versions of the video were identical in every way except the character’s
gaze behavior. We hypothesized that participants’ estimates of the character’s
focus time would be significantly different in the edited scenario compared to the
original scenario.
Design
The experiment followed a between-participants design to minimize transfer
effects. There were two conditions: original gaze, which showed the scenarios with
inferred, unedited gaze behavior, and edited gaze, which showed the scenarios with
edited gaze behavior. In each condition, the participant experienced four trials of
the task, one for each scenario. The scenarios were presented to the participants
in a randomized order.
Stimuli
Experiment stimuli were 4 × 2 video clips (four scenarios, each in two conditions)
of one or more characters animated using motion capture, 1 to 15 seconds in
length. We created the original gaze condition videos by extracting segments from
the scenarios created for the gaze inference evaluation (Section 6.2.) The scenarios
were: HandShake, MakeSandwich, DrinkSoda, StealGem. We added eye gaze
animation to the scenarios using our gaze inference approach. Next, we created
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the edited gaze condition videos by editing the gaze behavior of a character in each
scenario. The edits involved introducing additional gaze shifts and fixations of
another object or character, which is looked at infrequently or not at all in the
original scenario. The following edits were performed:
1. HandShake – In the original scenario, the green character mostly looks at
the blue character. In the edited scenario, we have the green character look
down at the floor instead.
2. MakeSandwich – In the original scenario, the character looks either at the
tabletop or off to the side. In the edited scenario, we have them sporadically
look at the camera.
3. DrinkSoda – In the original scenario, the blue character mostly looks at the
green character. In the edited scenario, we have the blue character look at
the pink character as well.
4. StealGem – We introduced a second, yellow gem into this scenario for the
purposes of the current experiment. In the original scenario, the character
only looks down at the red gem. In the edited scenario, the character looks
at the yellow gem instead of the red gem.
Measures
The experiment had two objective measures per each scenario, for a total of 8
measures. The per-scenario measures were participants’ estimates of the time
spent by the character focusing on one of two objects/characters in the scene.
Each focus time was measured as the percentage of total time in the scenario.
The participants specified their estimates on an 11-point scale, with items ranging
from 0% to 100%.
For example, after viewing the DrinkSoda scenario (Figure 6.4), the participants
answered the following two questions (each on an 11-point scale): “How much
was the blue character focusing on the green character?” and ”How much was
the blue character focusing on the pink character?”

141
Participants
We conducted the experiment online using Amazon Mechanical Turk crowdsourcing service. We recruited 24 participants or 12 per condition. The participants
were paid at the rate of $6/hour.
Results
We analyzed the data from each of our eight measures using a two-tailed Student’s
t-test. The results, shown in 6.6, were as follows.
In the HandShake scenario, there was a significant difference in participants’
estimates of focus time on the blue character, t(13) = −5.10, p = .0002. Likewise,
there was a significant difference in their estimates of focus time on the floor,
t(20) = −5.49, p < .0001.
In the MakeSandwich scenario, there was no significant difference in participants’ estimates of focus time on the tabletop, t(21) = −0.81, p = .4227.
However, participants in the edited gaze condition did give marginally higher
estimates for focus time on the camera than those in the original gaze condition,
t(22) = 1.94, p = .0065.
In the DrinkSoda scenario, there was a significant difference in participants’
estimates of focus time on the green character, t(13) = −8.27, p < .0001, as well
as their estimates of focus time on the pink character, t(14) = 9.46, p < .0001.
In the StealGem scenario, participants’ estimates of focus time on the red
gem were marginally lower in the edited gaze condition than in the original gaze
condition, t(18) = −2.06, p = .054. There was no significant difference in their
estimates of focus time on the yellow gem, t(22) = 0, p = 1.
Overall, these results suggest that our gaze editing approach is effective in
that it allows a novice to modify the gaze animation of a character and obtain a
scenario that is interpreted differently by naı̈ve viewers.
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Figure 6.6: Results of the study evaluating the effectiveness of gaze edits performed using our tool. Each chart shows the participants’ estimates of one
character’s focus times on two objects/other characters in the scenario, contrasted
among the two conditions: Original Gaze (gaze inference output) and Edited Gaze
(character’s gaze edited using our tool.)
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6.6

Discussion

The current chapter has proposed a novel approach for scalable authoring of gaze
animation in non-interactive scenarios. The approach is based on the idea of
modeling the gaze behavior as a sequence of gaze instances, representing gaze
shifts toward targets in the scene. We have shown how this representation can be
automatically inferred from the body motion and scene geometry, producing an
initial gaze motion that can be refined further through manual editing. We have
also described a convenient gaze editing approach which takes advantage of the
representation’s two key properties: abstraction of gaze pose and timing details,
and anchoring the gaze behavior in the scene via target handles. Finally, we have
described how plausible gaze motion can be synthesized from this representation
and added to the original motion.
As shown in the evaluations, the proposed approach can substantially reduce
the labor and skill required to author gaze animation compared to traditional
tools, allowing much better scalability of authoring effort in relation to scenario
complexity and scene changes. Even a novice animator can endow characters with
gaze at an acceptable level of quality, and it can also serve as a labor-saving tool
for skilled animators by providing them with a first-guess animation they can edit
further. In particular, the approach has potential applications in domains where
quantity and speed of animation production are important considerations, such
as television animation or animation of background and midground characters in
film and games.
The gaze authoring approach could be extended in several ways. First, we focus
on modeling only directed gaze. Although other human gaze movements such as
smooth pursuit, saccades, and conversational aversions are not explicitly simulated
in our system, they can be reasonably approximated as directed gaze. Others, such
as eye blinks, co-occur with directed gaze and are important for expressiveness. In
the current implementation of our approach, we add probabilistically generated
eye blinks and saccades to the synthesis output in a post-processing step in order
to achieve more expressive results. Blinks are generated following the model
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proposed by Peters and Qureshi (2010), and saccadic gaze is based on the Eyes
Alive model (Lee et al., 2002).
Second, while our gaze inference approach is sufficient to obtain a plausible
gaze behavior that can serve as a starting point for editing, its accuracy and
sensitivity could be improved further. Probabilistic formulations used for gazeevent and -target inference can be extended in many ways; for example, heuristic
terms can be replaced by priors learned from ground-truth data. Saliency-based
methods for idle gaze (e.g., Peters and O’Sullivan (2003)) could be utilized to refine
the output of target inference. Recorded eye movements—if available—could be
utilized for the same purpose. Support for tasks that involve object interactions
could be enhanced by introducing target inference terms for other significant
kinematic events besides hand contact start (Johansson et al., 2001). Moreover, the
gaze-inference approach need not be restricted to non-interactive scenarios and
could be adapted to operate on interactive inputs, allowing its use for predicting
user attention and intent in virtual reality and other interactive contexts.
Third, the current editing approach lacks support for specifying whole-body
reorientation. Editing whole-body orientation in conjunction with eye gaze is
challenging since it requires editing the entire underlying body motion, which
involves root movements and complex patterns of end-effector constraints. Existing methods such as motion path editing (Gleicher, 2001a) may provide a good
starting point for implementing such features.
The current implementation of the system in Unity serves as an adequate proof
of concept, but its utility to artists would be increased by integration with commonly used 3D-animation software such as MotionBuilder or Maya. Furthermore,
the system does not provide truly interactive editing due to the limitations of the
synthesis approach. While our gaze shift model (Chapter 3) generates biologically
plausible movements, its feed-forward design and parametrization based on relative head and torso alignments necessitate re-synthesis of the entire motion from
the beginning to the end to obtain the exact editing result. To achieve interactive
performance, alternative methods for motion synthesis must be explored. While
the complexity of the gaze shift model precludes a closed-form formulation, a
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simplified version of the model could be designed that would allow exact pose
computation on a per-frame basis.
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7

discussion

Human attending behaviors involve movements of the eyes, head, and body, and
they play a number of important communicative roles in human perception, social
interaction, and cognition. The communicative effectiveness of these behaviors
comes from their remarkable kinematic variability: quick eye saccades, eye-head
shifts, upper-body and whole-body reorientations are movements with similar
kinematic profiles, yet they appear very different and induce significantly different
effects in communication. Producing convincing animation of such movements on
virtual characters is a challenging problem, both in interactive and non-interactive
contexts. In interactive contexts, we require methods that can synthesize the highly
varied gaze movements in a controllable fashion. These movements then need to
be utilized as primitives for building more complex gaze behaviors that trigger
specific effects in people observing or interacting with the character. Moreover,
since virtual characters can differ morphologically from realistic humans, we
require methods that can adapt the kinematics of humanlike gaze movements
to account for morphological differences. In non-interactive, authoring contexts,
the challenge also lies in animator skill and effort required to author high-quality
gaze movements. This challenge is compounded by the poor scalability of manual
authoring with respect to scenario complexity and scene changes. Traditional
animation authoring methods, such as keyframing and IK, do not ensure good
scalability on any of those dimensions.
This dissertation posits that the problem of creating effective attending behaviors on animated characters can be solved more easily by modeling those
behaviors as sequences of directed gaze shifts. To prove this thesis, we contributed
several methods for synthesis of directed gaze shifts, a new conversational gaze
mechanism for virtual agents, a workflow and tool for authoring directed gaze
animation, and a set of empirical insights about directed gaze as a model for
interactive and non-interactive gaze behaviors. An overview of the contributions
is given in Table 7.1.
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Category

Technical

Design

Empirical

Contribution

Chapter

Gaze shift synthesis model

3

Stylized gaze

5

Performative gaze

5

Gaze inference from body motion

6

Gaze motion layering

6

Gaze editing approach

6

Gaze authoring workflow

6

Nonverbal signals of conversational footing

4

Gaze shift model synthesizes plausible, communicatively accurate gaze shifts

3

Gaze shifts with more torso reorientation are stronger attention
cues

3

Virtual agents can use gaze and spatial orientation to manage
footing

4

Nonverbal footing signals are effective only in immersive VR

4

Gaze adaptation to stylized characters reduces animation artifacts

5

Stylized and performative gaze adaptations do not impair communicative accuracy or plausibility

5

Human actor’s gaze can be reconstructed from their body motion and scene layout

6

Gaze authoring approach allows novices to create and edit gaze
animation with less effort

6

Animation obtained from the gaze authoring approach looks
plausible

6

Edited gaze animation communicates a different attention distribution

6

Table 7.1: Research contributions from this dissertation.
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In the remainder of this chapter, I discuss potential applications of the methods
and findings contributed in this work, as well as their limitations and possible
directions for future research.

7.1

Applications

Gaze animation methods introduced in this dissertation can be applied to animated characters in a wide range of applications. The gaze shift synthesis model
(Chapter 3) is designed primarily for interactive applications, such as non-player
characters in games, player avatars, and embodied conversational agents, but we
have also integrated it into an animation authoring workflow (Chapter 6). With
its parametric control over head, torso, and whole-body orientation, the gaze shift
model is also uniquely applicable to synthesis of nuanced attending behaviors
that occur in multiparty interactions. One example are the nonverbal footing
signals introduced in Chapter 4, which can be utilized by virtual agents engaging
in multiparty interactions with users in order to influence users’ conversational
contributions. Such behaviors may become an essential component in social experiences built for virtual and mixed reality media, where users are more sensitive
to the spatial arrangement and nonverbal cues of other participants.
Stylized gaze methods (Chapter 5) have the potential to expand the range of
character designs that can be animated by existing gaze models. There are many
reasons why authors might want to employ characters with stylized features: such
characters might be seen as more appealing than realistic, humanlike characters;
they might connect better with the target demographic (e.g., children); their
design might be exaggerated to emphasize specific personality traits, etc. While
online motion retargeting to such characters is still an open problem, the methods
introduced in the current work allow transfer of a specific subset of humanlike
motion—directed gaze.
Finally, one application domain that has hitherto received almost no attention
in gaze animation research has been animation authoring. Even though much
of the facial and body animation seen in today’s computer-generated films is
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captured, eye movements still tend to be hand-authored from scratch. Moreover,
editing the characters’ gaze animation is still accomplished using labor- and skillintensive tools. Chapter 6 introduces an authoring approach designed to assist
in the production of gaze animation in non-interactive contexts, such as game
cutscenes, television, and film animation. In addition to the ability to automatically
add plausible eye animation to captured scenes, the approach enables convenient
authoring and editing of gaze animation by novices. As such, it can serve as
a labor-saving tool for experienced animators to give them a starting point for
gaze animation editing, but it can also enable novices to author gaze animation
at a scale and level of quality that would be beyond their reach using traditional
methods.

7.2

Limitations and Future Directions

Supporting Other Gaze Movements
Directed gaze is not an all-encompassing model of human gaze motion. For
example, it excludes gaze aversions, smooth pursuit, and expressive eye gestures
such as eye-rolls. Some of these movements cannot be even approximately
simulated using our methods—e.g., our gaze shift model can synthesize only
shortest-arc eye movements and as such cannot produce an eye-roll. On the
other hand, some gaze movements are acceptably approximated by our methods.
For example, in Chapter 4, we realize conversational gaze aversions as directed
gaze shifts toward probabilistically selected targets in the environment. Our
gaze shift model can also fixate the character’s gaze onto a moving target as
an approximation of smooth pursuit, which looks plausible when the target
is slow-moving. However, that is not a realistic simulation of human smooth
pursuit. Neuroscience research has shown that smooth pursuit actually consists
of a quick succession of submovements along the moving object’s trajectory. Each
submovement resembles a directed gaze shift and could be synthesized using our
model, but a separate model is required to compute its direction and timing—one
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such model is introduced by Yeo et al. (2012).
The challenges of supporting additional gaze movements on top of directed
gaze go beyond computational modeling of individual movements. Integrating
these movements into our gaze authoring approach would also pose difficulties,
as it would require not just new synthesis methods, but also new movement
parametrizations for editing and a gaze inference model that can automatically
detect the occurrence of these movements in the original motion data (e.g., the
actor’s gaze following a moving object). Future work that strives to achieve a
more complete simulation of human gaze behaviors on virtual characters will
need to tackle these challenges in a principled fashion.

Increasing Gaze Expressiveness
Major advantages of directed gaze as a model of humanlike attending behaviors
are its simple parametrization and uniform nature—the entire behavior is modeled
as a sequence of gaze shifts parametrized by timing, target, and head and torso
alignments. These advantages come with a downside—the resulting behavior
is relatively predictable and lacks expressive variety in eye, head, and body
movements. The lack of variety in head and body movements is less of a problem
in gaze authoring (Chapter 6), where much of the expressiveness is already
encoded in the body motion, but it becomes more noticeable when animating
virtual agents, which can appear robotic as a result. On the other hand, the often
sparse and predictable eye movements yielded by our gaze inference model, while
plausible, do not approach the rich expressiveness seen in professionally animated
characters, where “each new thought triggers an eye movement” (Maestri, 2001).
To improve the expressiveness of the gaze behaviors generated by our models,
we enrich them with probabilistically generated eye blinks and saccades added
in a post-process. We generate the blinks as described by Peters and Qureshi
(2010), while for saccadic gaze we use the Eyes Alive model (Lee et al., 2002).
These behaviors make the character look more lively, but they do not improve its
communicative expressiveness, as they are generated without regard for context or
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high-level state. Saccades in humans reflect changes in cognitive state and speech
content, while blinks correlate with emotion, personality, and alertness. Our
models do not capture these high-level contingencies—they introduce saccades
and blinks based only on the low-level gaze shift sequence. As I discuss further below, more sophisticated modeling may be required to capture the communicative
variety of real human gaze.

Modeling Gaze Contingencies
The focus of this dissertation is on enabling the use of directed gaze shifts as
building blocks of more sophisticated gaze behaviors and as a primitive for motion
editing. Automatic production of communicatively effective gaze patterns is the
task of high-level gaze models. Although such models are not the primary focus
of the current work, two are nonetheless contributed: a gaze model for virtual
agents engaging in multiparty interactions (Chapter 4) and a model for gaze
behavior inference from a captured body motion and scene (Chapter 6). Future
work should explore building other models that use directed gaze shifts as units
of behavior. Example use cases where directed gaze is a good abstraction are
various conversational mechanisms (e.g., configuring the conversational formation,
turn-taking, intimacy regulation), attention in visually-guided tasks, attending
behaviors in crowds, and idle gaze.
Many prior gaze models—including the ones in this dissertation—generate
gaze sequences using relatively simple stochastic-heuristic methods. These methods do not always adequately capture the complexity of human attending behaviors. Part of the problem is that humans do not produce gaze cues in isolation,
but in coordination with other behaviors, such as speech, facial expressions, hand
gestures, proxemics, locomotion, etc. A gaze cue produced at the wrong time
or toward the wrong target may look implausible and communicate the wrong
meaning. In order to look plausible and communicate effectively, an animated
character must display gaze cues that match other aspects of its visible and audible
behavior. The multitude of behavioral contingencies are not adequately modeled
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by heuristic rules and low-order statistics utilized in many current models.
To achieve more plausible and effective gaze behaviors, future work should
investigate more sophisticated probabilistic models learned from human behavior
data. Markov models, Dynamic Bayesian Networks (DBN), and reinforcement
learning can capture temporal contingencies among different behavioral modalities, as well as their relationships to the current communicative context, which
makes them potentially well-suited for gaze behavior synthesis. In particular,
Markov Decision Processes (MDP) and reinforcement learning may be suitable
when the character’s high-level state is fully or partially known (observable). This
is usually the case with autonomous agents, whose attention, communicative
intent, and cognitive state are computationally modeled. Models such as Hidden
Markov Models (HMMs) and Dynamic Bayesian Networks (DBN) are appropriate
when the high-level state is unknown, such as when the character is animated
using motion capture data or controlled by a human player using various tracking
devices.

Accounting for User Attributes, Character Design, and Scenario
This dissertation has introduced directed gaze as a model of attending behaviors
that generalizes well across different contexts. We have used directed gaze
shifts as building blocks of joint attention signals, multiparty-conversational gaze
behaviors, and an abstraction for gaze authoring. However, there are many factors
within those contexts that our models do not account for, which should affect the
gaze patterns produced by the models. One set of factors are user attributes, such
as gender, personality, and culture. There are significant cross-gender differences
in gaze perception, which we also detected in our own studies, e.g., in Chapter 4.
Personality is also known to affect gaze patterns—e.g., extroverts engage in
significantly more eye contact than introverts (Rutter et al., 1972). Finally, multiple
studies suggest that people’s gaze usage varies across cultures—e.g., people in
Western cultures initiate more eye contact than those in Eastern cultures (McCarthy
et al., 2006, 2008).
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Similarly, attributes of the virtual character, such as gender, realism, desired
personality, and even species, may affect how people respond to its gaze. Studies
have shown that an embodied agent can motivate a user better by matching its
gaze patterns to the user’s personality (Andrist et al., 2015). Moreover, while
we have introduced methods that account for variations in character design, we
did not extensively evaluate how these variations might modify the social and
cognitive effects of gaze, even though prior research indicates that effects of
embodiment design may be substantial (Parise et al., 1996; Baylor, 2009).
Finally, our models do not account for scenario variations. For example,
the gaze model in Chapter 4 is not a universal model for signalling footing in
multiparty interactions. It is based on data from scenarios involving a lot of verbal
interaction and mutual gaze (Mutlu et al., 2012) and it may not generalize to
scenarios involving (for example) more referential gaze and object manipulation.
To optimize the effects of the character’s gaze behavior on the user, high-level
gaze models should incorporate as parameters the user’s attributes, character
attributes, and scenario type, and they should adapt the output behavior based
on their values. Since these effects are often subtle, accounting for them may
require extensive data collection from an appropriately chosen participant pool.
However, the benefits could be significant. For example, the agent in Chapter 4
could decrease the amount of mutual gaze with female users to avoid making
them uncomfortable, while the gaze inference model (Chapter 6) could make a
character appear more introverted by decreasing the amount of gaze toward other
characters.

Adapting Gaze to User Behavior
Chapter 4 has described a set of gaze and spatial reorientation cues for virtual
agents allowing them to manage conversational footing in interactions with
one or more users. While still preliminary in many ways, this work motivates
the need for virtual agent systems that can effectively engage with users in
multiparty interactions and exposes a number of research challenges. To be
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effective at managing multiparty interactions, agent systems need to use the
information about the users’ engagement intents, attention, and environment
layout, to make decisions about the agent’s positioning, reorientation, and gaze
patterns, such that desired communicative goals are achieved. Possible goals
include: (1) establish and reconfigure the conversational formation to make
optimal use of available space; (2) use appropriate gaze behaviors and proxemics
to maximize users’ comfort level; (3) manage conversational footing to optimize
users’ level of participation and sustain their interest; (4) manage turn-taking to
avoid ambiguities and breakdowns in communication.
A particularly salient lesson from our project is one of the need to make
inferences about users’ intents in order to avoid communication failures and
keep them engaged. Some of the most egregious mistakes committed by the
agent involved cutting off the participant due to an erroneous belief that they
were finished with their utterance. This could have been avoided if the system
possessed a more comprehensive model of turn-taking behaviors, including the
ability to sense the participant’s floor-holding cues such as averted gaze. Similarly,
the experience of female participants may have been negatively affected when the
agent engaged in too much mutual gaze. To avoid such effects, embodied agent
systems should be more sensitive to users’ intimacy-regulating signals—gaze
aversions and interpersonal distance—and adjust their own behavior in response.
Future work should explore how the sensing capabilities afforded by modern
input devices—e.g., head and eye tracking—could be utilized to characterize user
behavior and make appropriate decisions about the agent’s behavior based on
those inferences.

Directed Gaze as a Motion Authoring Abstraction
Chapter 6 has introduced the first animation authoring approach designed specifically for gaze, built around directed gaze as the motion abstraction for authoring.
This abstraction enables animators to specify gaze motion in terms of gaze targets,
head and torso alignments, and gaze shift start times, while individual joints’
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poses and timings are synthesized automatically. As a result, the proposed approach reduces authoring cost, while still producing motion at an acceptable level
of quality.
However, the approach can be improved further in both regards by utilizing
more abstract representations of attending behavior that consider task context
(e.g., face-to-face conversation, collaborative assembly task, crowd locomotion),
target semantics (e.g., speaker, addressee, referenced object), and action intent.
Human gaze often exhibits patterns that are context-specific, directed toward
specific types of targets, and convey specific intents. For example, one such
pattern is used for grounding verbal references to environment objects—when
referring to an object in speech, people look toward the object and back at the
listener. Such patterns could be used as higher-level primitives for gaze motion
authoring (instead of individual directed gaze shifts), allowing more convenient
specification of the character’s gaze behavior.
In many contexts, human gaze patterns are well-described by probabilistic
models, which specify the probability of looking toward a particular target at a
particular time. By utilizing such models, authoring effort could be reduced even
further. The authoring process would simply require the animator to specify the
high-level properties of the task, objects, and characters’ actions, while appropriate
behaviors would be synthesized automatically. However, such models may not
always produce the gaze motion that matches the author’s intent, so it is important
to still allow the animator sufficient control over motion details. Future work on
authoring should explore flexible behavior synthesis formulations that support
both automatic, model-driven synthesis and animator-specified, hard constraints
on the output behavior.

Authoring Multi-Character Attending Behaviors
The gaze authoring approach introduced in this dissertation can produce large
quantities of gaze animation automatically, which makes it potentially advantageous for animating the gaze of groups and crowds of interacting characters.
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However, attending behaviors in such contexts are more complex than simple
eye gaze. Groups of interacting people arrange themselves into conversational
formations (Kendon, 2010), they maintain mutual gaze and interpersonal distance
appropriate to their situation and intimacy level (Argyle and Dean, 1965), and
their gaze patterns reflect a number of joint perceptual, attentional, and socialcognitive processes. These socially significant behavioral patterns are realized
through a variety of complex movements, ranging from eye gaze to postural shifts
and locomotion.
To synthesize such behaviors automatically and enable their convenient editing
entails a slew of research challenges. These include computational modeling of
the principles that govern human social behavior, designing editing handles that
map intuitively to parameters of social interactions, and developing new motion
synthesis and editing methods that can handle complex, multi-character, spatial
and temporal constraints. The methods and designs presented in the current
work represent the first steps toward more comprehensive solutions for creating
large-scale, multi-character, attending behaviors.
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