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Figure 1. We introduce a method for recovering the geometry of parametric 3D scenes, such as the 6D pose of a known object, from a
distributed set of very few (e.g., 15), diffuse (i.e., wide field-of-view) single-pixel ToF Sensors. Methods based on traditional depth
sensors suffer poor performance under a low-pixel-count regime due to their sparse coverage. Our method outperforms a point cloud-based
baseline by utilizing the entirety of data recovered by a diffuse ToF sensor. See Sec. 4.4 for details of the experiment.

Abstract

We aim to recover the geometry of 3D parametric scenes
using very few depth measurements from low-cost, commer-
cially available time-of-flight sensors. These sensors offer
very low spatial resolution (i.e., a single pixel), but image
a wide field-of-view per pixel and capture detailed time-
of-flight data in the form of time-resolved photon counts.
This time-of-flight data encodes rich scene information and
thus enables recovery of simple scenes from sparse mea-
surements. We investigate the feasibility of using a dis-
tributed set of few measurements (e.g., as few as 15 pix-
els) to recover the geometry of simple parametric scenes
with a strong prior, such as estimating the 6D pose of a
known object. To achieve this, we design a method that
utilizes both feed-forward prediction to infer scene param-
eters, and differentiable rendering within an analysis-by-
synthesis framework to refine the scene parameter esti-
mate. We develop hardware prototypes and demonstrate
that our method effectively recovers object pose given an
untextured 3D model in both simulations and controlled
real-world captures, and show promising initial results
for other parametric scenes. We additionally conduct ex-
periments to explore the limits and capabilities of our
imaging solution. Our project webpage is available at
cpsiff.github.io/recovering _parametric_scenes

1. Introduction

Time-of-flight (ToF) cameras such as LiDARs are a key
technology for modern 3D vision, enabling tasks like pose
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estimation, shape reconstruction, and object recognition,
with applications spanning fields such as robotics, aug-
mented reality, and autonomous driving. Most current
methods for inference from ToF imagery depend on dense
3D data, usually represented as a point cloud captured by
high-resolution camera(s). It is generally accepted that a
dense collection of depth measurements (e.g., ToF pixels as
points) is vital for precise 3D vision. While certain applica-
tions do require high-resolution geometry, can some vision
tasks be accomplished with only sparse 3D measurements?

This question is particularly relevant given the recent
emergence of low-cost (< $3 USD per unit), miniature (< 5
mm across) ToF sensors [, 30]. These sensors, already de-
ployed in mobile [41] and wearable applications [9], are
often implemented with a single photon avalanche diode
(SPAD) array [31, 33], featuring very limited pixel counts
(even a single pixel) yet a wide field-of-view (FoV) per
pixel (e.g., 30°). They capture raw ToF data with a tran-
sient histogram—a 1D waveform that encodes the inten-
sity of light returning from the scene at pico-to-nanosecond
timescales, integrated over a pixel’s entire FoV. Tradition-
ally, these histograms are processed into a point cloud by
detecting and converting their peaks into depth estimates.
However, this processing reduces the high-dimensional his-
togram to a single number, eliminating potentially useful
information. Our key hypothesis, inspired by recent stud-
ies [3, 15, 24, 32], is that while these sensors cannot re-
cover high-resolution point clouds, even a few transient his-
tograms encode rich scene information sufficient for vari-
ous downstream 3D vision tasks. An example is recovering
scenes with low geometric complexity or scenarios where a
strong geometric prior (e.g., a low-dimensional parametric
shape model) is available. Our question is, under these con-
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ditions, what is the minimal number of depth measurements
required to recover 3D scenes?

As a first step towards addressing this question, we in-
vestigate the recovery of simple parametric 3D scenes us-
ing very few ToF measurements, each with a wide FoV
(see Fig. 1), e.g., as few as 15 pixels captured by spatially
distributed, low-cost single-pixel SPAD sensors. We as-
sume a 3D Lambertian scene defined by a parametric shape
model and aim to recover the parameters of that model us-
ing a limited number of transient histograms captured from
known fixed poses. We place special emphasis on the task
of 6D pose estimation, which is a specific case of paramet-
ric scene recovery. In this case, the parameters that we aim
to recover are the position and orientation of a known object
mesh. We focus on 6D pose estimation because it is a well-
defined problem with practical applications in robotics and
augmented reality. This makes it a good testbed to tackle the
fundamental challenge: utilizing very low resolution sensor
data. With very few pixels, each of which integrates over a
wide FoV, recovering 6D pose is challenging.

To solve this problem, we present an analysis-by-
synthesis based approach. Our method integrates (1) a
learning-based feedforward model which predicts an initial
estimate of scene parameters; (2) a differentiable renderer
that synthesizes sensor measurements given scene parame-
ters in the parametric model; and (3) an optimization-based
refiner that iteratively renders sensor measurements to opti-
mize scene parameters using the differentiable renderer. To
address the scarcity of real-world imaging data, we re-use
our renderer to generate a large-scale synthetic dataset for
training our feedforward model, and explore its ability to
transfer to real-world captures.

We develop hardware prototypes for real-world capture
and evaluate our approach using both simulated and real-
world data. In real-world tests, our approach successfully
estimates poses of even non-Lambertian objects using only
15 ToF pixels and an untextured object mesh. Moreover,
leveraging our approach and hardware, we also briefly in-
vestigate two other forms of parametric scene recovery:
parametric shape recovery (i.e., the position and scale of
a known spherical object), and human hand pose recovery
(i.e., pose and articulation), for which we demonstrate en-
couraging preliminary results in real-world settings.

Scope and Limitations. While our problem formulation
is general, we focus on 6D pose estimation, with a limited
exploration of two other forms of parametric scene recov-
ery. Our main objective is to establish feasibility rather than
present an immediately deployable solution. To simplify
real-world experiments, we make key assumptions, such
as Lambertian surfaces, co-located sensor and light source,
and known sensor poses. While robustness to varying scene
reflectance and imperfect sensor poses are assessed in our
experiments, our approach and prototype are not yet prac-

tical for widespread use. Moreover, we rely on currently
available consumer hardware, which has a restricted sens-
ing range, limiting our experiments to tabletop scenes.

2. Related Work

Time-of-flight (ToF) Imaging with SPADs. A ToF camera
emits light pulses and measures the return time of incident
photons to estimate distance. SPAD sensors have increas-
ingly been adopted for ToF imaging, typically combined
with a co-located light source (e.g., laser) [31]. This setup
has been successfully applied to fluorescence lifetime imag-
ing [38], novel view synthesis [29], and non-line-of-sight
(NLOS) imaging [11, 14, 17, 18, 48]. Many of these sys-
tems rely on large, costly SPAD arrays (>$10K USD) with
high spatial and temporal resolution. Recent works have
explored low-cost SPAD sensors (<$3 USD) with limited
pixel counts and lower temporal resolution for applications
such as NLOS imaging [6, 50], shape reconstruction [32],
human pose estimation [37], and SLAM [25]. Our work
also explores low-cost SPAD sensors for ToF imaging; how-
ever, our primary focus is on the feasibility of using a mini-
mal number of SPAD sensors for parametric scene recovery.

A key component in SPAD imaging is modeling the im-
age formation process. Sifferman et al. [39] introduce a
simple model for miniature ToF sensors. Recent works
model the SPAD image formation process with differen-
tiable functions for laboratory-grade [27, 28] or commod-
ity [32] sensors, enabling gradient-based optimization and
facilitating 3D tasks such as pose estimation and shape re-
construction. Our work modifies the sensor model in [32]
to accommodate differentiable mesh rendering.

3D Vision with Low-Cost SPADs. Prior works have ex-
plored feedforward neural networks for inference from tran-
sient histograms. Pixels2Pose [37] proposes a learning-
based method to estimate whole-body human pose from a
single 4 4 pixel transient histogram. DELTAR [24] and
Jungerman et al. [15] both predict high resolution depth im-
ages from ToF transient(s) plus an RGB image. The neural
networks in these prior works are generally trained on real-
world data only, or on simulated data generated from a sim-
ple sensor model. In this work, we train on simulated data
generated via a high-fidelity sensor model.

Recent works have considered an analysis-by-synthesis
(AbS) paradigm, which uses differentiable rendering to
align a set of underlying scene parameters with observed
transient measurements. Sifferman et al. [39] design an
ADbS pipeline to recover 3DoF plane pose and albedo from
asetof 3 3 transient measurements. Mu et al. [32] present
a method to recover arbitrary 3D scenes from a distributed
set of >100 single-pixel transient measurements. Behari
et al. [3] leverage AbS to reconstruct arbitrary 3D scenes
from a miniature ToF sensor plus an RGB camera. Liu et
al. [25] build a neural radiance field for dense SLAM by



Figure 2. Overview of our method as applied to 6D pose estimation. Our method consists of two components: 1) a pose prediction module,
where a feedforward network estimates initial object pose from a sparse set of input transient histograms; and 2) a pose refiner, where a
differentiable renderer is integrated into an analysis-by-synthesis framework to iteratively optimize the pose estimates. Yellow boxes

indicate inputs. Green boxes indicate (intermediate) outputs. The optimization loop is illustrated with green arrows.

integrating data from a miniature ToF sensor with an RGB
camera. Luo et al. [27] reconstruct 3D scenes from transient
measurements from very few viewpoints, however they use
a high-resolution scanning LiDAR with higher fidelity and
data rate than the miniature ToF sensors we consider.

Our work shares a similar goal to prior studies that use
multiple sensors for 3D scene recovery. However, our focus
is on leveraging strong geometric priors to push the limits
of scene recovery using only a few low-fidelity sensors.

6D Pose Estimation. 6D pose estimation aims to deter-
mine the 6 degree-of-freedom pose of a known rigid object
relative to the camera, given its 3D mesh model. Recent ap-
proaches use supervised learning to directly regress object
pose from RGB and/or depth images [5, 20, 34, 46, 47].
The predicted pose can be further refined via an AbS
pipeline [19, 20, 43, 46]. We take inspiration from the suc-
cess of these works in designing our approach, integrating a
feedforward network for initial pose prediction and an AbS
pipeline for pose refinement.

3. Scene Recovery from a Few ToF Pixels

Problem Formulation. We aim to recover 3D geometry of
a Lambertian scene specified by a set of parameters P from
a distributed set of n ToF sensors with known poses. We
make two key assumptions regarding the sensing setup and
scene representation. First, we assume that each ToF sen-
sor operates via a co-located diffuse light source with a fi-
nite field-of-view, and reports a transient histogram h which
captures the intensity of light returning from the scene after
a controlled pulse of illumination. This assumption cov-
ers a range of ToF sensors, including flash LiDAR and the
low-cost SPAD sensor considered in this paper. Second,
we utilize a mesh-based 3D scene representation, where the
scene is modeled as a polygonal mesh composed of inter-
connected triangles that define its shape and surface. Mesh-
based representations are widely used in graphics and many
shape models are built on meshes [23, 26, 36, 49]. In this
case, P can be the 6 DoF pose of a 3D object mesh or pa-
rameters for a mesh-based shape model. Our goal is to esti-

mate P from the set of measured histograms FhigiL,.

Method Overview. Our method consists of two steps: 1)
given a set of input transient histograms fh;gjL, a feedfor-
ward network outputs a prediction Pgp of the scene parame-
ters, and 2) an analysis-by-synthesis based refiner takes Pgg
as an initial estimate, alongside camera pose and any other
scene prior (e.g., a parametric model), and iteratively opti-
mizes Pgr to minimize the difference between the measured
histograms fh;gjL; and histograms synthesized by our dif-
ferentiable renderer. An illustration of our method as ap-
plied to the task of 6D pose estimation is shown in Fig. 2.
In what follows we introduce the SPAD image formation
process and present each component of our method.

3.1. Background: Transient Formation Model

We utilize physics-based sensor modeling to accurately ren-
der the transient histograms fh;gjL,. For each captured
histogram, the laser source emits Nep; photons. Assuming
that the source is co-located with the sensor at the origin 0,
the rays of the emitted photons can be parametrized by a
direction Y. Asin [15, 32, 39], we ignore high-order light
paths and consider one-bounce paths only. Therefore, each
photon travels from O to a point on the scene X and then
back to 0, where X = X( 1, M) is the first intersection be-
tween the ray in the direction of ! and the scene M.

Following prior work [15, 32], the expected number of
photons Ni] received by the sensor within the i-th bin, in
its angular integral form, is

R

NM = Nemit $n0o

(1)L

WK ) ds, (1)
where () is the space of solid angles within the FoV of the
sensor. I(1) encodes the intensity of the laser along the
direction . p(X) is the albedo, and A (X) is the normal of
the surface at X. tj = iAt corresponds to the time of the
leading edge of the i bin, with At as the bin width. Lastly,

1 if £ 2 [ti, ti + Ab),
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bins the photons. Due to hardware effects, the binning of
photons is not perfect in reality. h[¢] in fact might also de-
tect photon arrivals near but outside that bin, and is affected
by the shape of the outgoing laser pulse. Therefore, we
convolve the expected photon numbers with an empirically
derived discrete jitter kernel S to account for this effect

jlslil, 3)

where Ai is sensor-specific, constant temporal offset to the
histogram, which needs to be calibrated.

hli] = % N[i + Ad

Pile-up Correction. Previous works [13, 32] model the
pile-up effect, which can significantly alter the measured
histogram at high levels of ambient or active flux. To mit-
igate this effect, many existing sensors pre-process the his-
togram with algorithms like Coates’ correction [8]. With
this correction and under reasonable lighting conditions, the
pile-up effect is often negligible. We thus do not include
pile-up in our imaging model.

3.2. Differentiable Rendering
We numerically integrate Eq. (1) using the weighted sum

o Q(DI(1)p(x) — 0

W(Zka,ti), (4)

C

P
N [7] Nemit

where W is a specified set of rays, and Q(!) is the as-
sociated quadrature. To make the rendering differentiable,
we calculate 9X/9M and 0N /OM using off-the-shelf dif-
ferentiable rendering libraries. Specifically, we set W to a
h  w grid of rays, fully covering the FoV and resembling
the rendering of classical pixels, and the rasterization com-
putes the rays’ X, N, and the gradients. Suppose that the
center of the FoV is the z-axis and the imaging plane is z =
1, each pixel has area Ayive = (2tan(FoV/2))?/ (b w).
Assuming ! = (wx,wy,w;), the quadrature Q( 1) trans-
forms the square pixel areas to solid angle differentials by

Apixethw, 21 4tan?(FoV /2)w?

Q)= (1/w)2 h ow

&)
The binning function W in Eq. (2) is discontinuous. We
thus approximate it with the sigmoid function o () by
W(t,ti) =o(k(t ) okt & At), (6
where £ is a hand-picked constant to balance smoothness
and realism. Further, the intensity map /(1) is discontin-
uous under an idealized diffuse laser source, since it pro-
vides uniform illumination within its FoV and zero illumi-
nation elsewhere. However, real-world lasers exhibit a non-
uniform distribution, where intensity is highest at the cen-
ter and gradually decreases toward the edges of the FoV.
This allows us to approximate I( 1) using a differentiable,
spatially-varying function. We fit this function using real-
world sensor properties in our experiments (see Sec. 4.2).

3.3. Feedforward Estimation of Scene Parameters

We learn a neural network f to predict initial scene param-
eters Pgg, which will be further refined. This is given by

f (Fhigiy) ¥ Per, @)

where 6 is the network weights learned from data, Th;igjL,
is the input of n transient histograms from ToF sensors.
Namely, this feedforward network directly regresses the
scene parameters based on sensor data.

Network Architecture. Specifically, f is a standard
Transformer model [45]. The input transient histograms are
first normalized, and then embedded using an MLP. These
embeddings are added to positional embeddings, and fur-
ther processed by a stack of Transformer blocks (4 in our
implementation). The output embeddings are concatenated
and fed into another MLP to predict scene parameters P.
This network is trained with full supervision, and the loss
function varies depending on the scene parameterization
used, as described in the supplement.

Sim-to-Real Transfer. A key challenge for training is the
lack of real-world sensor data. We explore training on a
large-scale synthetic dataset and transfer the learned model
directly to real-world captures. This is made possible thanks
to our efficient renderer in Sec. 3.2 and availability of 3D
models [7]. We demonstrate strong results using this sim-
to-real transfer in our experiments.

Discussion. Our network assumes fixed sensor poses and
requires re-training for every sensor configuration. This de-
sign is highly tailored for our current hardware prototypes,
yet can be easily extended to accommodate varying sensor
poses, e.g., encoding sensor pose as part of the input [22].

3.4. Parameter Refinement

Given an estimate Pgr of the scene parameters from the
feedforward network and the differentiable renderer R, we
propose an analysis-by-synthesis approach to further refine
Pgr. This is done by directly optimizing P to minimize the
difference between the measured histograms fhigiL, and
rendered histograms R(P), given by

arg mpin YL, kR(P)i hik. 8)

Since the renderer R is fully differentiable, gradient descent
can be used to solve this optimization locally. Specifically,
this optimization starts from the initial estimate Pgg and ap-
plies gradients steps until convergence. Since the rendering
process R is highly nonlinear, the quality of the solution
depends on the accuracy of initial estimate Pgp.

4. Experiments on 6D Pose Estimation

To adopt our method for 6D pose recovery, we set the scene
parameters P to a rotation R and translation T which trans-
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Figure 3. Left: Illustration of our capture setup, where a ToF
sensor is mounted on a robot arm and moved between a set of
positions. Right: 15 sensor poses used for our experiments.

form a known object mesh to its position in a global coordi-
nate frame. We evaluate our method for 6D pose estimation
in simulation and on real-world captures.

4.1. Hardware and Real-world Capture

Hardware Prototype. Our imaging system assumes known
relative position of the ToF sensors. In practical deploy-
ment, this may be achieved by placing multiple sensors in a
stationary position in the environment, or by attaching them
each to a rigid object, like a mobile device. To allow flexi-
bility for our experiments, we instead place a single sensor
on an industrial robot arm, and move the sensor to multiple
positions by controlling the robot while the scene remains
static. We rely on the robot’s kinematics, which are quoted
as repeatable to  0.1mm [44], to record sensor pose.

We use the AMS TMF8820 SPAD-based ToF sensor.
Like other sensors of its class, the sensor is very small
(12.8mm?3, < 1g) and low-power (< 100mW) [1]. The
illumination source is an integrated low-power 940nm VC-
SEL laser. We operate the sensor in “low range, high accu-
racy mode,” and 4 million iterations per measurement, giv-
ing it a maximum range of 1.5m and a bin size equivalent
to  1l.4cm. We interface with the sensor via an attached
microcontroller, which forwards transient histogram mea-
surements from the sensor to a connected computer.

Capture Setup. We sample random sensor positions be-
tween 30cm and 80cm from the workspace center (within
the range of TMF8820), and random orientations which
face the camera to the workspace center (15 ). For a fair
comparison, the same 15 randomly sampled sensor poses
are used for all real-world experiments. This number (15)
allows for practical data capture, and was chosen to strike a
balance between estimation accuracy and information spar-
sity based on our simulation results (see Sec. 4.4). An Intel
RealSense D405 depth-from-stereo camera is affixed next
to the ToF sensor for ground truth capture. We utilize the
merged point cloud from the depth camera views alongside
ICP [4] and manual registration to generate ground truth
object poses. We measure the geometry of the known back-
ground (the tabletop) by touching the robot to the surface at
multiple points. This capture setup is shown in Fig. 3.

Data Capture. We capture each object at 25 poses (10 for
the highly symmetric basketball, softball, and tennis ball)

by manually positioning the object such that the object cen-
ter is within 15¢m of the workspace center. Effort is made to
distribute the object poses uniformly within the workspace
and to vary the object orientation uniformly. Because the
objects are placed on a tabletop, we are restricted to orien-
tations that provide stable support on the surface.

4.2. Implementation Details

TMF8820 Modeling. The TMF8820 reports transient his-
tograms for nine separate fields-of-view, called “zones”,
each of which correspond to different sets of pixels on the
SPAD array. Significant bloom artifacts are present be-
tween zones, and the exact zone dimensions are poorly de-
fined [3, 39]. To address this challenge, and in line with
our focus on very-low-pixel-count regimes, we aggregate
the zones into one by summing across the zone dimension,
yielding a single 128-bin histogram per sensor measure-
ment. This approach is consistent with prior work [32, 40].
Further, in the TMF8820 datasheet, the laser illumina-
tion is reported as non-uniform across the FoV [1] I(1).
We therefore approximate the intensity map using
I(V)=Kiexp Kz wi+wi Kszwi+wy . (9
We calibrate the constants /' to match the intensity map
shown in the TMF8820 datasheet. A visualization of (1)
is included in the supplement (Fig. D). We find that pile-up
is not very apparent even at high ambient light levels.

Jitter Kernel. The TMF8820 reports the shape of the out-
going laser pulse in a “reference histogram” alongside each
measurement, which is measured from a SPAD sensor in-
side the laser cavity. Because this reference histogram is
itself captured by a SPAD sensor, it encapsulates the shape
of the outgoing laser pulse and the temporal response func-
tion of the SPAD itself. We make use of this histogram as
the jitter kernel S in our imaging model.

Sensor Calibration. The reference histogram reported by
the TMF8820 is not reported at the same temporal resolu-
tion as the transient histogram [32, 39]. We resample the
reference histogram by a factor of Sy before use in our
imaging model. Additionally, the temporal resolution At
and a constant temporal offset to the histogram A¢ are not
known. Following prior work, we recover the parameters
Sscale> At, and Ai by calibrating on some set of reference
captures of a planar surface with known geometry. To do
so, we keep scene geometry fixed, and optimize the sensor
parameters to minimize the loss between captured and ren-
dered histograms, akin to Eq. (8).

Feedforward Network. We train the network described
in Sec. 3.3 to predict 6D pose. For non-symmetric objects,
we use a combination of rotation loss, translation loss, and
a point matching loss. For symmetric objects, we use the
ADD-S loss [47]. See the supplement (Sec. A) for details
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Figure 4. Visualization of 6D pose estimation results with 3D-
printed objects using our method (feedforward + refiner). For each
object, the pose prediction with the median pose error (ADD) over
the 25-capture dataset is shown.

of the loss functions and training parameters. A single-
instance forward pass takes ~ 4.6ms on Nvidia RTX 4080.

Pose Refinement. We use adaptive gradient descent follow-
ing Adam [16] to solve Eq. (8). We set the step size (i.e.,
learning rate) to 0.01 for R and 0.001 for T. Addition-
ally, we optimize the albedo of both the object (p;) and
the planar surface (ppiane). These albedos are not predicted
by the feedforward network; instead they are initialized to 1
and further optimized. We find empirically that optimizing
albedos improves performance. We set the number of opti-
mization steps to 200. We represent R using the 6D rotation
representation proposed in [51]. Differentiable rendering is
implemented via Nvdiffrast [21] and PyTorch [2].

4.3. Experiment Protocol

Datasets. We evaluate our method for 6D pose estimation
on two sets of objects: 1) 3D printed test objects and 2)
seven readily available objects from the YCB dataset [7] —
a standard benchmark for 6D pose recognition. See the sup-
plement (Fig. I) for images of the objects. For YCB objects,
the high-resolution “Google 16k” meshes provided by the
YCB dataset are used for data generation and as input to the
refiner. A child’s basketball is used in place of the child’s
soccer ball in the YCB object set, along with a manually
constructed spherical mesh.

Synthetic Training Data. We generate synthetic data with
our renderer to train the feedforward model. For each ob-
ject, we synthesize 200K samples by limiting the object
center within 15cm of the workspace center. Object ori-
entations are randomly sampled. To ensure physical plausi-
bility, the object height is adjusted so that at least one vertex
of the mesh lies on the planar surface, preventing the object
from appearing to float in space, though this configuration
may not correspond to a stable resting pose. This setup im-
poses a conservative prior on object placement. The planar
surface is included in the scene when rendering synthetic
data. We also perform domain randomization [42]; we add
Gaussian noise with a standard deviation of 1.5cm to the
sensor positions independently for each sample, and vary
the albedo of the object and the planar surface.

Reference
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Figure 5. Visualization of 6D pose estimation results with objects
from the YCB dataset using our method (feedforward + refiner).
For each object, the pose prediction with the median pose error
(ADD-S) over the 25-capture dataset is shown.

Evaluation Metrics. We follow standard metrics [47] for
evaluation, including ADD for non-symmetric objects, and
ADD-S for symmetric objects. ADD captures the aver-
age distance between corresponding points on the predicted
and ground truth object. ADD-S captures the average dis-
tance between a point on the predicted object and the near-
est point on the ground truth object. We report the AUC-
ADDC(-S) in order to capture the distribution of scores over
the entire dataset, with the maximum threshold in calculat-
ing AUC set to 10cm. Note that ADD(-S) score is highly
dependent on the scale and geometry of a specific object,
thus should not be compared between objects.

Point Cloud Baselines. We implement a point-cloud based
baseline which represents an upper bound on point-cloud
based system performance. To avoid pitfalls of any one par-
ticular depth camera, we simulate idealized sensor measure-
ments; for each sensor pixel we project rays to get points of
intersection with scene geometry, which are combined to
form a point cloud. Points which lie on the planar surface
are removed. The result is a noise-free point cloud of points
on the object mesh. We then use ICP [4] to align the object
mesh to this point cloud. To maximize the chance of suc-
cess, the ground truth pose is used as initialization for ICP.
Therefore, this baseline represents the best possible perfor-
mance of a vanilla ICP-based registration system. We con-
sider two variants: single-pixel, in which the same number
of imaging pixels are used as in our system (one per view),
and 162, in which a 16 16 point cloud sampled from a
pixel grid spanning an FoV matching the diffuse sensor is
generated per view (yielding 256 imaging pixels of our
system).

RGB(D) Baselines. For reference, we compare to two re-
cent deep models: FoundPose [52], which uses single-view
RGB input, and FoundationPose [46], which uses single-
view RGB-D input. For both methods, the RGB image from
viewpoint 15 is used as it provides a wide view. For Founda-
tionPose, a high resolution depth camera view is simulated
from the ground truth object pose.



Total

AUC-ADD-S (1)

Data Pixels Method Crackers Mustard Chips SPAM  Basketball Tennis Ball Softball Mean
Sim. 15 1 Px Point CloudY 78.36 82.12 77.83 85.07 82.92 88.09 86.36 82.96
Real 15 Ours: Feedforward 88.02 90.04 88.38 90.04 95.15 96.26 94.95 91.83
Real 15 Ours: FF + Refiner 90.04 90.07 88.50 90.00 95.76 96.06 94.95 92.20
Sim. 3840 162 Point CloudY 95.17 97.23 97.23 97.19 97.67 97.57 97.37 97.06
Real 407K Single-View RGB [52] 60.71 87.93 40.12 58.95 65.46 77.68 72.42 66.18
Real 407K Single-View RGB-D  [46] 90.49 92.10 92.54 93.80 94.24 86.67 94.24 92.01

Table 1. Results of 6D pose estimation with (symmetric) objects from the YCB object set. gray: methods using additional pixels;

Y: methods using oracle ground-truth pose; : methods using simulated high-resolution point cloud data. See details in Sec. 4.3.

Total AUC-ADD (1)
Data Pixels Method Two P L Bunny Armadillo Mean
Sim. 15 1 Px Point Cloud¥ 73.87 59.65 55.11 56.14 53.89 59.73
Real 15 Ours: Feedforward 74.67 7731 69.11 67.78 65.93 70.96
Real 15 Ours: FF + Refiner 8347 8494 7775  77.68 79.71 80.71
Sim. 3840 162 Point CloudY 97.55 96.18 95.17 96.18 96.90 96.39
Real 407K Single-View RGB [52] 56.99 6540 51.51 64.63 86.28 64.96
Real 407K Single-View RGB-D [46] 86.57 85.51 82.72 88.30 87.58 86.14

Table 2. Results of 6D pose estimation with (non-symmetric) 3D printed objects. gray: methods using additional pixels; ¥: methods
using oracle ground-truth pose; : methods using simulated high-resolution point cloud data. See details in Sec. 4.3.

4.4. 6D Pose Estimation Results

Main Results. Our main results are presented in Tab. |
and Tab. 2. Visualization of sample results with median
pose errors are shown in Fig. 4 and Fig. 5. In all cases,
our method outperforms the best-case performance of us-
ing a single-pixel point cloud. Additionally, our refiner
improves performance in most cases. We also notice that
our refiner yields a much larger performance improvement
over the feedforward network on 3D printed objects. We
hypothesize that this is due to the ambiguity of symmet-
ric objects, and the symmetric loss can easily converge to a
local minimum. Despite reasonable metrics, the SPAM is a
failure case for our method; because the object is very small
and near-symmetric along many axes, a high ADD-S score
can be achieved by matching object translation. However,
qualitative results (Fig. 5) show that orientation is not pre-
dicted reliably. Our method approaches the performance of
the RGB-D baseline, while exceeding the performance of
the RGB baseline which struggles due to the lack of metric
depth information and/or lack of object texture.

Varying Viewpoint Count. In simulation, we evaluate the
performance of our method with varying number of views.
We compare to the point cloud-based baseline described
in Sec. 4.3. We evaluate on synthetic data of the 25 real
“2” poses. Camera poses are sampled via the same pro-
cess as real poses ( Sec. 4.1). Results are shown in the
rightmost panel of Fig. 1. See the supplement for full re-
sults (Tab. D). Our approach exceeds the performance of
the point cloud-based baseline for 5-100 total pixels. The
point cloud-based method suffers with very few input pix-
els because, despite some variation in sensor orientation, the
poses do not achieve good coverage of the scene.

Additional Results. Due to space limit, the following are
included in the supplement: (1) results with varying scene
reflectance and ambient light; (2) ablations on the sensor
model and feedforward network training; and (3) experi-
ments on sensor interference.

5. Exploration Beyond 6D Pose Estimation
5.1. Size and Position of Spherical Objects

We experiment with recovering the size and location of
a sphere resting on a planar surface We use an identical
method to that used for 6D pose estimation (Sec. 4), except
the predicted parameters P consist of the center point and
diameter of a sphere, rather than the rotation and transla-
tion of a known mesh. Both parameters are predicted by the
feedforward network and optimized during refinement. We
evaluate on our pre-existing captures of the basketball, soft-
ball, and tennis ball objects. The results of this experiment
are shown in Tab. 3. We find that our method can recover the
position and diameter of the sphere with an average error of
< lcm in all cases, with often < 0.5cm of error, despite the
temporal resolution of an individual SPAD being 1.4cm.

5.2. Human Hand Pose

We recover human hand pose (absolute pose and articula-
tion) from a ring of eight sensors encircling the wrist, as
shown in Fig. 6. We modify the feedforward prediction to
include pose, shape, global translation, and rotation of the
human hand. The hand pose and shape is represented using
the parameters of the MANO hand model [36].

Data Capture. As an initial feasibility study, we gather
250 measurements of a single individual’s hand from the



Mean Error Mean Error

Object in Diameter (cm) (1)  in Position (cm) (1)
Basketball 0.35 (1.9%) 0.84
Softball 0.28 (2.9%) 0.24
Tennis Ball 0.33 (4.8%) 0.39

Table 3. Results of recovering position / size of spherical objects.

Method PA-MPJPE (mm) (1)
ToF-based Prior WorkY [10] 11.96
Trained on Sim. Data Only (ours) 19.56
Trained on Real Data Only (ours) 9.98

P.T. on Sim., F.T. on Real (ours) 8.18
RGB-Based MethodY [35] 6.0

Table 4. Results of hand pose and shape estimation. YRelated
works are provided for context only; metrics are over a different
dataset and should not be directly compared.

ring of sensors. To sample hand poses, we prompt the user
to match their hand pose to a random hand pose selected
from the DART dataset [12]. RGB-D cameras are mounted
above and below the hand to capture ground truth, which
is provided by the RGB-based method HaMeR [35], and
aligned to a fused point cloud from the two depth maps via
ICP [4]. We reserve 50 captures for testing.

Results. We report Procrutes aligned mean per joint posi-
tion error (PA-MPJPE), a standard metric for hand track-
ing [10, 35]. PA-MPIJPE captures the average distance
between corresponding joints in the predicted and ground
truth hand pose. The results of our experiment are shown
in Tab. 4. We find that, in this setting, training on simulated
data alone yields unsatisfactory results. A closer inspection
reveals that the simulated histograms become inaccurate at
distances below 15cm. We attribute this to unmodeled sen-
sor effects, such as unmodeled effects such as gating and/or
pile-up from the high intensity of returning light. While we
attempted to mitigate this issue by modeling these effects
and learning a custom gating function, these efforts did not
lead to improved performance. For the same reason, our re-
finer module is also not effective for hand pose estimation.

We observe significantly improved results when train-
ing on real data, with the best results achieved through a
two-stage process: pre-training on simulated data followed
by fine-tuning on real data. Despite the limited realism of
the simulated data, pre-training still provides benefits, likely
because the network is able to learn transferable high-level
features. To contextualize our results, we include compar-
isons to related works in Tab. 4. However, results from prior
works are based on different datasets and experimental con-
ditions, and thus are not directly comparable.

6. Discussion

Our work demonstrate that a few (e.g., 15) diffuse ToF pix-
els are sufficient to recover simple scene geometry. More-

Success Success Median PA-MPJPE Failure

Figure 6. Top: Setting for hand pose capture, in which eight ToF
sensors encircle the wrist. Bottom: Visualization of results of
applying our method to hand pose estimation, corresponding to

method “’Pretrained on Sim., F.T. on Real” in Tab. 4.

over, we showcased the potential of our approach for more
complex geometry, including recovering the position and
scale of a spherical object, and human hand pose estima-
tion. Our work offers an initial step toward enabling a range
of practical applications and open up several promising di-
rections for future research.

Practical Implications. While still in its early stage, our
approach has great potential for 3D vision applications that
benefit from low-cost, low-power, and distributed sensing.
One promising application domain is wearable computing.
Inspired by our experiments on hand tracking, we envision
that an array of miniature ToF sensors could be deployed in
head-mounted or wrist-worn devices to track a user’s body
motion (e.g., arm and hand pose), enabling gesture-based
user interfaces. Another key application domain is robotics.
Imagine a robotic arm or drone equipped with a distributed
array of lightweight, energy-efficient ToF sensors. These
sensors could function as a network of spatially distributed
cameras, reconstructing the environment from an inside-out
perspective, enhancing tasks like grasping, navigation, and
human-robot interaction.

Future Directions. Our work demonstrates the estimation
of 6D pose of rigid objects in a tabletop setting. Future work
should aim to improve robustness to environmental factors
such as ambient light and varied surface reflectance. This
could be achieved by explicitly modeling these factors or
developing methods that are inherently invariant to them.
Additionally, future work should explore recovery of more
complex scene geometries at larger scales, e.g., multiple de-
formable, articulated objects in room- or playground-sized
environments. A promising future direction is learning from
large-scale synthetic data. Encouragingly, our results have
demonstrated that effective sim-to-real transfer is possible
with ToF histogram data. We are hopeful that large-scale
synthetic data can be applied to a range of inference tasks.
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Recovering Parametric Scenes from Very Few Time-of-Flight Pixels

Supplementary Material

In this supplementary material, we provide (1) a de-
scription of loss functions for training our feedforward
model (Sec. A); (2) additional results on 6D pose estima-
tion (Sec. B); (3) an analysis of runtime and complexity
(Sec. C); (4) experiments and discussion on sensor interfer-
ence (Sec. D); and (5) additional visualization of our results
on 6D pose estimation (Sec. E).

For sections, figures and equations, we use numbers
(e.g., Sec. 1) to refer to the main paper and capital letters
(e.g., Sec. A) to refer to this supplement.

A. Training Loss of Feedforward Models
A.l. 6D Pose Estimation

As described in Sec. 4.2, we utilize one of two losses to train
the feedforward model depending on if the object is sym-
metrical. For non-symmetrical objects, we utilize a combi-
nation rotation, translation, and point matching loss. Given
a ground truth object rotation Ry (represented by the 6D
representation proposed by [51]) and translation tg. Given
a set of 3D points X; on the object, the loss of the predicted
rotation R and translation t is given by:

L = ArLrot + Atltrans + )\pl—pm
where the loss terms are given by
Lot = kR Rgtkla

Ltrans = kt tgtk17

1 Xk
N - (RX| +t)

me = (Rg[Xi + tg[)kz

We set A\r = 1.0, Af = 0.5, Ap = 0.1 for our experiments.
For symmetric objects, we use ADD-S loss introduced
in [47], where X represents the set of object points:

1 X

Labp s = N min K(RX; + t)

Xj 2X
=1

(ReXj + ta)ko

A.2. Spherical Object Recovery

For spherical object recovery (Sec. 5.1), the scene is param-
eterized by the center point ¢ 2 R3 and diameter d. Our
loss function is a simple combination of error in the two
components:

L = kC Cgtk + )\Jd dglj

We set A = 1 for our experiments.

A.3. Human Hand Pose Estimation

For hand pose estimation (Sec. 5.2), we predict the MANO
model [36] shape parameters , pose parameters , global
3D rotation R (represented by the 6D representation pro-
posed by [51]), and global 3D translation t. The loss for a
given prediction is given by:

L=2AXs Lshape + Aprose + Arblrot
+ )\tl—trans + /\j I—joint + v I—vertex

where the loss terms are given by

Lshape =k glkla
I—pose =k gtk17

Lrot =kR Rgtkla
Ltrans =kt tgtkla

Li =k(RM;( , )+1)
Ly =k(RMy( , )+1)

(ReMj( gy o) + ko,
(Rgle( gty gt)+tgt)k2

Where Mj is the MANO model that outputs joint keypoint
positions, and M\, is the MANO model that outputs mesh
vertex positions. We set As = 0.1, A\p = 0.1, Ay = 1.0,
At = 1.0, A\j = 0.1, Ay = 0.1 for our experiments.

B. Additional 6D Pose Estimation Experiments

B.1. Data Visualization

We visualize the transient histograms captured by multi-
ple, distributed ToF sensors across two different 3D scenes
in Fig. A. The measurement has a complex relationship
with scene geometry. We aim to solve the inverse prob-
lem (multi-view transient histogram ¥ geometry) for sim-
ple parametric scenes.

Scene 1
Scene 2

ToF Histograms

Viewpoint 1
Viewpoint 2

Viewpoint 3

Figure A. Transient histograms from multiple viewpoints along-
side corresponding 3D scenes.

B.2. Fine-Tuning on Real Data

We investigate the effects of fine-tuning our feedforward
model on real data. To do so, we capture 80 additional
measurements of the matte white “2” object used in prior



AUC-ADD ()

Training Data Feedforward FF + Refiner
Fully Sim. 74.67 83.47
Finetune on Real 86.16 90.36

Table A. Results of fine-tuning the 6D pose estimation method on
real data, over 25 measurements of the “2” object.

Figure B. “2” objects with different reflectance properties used in
the varying scene reflectance experiment (Sec. B.3. From left to
right: matte white, glossy white, and spotted black and white.

experiments, and fine-tune the model trained on simulated
data on these measurements. We leave the refiner unmodi-
fied.

The results of the fine-tuning experiment are presented
in Tab. A. We see a significant improvement in the perfor-
mance of the feedforward network. We also see a signifi-
cant improvement in the result after refinement due to the
improved starting estimate from the feedforward network.
These results are encouraging as they indicate that a min-
imal amount of real-world data could improve the perfor-
mance of our method.

B.3. Varying Scene Reflectance

The transient is a product of scene geometry and re-
flectance, so scenes of varying reflectance could affect the
performance of our method. We conduct a systematic test
in which we modify the reflectance properties of the 3D
printed digit “2” and the tabletop surface. We test “2” ob-
jects with three surface finishes, as shown in Fig. B. We test
two table materials: matte white and matte black.

The results of varying surface properties are presented in
Tab. B. A modest decline in performance is observed with
the glossy white object and the matte black tabletop, while
a significant drop in performance occurs with the spotted
black-and-white object. We attribute this drop to the fact
that the spotted object has strong low-frequency variations
in albedo across the surface. This sort of albedo variation is
not included in our domain randomization when generating
simulated data, nor is it able to be modeled by our refiner.

B.4. Varying Ambient Light

We evaluate the performance of our method under varying
levels of ambient lighting in Tab. C, on a new set of 10 cap-
tures of the “2” object at each light level. We see consistent

AUC-ADD (1)
Obj. Material  Table Material FF FF + Refiner
Matte White Matte White 74.67 83.47
Matte White Matte Black 66.59 79.55
Glossy White Matte White 69.86 77.74
Spotted B/W Matte White 50.46 61.49

Table B. 6D Pose Estimation of the “2” object with varying object
and tabletop surface reflectance.

Ambient Light Level AUC-ADD(t) AUC-ADD-S(1)
< 0:1 lux 65.69 90.47
300 lux 72.45 93.10
3000 lux (heavy IR) 25.45 26.53

Table C. 6D Pose Estimation of the “2” object under varying levels
of ambient illumination.
1.0
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Figure C. Effect of adding Gaussian error to sensor poses on the
“2” pose estimation task before feeding into our method.

performance in darkness (<0.1 lux) and the same indoor
lights as used in other captures (300 lux), but a heavy falloff
in performance under a very bright halogen spotlight (3000
lux), which emits high amounts of infrared light, leading
to a high DC offset in the transient histogram. This per-
formance drop is expected as we assume negligible ambi-
ent light in both synthetic data generation and the refiner.
Future work could aim to alleviate this problem by includ-
ing ambient light level in domain randomization to make
the feedforward network more robust, pre-processing his-
tograms to mitigate the effect of ambient light, and/or opti-
mizing for ambient light level in the refiner.

B.5. Sensitivity to Inaccuracy in Sensor Pose

When generating synthetic data to train our method, we add
random Gaussian noise to the simulated sensor position to
increase robustness to real-world inaccuracies in sensor po-
sition. We perform a simulated experiment to test this ro-
bustness, the results of which are shown in Fig. C. Both the
feedforward model and refiner are robust to modest varia-
tions in sensor pose (< lcm), which are likely achievable
in realistic settings. We find that the feedforward method is
more robust to variations than the refiner, and when there is
high variation in sensor pose, foregoing the refiner leads to
higher accuracy in the recovered object pose.



AUC-ADD (AUC-ADD-S) (")

Number of Views Feedforward FF+Refiner
5 Pixels (Views) 74.79 (90.34)  74.80 (90.34)
10 Pixels (Views) 78.29 (90.57)  78.07 (90.63)

15 Pixels (Views)
25 Pixels (Views)
50 Pixels (Views)
100 Pixels (Views)

84.65 (91.27)
87.48 (91.51)
90.54 (94.33)
91.47 (94.58)

84.79 (91.66)
87.40 (91.42)
90.87 (94.59)
91.49 (94.37)

Table D. 6D Pose Estimation with Different Numbers of Views.

AUC-ADD (")
Ablation Feedforward FF + Refiner
Full Model 73.67 83.47
Idealized Jitter Kernel 22.64 24.50
Incorrect Bin Size 49.98 33.23
Incorrect FoV 29.70 44.22

Table E. Results of 6D Pose Estimation under varying sensor
model ablations, over a dataset of 25 captures of the “2” object.

B.6. Sensor Model Ablation Study

We perform an ablation study over key components of our
sensor model as described in Sec. 3.1. We consider the fol-
lowing variants:

1. Full: The full sensor model as described in Sec. 3.1 and
used for all previous experiments.

2. Idealized Jitter Kernel: The jitter kernel S is replaced
by a Dirac delta function at the location of the peak of S.

3. Inaccurate Bin Size: The temporal bin size At of the
transient histogram is 10% smaller than as calibrated
(from 1.38cm to 1.2cm).

4. Inaccurate FoV Size: The angular size of the FoV is in-
correctby  20%, increasing from 32 to 38 . Addition-
ally, the intensity map I( 1) is replaced with a constant
function.

For each variant, we train a feedforward model on syn-
thetic data generated with the ablated sensor model, and use
the same ablated sensor model in our refiner. Results over
the 25-pose “2” digit dataset are shown in Tab. E. The re-
sults demonstrate that each of these aspects of sensor mod-
eling are important to achieve good performance.

C. Runtime and Complexity Analysis

While our method foregoes some computation performed
by traditional methods (e.g. peak finding and ICP), it is re-
placed by relatively costly neural network inference and it-
erative pose refinement. Therefore we do not foresee effi-
ciency improvements compared to point cloud-based meth-
ods. One feed-forward pass of our network takes 4.8 ms.
The (unoptimized) refiner takes 2 seconds. With attention
paid to efficiency, refiner speed could likely be increased.
The costs of both the forward pass and optimization scale
linearly with the number of viewpoints.

2 Lo.g
% 8
=
S Lo.e
o
O 04
£
3 L0.4
)
[=2]
.8_
< Loz
>
-16 : : Lloc

T
-16 -8 0 8 16
X Angle from Optical Axis (°)

Figure D. Visualization of the laser intensity function I(!) that
we use for the TMF8820 sensor, as given by Eq. (9). Weset K1 =
0:88,K2 = 3:16, K 3 = 250:51.
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Figure E. Sensor configurations used for interference experiments.

D. Test of Between-Sensor Interference

In our prototype system, a single sensor is moved to multi-
ple positions while the scene remains static. However many
practical applications for our method may involve multiple
sensors imaging the scene at the same time, which could
lead to interference between sensors. We perform con-
trolled experiments to investigate the effect of interference.

D.1. Two Sensors Facing Each Other

We position two AMS TMF8820 sensors facing directly at
each other at a distance of 6¢cm, as illustrated in Fig. Ea. We
compare measurements captured by sensor A between two
conditions: sensor B on and sensor B off. The raw and nor-
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Figure F. Comparison of the histograms captured in interference
experiment 1. Each plot shows 128 sensor measurements overlaid.
About 90% of samples in the right column exhibit no interference
artifacts, comprising the dark orange lines.
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Figure G. Comparison on the histograms captured in interference
1, with the light source of sensor A covered. Each plot shows 128
sensor measurements overlaid. About 90% of the samples in the
right column exhibit no interference artifacts, comprising the dark
orange line.

malized histograms for both conditions are shown in Fig. F.
We find that the operation of sensor B causes an effect in the
histogram captured by sensor A 10% of the time. Even
after normalization, the effect is still present. This effect ap-
pears similar to the effect caused by ambient light [13], and
is consistent with what we would expect to see if sensor B’s
light source is not correlated with the light source of sen-
sor A; i.e., because the laser pulse trains of the two sensors
are not synchronized, sensor B’s operation leads to photons
arriving uniformly at any time relative to sensor A’s pulse
train, just as ambient light arrives uniformly.

To further validate this hypothesis, we perform another
test using the same sensor configuration in which the laser
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(c) Histogram of values of bin 26 (the peak) for the ”Other Sensors On”
condition. The bin values are grouped together in about 75% of measure-
ments.

Figure H. Comparison of the histograms captured in interference
experiment 2.

light source of sensor A is covered, so that only ambient
light and the effect of sensor B are captured by sensor A.
The results of this experiment are shown in Fig. G. In this
case we can clearly see interference manifest as a DC offset
in the captured histogram, again matching the signature of
ambient light.

D.2. Nine Sensors Imaging a Plane

We perform a second experiment in which nine sensors are
all operating simultaneously and imaging the same portion
of a planar surface. The experimental setup is illustrated
in Fig. Eb. We position the sensors such that the centers
of their optical axes each intersect with a planar surface at
the same point, and record data only from the center sen-
sor. Again, we compare between two conditions: the other
8 sensors on, and the other 8 sensors off. The results of this
experiment are shown in Fig. H. We see the same effect as



in the previous experiment, but with a slightly higher occur-
rence rate of  25%.

D.3. Discussion: Between-Sensor Interference

We have demonstrated that, at least for the AMS TMF8820
sensor, the effect of interference between sensors happens
only occasionally even in the worst case. In practical sce-
narios, the rate of interference is likely to be quite low (i.e.
< 10%). Further, the effect of interference on the histogram
appears to be similar to the effect of ambient light. Ad-
justing captured histograms to account for ambient light is
a well-studied problem [13], and it is likely that methods
which are robust to changes in ambient light will be robust
to between-sensor interference. While future applications
should take interference into account, we believe it is un-
likely to be a major obstacle for future deployments of dis-
tributed miniature ToF sensors.

E. Visualization of 6D Pose Results

We provide visualization of our results on 6D pose estima-
tion in Figures J to R.
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Figure I. Objects used for 6D pose estimation experiments.
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Figure J. Visualization of results on the 3D printed “two” object.
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Figure K. Visualization of results on the 3D printed “L” object.
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Figure L. Visualization of results on the 3D printed “bunny” object.
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Figure M. Visualization of results on the 3D printed “P” object.
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Figure N. Visualization of results on the 3D printed “armadillo” object.
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Figure O. Visualization of results on the “chips” object from the YCB dataset.
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Figure P. Visualization of results on the “crackers” object from the YCB dataset.
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Figure Q. Visualization of results on the “mustard” object from the YCB dataset.
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Figure R. Visualization of results on “SPAM” object from the YCB dataset. The SPAM is a failure case for our method due to its specular
surface, small size, and many near-symmetries which make optimization difficult.
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